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Abstract: 
The World Happiness report, first published in 2012, ranks countries on the basis of their self-

reported happiness levels.  The report is released each year on World Happiness Day March 20th.  Its 

goal is to underpin the importance of happiness and well-being as an indicator of the effectiveness 

of the social and economic policies of each country. 

This project will look at the happiest (and unhappiest) countries and regions in 2020, examine the 

factors that appear to weigh most on the determination of happiness, and view the changing trends 

in happiness over the last 5 years.  What factors can be used to predict happiness?  A regression will 

be run on 2020 data to find out. 
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1. Introduction: 

The World Happiness report, first published in 2012, ranks countries on the basis of their 

self-reported happiness levels.  The report is released each year on World Happiness Day 

March 20th.  Its goal is to underpin the importance of happiness and well-being as an 

indicator of the effectiveness of the social and economic policies of each country. 

The aim of this project is to show the distribution of happiness around the globe and how it 

has changed over the last 5 years.  Also, it aims to explore the factors that may contribute to 

happiness and to determine if any of these factors can predict happiness. 

The report aims for a wide audience.  Professionals such as politicians are encouraged to 

view the findings with an eye to focusing their attention on aspects other than economic to 

improve the wellbeing of their electorate.  Individuals may be interested in how their 

country fares versus other nations but also be drawn to the reasons why some countries are 

happier than others. 

5 years of World Happiness reports will be examined exploring how happiness is distributed 

now and how it has changed over time.  We’ll examine what Regions and countries are the 

happiest in 2020 and the factors that influence happiness in the top and bottom 10 

countries.  We’ll look at how the current top 10 countries and regions fared over the last 5 

years.  Finally, we’ll examine if any factors can predict happiness. 

A series of visualisations will be used to illustrate current happiness levels and changes over 

time.  A multiple linear regression will be run to determine what factors if any can influence 

happiness. 

The happiness scores are self-reported values from a representative sample of each 

population.  As such we must assume that these values are genuine reflections of how the 

respondents rate their lives. 

The outcomes we hope to achieve are understanding: 

• How happiness is currently distributed globally 

• How this has changed over the last 5 years 

• The factors that may influence global happiness 

• Whether any of the factors can predict happiness 
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2. Background: 

2020 marks the release of the eight annual World Happiness Report by the UN Sustainable 

Development Solutions Network.  The original impetus for creating these reports was a 

Bhutanese Resolution passed by the UN General Assembly in 2011 which aimed to 

emphasise happiness and well-being as measures of social and economic development.  The 

first World Happiness Report followed in 2012. 

The most important data source for the report is the Gallup World Poll.  The happiness 

rankings in the report are self-reported figures based on answers to the life evaluation 

question known as ‘Cantril Ladder’.  Respondents are asked to imagine a ladder with each 

rung representing a level of happiness from 0 to 10.  They then report where they see 

themselves on this ladder.   

Along with the rankings there are also 6 factors; GDP, Social support, Healthy Life 

expectancy, Freedom, Generosity and Perceptions of corruption. These are estimates of the 

extent to which these factors contribute to make the life evaluation scores higher in each 

country compared to the hypothetical country of Dystopia (which contains the lowest scores 

for these factors).  They attempt to explain why some countries score higher than others. 

There is no clear formula to explain what makes one person happy over another.  However, 

these individual differences tend to average out when taken at a national level allowing for 

valuable study into the effects of various factors on happiness levels. 

 

  



Final Project Report B8IT110  7 

3. Requirements Specification and Design 

 

Project Business Requirements: 
The purpose of this project is to gain insights into the World Happiness Report through 

visualising happiness levels across countries and regions as they are in 2020 and looking at 

how things have changed over the last 5 years.  The project will also look at the factors that 

may help explain differences in happiness levels and test whether any of these factors can 

be used to predict happiness.   

The outcomes we hope to achieve are understanding: 

• How happiness is currently distributed globally 

• How this has changed over the last 5 years 

• The factors that may influence global happiness 

• Whether any of the factors can predict happiness 

 

 

Information Requirements: 
The datasets for this project are sourced from https://www.kaggle.com/ and downloaded as 

5 individual csv files covering the years 2016 to 2020.  The data will be analysed through R 

using RStudio Version 1.2.5033. 

To create the visualizations and run the regression, certain R packages and libraries are 

required.  A list of the libraries used within this project can be found in Appendix 2: 

 

https://www.kaggle.com/
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Figure 1: Process overview 

Specification and Design: 
The sourced data is imported into the R environment, inspected, cleaned and merged into a 

single large dataset incorporating 5 years of happiness data.  Subsets are created from this, 

some used for visualization and others for Linear Regression modelling.   

The data consists of csv files covering 5 years from 2016 to 2020.  Cleaning and preparation 

involves ensuring correct data types and dealing with missing data. Once the data is cleaned 

and merged, subsets are created to be used for visualisation or modelling. 

The first 3 of the 4 outcomes outlined will be addressed using visualisations. 

For the first outcome, current happiness distribution, 4 visualizations will be produced.  A 

global map using colour gradients to represent the happiness score, another map using 

colours to represent GDP and Trust, a Box Plot giving average region scores for 2020 and a 

bar chart showing top and bottom 10 scoring countries. 

For the second outcome, trends over time, another global map is produced faceted by year 

so each year displays separately.  2 trend graphs are also produced, the first showing 

average region scores from 2016 to 2020 and the second showing the top 10 countries of 

2020 and how they changed over the years. 
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The third outcome investigates factors that influence happiness.  A stacked barplot is 

created showing the proportion each factor contributes to the happiness score for each of 

the top 10 countries of 2020.  These are compared with a similar plot which shows the 

bottom 10 scoring countries. 

The last outcome asks if any of the factors can predict happiness.  To answer this a multiple 

linear regression model will be created and predictions made.  A limitation with this model is 

that 2020 is the only year which contains the raw figures for the factors.  The other years 

contain the ‘explained by..’ figures which are estimates of how much the raw figures 

influence the overall happiness score.  This limits the number of observations for the 

regression. 

A subset containing only the 2020 data and the variables of interest are used.  The data is 

split into Test and Training sets.  The model is trained on the Training set and predictions are 

made on the test set.  These predictions are evaluated and the null hypothesis; that none of 

the factors influence happiness, is either rejected or accepted. 

The final part of the process involves assessing the results and drawing conclusions and 

insights on the basis of these. 
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4. Implementation 

Importing and Inspecting the data: 
The data is loaded into the R environment using the read.csv() command, and examined 

using head(), summary() and glimpse() functions which give an overview of the type and 

distribution of the data. The structure of each dataset as loaded is shown in Appendix 1: 

 

   

 Figure 2:  Imported datasets. df2016 structure 

Each dataset contains >150 observations and between 9 and 20 variables.  ‘Country’ and 

‘Region’ variables are of type factor.  The ‘Rank’ variable where present is of type integer 

and all other variables are numeric.  

 

Data Cleaning and Preparation: 

 Check Data Types: 
‘Perceptions.of.corruption’ variable in df2018 is coerced to numeric using the as.numeric() 

function. 

 Standardising Variables: 
For this project we are only interested in variables ‘Country’, ‘Region’, ‘Rank’, ‘Score’, and 

the 6 factors (GDP, Family, Healthy Life Expectancy, Freedom, Trust, Generosity).  5 new 

subsets (df16, df17, df18, df19 and df20) are created which contain only these variables.   

Column names are then standardised across all datasets using the rename() function.   

 

Figure 3: Standardised names 
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Adding Missing Variables: 
A Year variable is added to all datasets.  Rank and Region columns are added where missing.  

 

Figure 4: Region levels 

Both df16 and df20 contain 10 Region levels but they differ significantly so the most recent 

values from df20 are used to update the other datasets.  

 

 Figure 5: Merging dataframes 

The dataframes are then merged using the Reduce() and merge() functions to create one 

large dataframe, Alldf, containing data from all 5 years. 

Missing data: 
The data is checked for missing values using is.na() and also aggr() functions from the VIM 

package which produces a convenient plot of the proportion and distribution of missing 

values. 

 

Figure 6: Missing data  

Approx. 5% of data is missing, 1 value in ‘Trust’ and 40 in ‘Region’. 

The missing ‘Trust’ variable is located and updated using the Median value of the other 4 

years. 



Final Project Report B8IT110  12 

 

Figure 7: Missing region 

The above table shows the distribution of the 40 missing Region values.  Many involve 

naming inconsistencies e.g. ‘Hong Kong’ and ‘Hong Kong S.A.R., China’.   These are resolved 

and countries that are missing from 2 or more years are dropped. 

4 countries were present in all years except 2020.  Data for these countries is added to 2020 

using the rbind() function, taking data from 2019. 

 

Incorporate geographical data: 
To obtain geographical information ‘maps’ package is installed. 

 A new dataset, worldmap, containing 99338 observations and 6 variables is created.   

 

 Figure 8: Viewing head 'worldmap' 

The variable ‘region’ is renamed to ‘Country’.  ‘Alldf’ and ‘worldmap’ are then combined, 

joining on ‘Country’ variable. 

 

Figure 9: happy_world 
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The resultant dataset, ‘happy_world’, contains happiness data for all 5 years along with 

geographical information. The ‘subregion’ variable is dropped and missing data examined.   

 

 

Figure 10: Missing happy_world 

These missing values correspond to 2 countries.  They constitute only a small proportion of 

overall data so are dropped.  The data is ready for analysis. 

 

Data Visualization: 
Most of the visualizations are created using ggplot.  A filtered dataset, map20, was created 

to visualize data for 2020. 

 

 Figure 11: Code snippet - "Happiness Around the World 2020" global map 

For both global maps, a basic ggplot() was created using the dataset and adding geom layers.  

geom_polygon() was used along with aes() to fill the countries (polygons) on the basis on 

their happiness score.  Scale_fill_continuous() allows for the use of continuous colour 

gradients to highlight the differing scores.   Coord_quickmap() allows for mapping 3D 

coordinates onto a 2D plane.  A map theme is also used which customizes the non-data 

elements of the map i.e. removing gridlines, axis titles and ticks etc.  A facet layer is added to 

the second global map which shows the changing situation over the 5 years, using 

facet_wrap to display each year on one visualization. 
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 Figure 12: Code snippet - create Box Plots of Avg Regional Scores 2020 

A box plot is created to show the distribution of happiness by Region.  This also uses ggplot() 

with geom functions and theme functions for customizing background and non-data 

elements. 

Two subsets, topRank and botRank, are created using head() and tail() functions on df20 

dataset to give the top 10 and bottom 10 ranking countries of 2020.  These are used to plot 

a simple partitioned bar chart showing the top and bottom 10 countries in side by side plots.  

The same data is used to plot the stacked bar chart showing the influence of the 6 factors on 

the top and bottom 10 countries. 

 

 Figure 13: Code snippet - create stacked bar chart showing factor influence 

The gather() function creates a series of key value pairs of the Factors and their Weights.  

This is then passed to ggplot() and a geom_col() layer added.  The coordinates are flipped 

using to make the chart more readable and theme() functions used to control the legends 

and texts.  This stacked bar plot is created for both the top 10 and bottom 10 countries. 

The final two plots consist of two trend graphs using geom_line() showing the Average 

Region scores over the 5 year period and how the top 10 countries of 2020 changed over the 

5 year period from 2016 to 2020. 
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Data Modelling: 
As 2020 is the only year that contains raw data for the 6 factors the model is limited to using 

data from this year.  This creates a disadvantage as the model will only have 153 obs.  A 

subset of the Alldf dataframe is created, mlr20, containing 2020 values.   

The Null Hypothesis H0 states; that none of the variables influence Happiness: H0 : B1 = B2 = 

B3 = Bj = 0.  An alpha level of 0.5 will be used. 

The dataframe is prepared by dropping variables not required for the regression and 

renaming variables.  The data is then inspected using summary() and glimpse() functions and 

checked for missing values.   

The data is visually inspected using the pairs.panels() function from psych package.  This 

useful plot combines variable scatter plots, correlations and distributions into a single plot.   

The data is split into Train and Test sets using an 80/20 split.   The data is not normalised as 

generally the betas are estimated so that they convert the units of each explanatory variable 

into the units of the response variable appropriately.   

A linear model, fit, is created, using all variables and its summary output analysed.  The 

residuals are then examined using crPlot().   

A ‘cutoff’ is defined using Cook’s distance and values which fall outside the limits are 

eliminated.  The model is fitted again, and the process repeatedly until the model is no 

longer influenced by extremes. 

Multicollinearity is addressed by examining the VIF (Variance Inflation Factor).  Variables 

with high VIF are identified and removed as they artificially inflate the R2 value. Variables 

with low p-value are removed in a backwards step wise fashion until the final model is 

arrived upon.  All the while the 4 basic assumptions of the standard error must be upheld i.e. 

mean of the probability distribution is 0, normal distribution, constant variance and 

probabilistic independence. 

Predictions are made on the Train and Test models and evaluated using the metrics 

correlation, RMSE and MAE.    



Final Project Report B8IT110  16 

5. Testing and Results 

A recap of the outcomes outlined earlier in the document; 

• How happiness is currently distributed globally 

• How this has changed over the last 5 years 

• The factors that may influence global happiness 

• Whether any of the factors can predict happiness 

The first 3 of these are addressed using visualizations and the last outcome using a linear 

regression.   

How happiness is currently distributed globally:  

 

 Figure 14: Global Map showing global happiness 2020 

This map illustrates the global distribution of happiness in 2020 using colour gradients.  The 

happiest regions, those in green, are North America, Australia/New Zealand and Western 

Europe, with South Asia and Sub Saharan Africa the most unhappy regions.  Finland stands 

out on this map as the happiest nation and Afghanistan in vibrant red is unmistakeable as 

the most unhappy country.  Saudi Arabia is a notable exception in the Middle East as a high 

scoring nation.  

 

 Figure 15: Global maps showing GDP and Trust distribution 2020 

If we change the colouring on the map to display the GDP levels we can see that it’s a very 

similar distribution to the previous map.  This indicates economic strength is strongly linked 

to perceptions of happiness.  Compare this with Trust on the right which doesn’t resemble 

the first map to any great degree – however it must be noted that the nations that show the 

highest levels of trust on this chart are also amongst the happiest. 
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 Figure 16: Box Plot of Average Region scores 2020 

The box plot gives a clearer picture of the overall distribution.  Sub Saharan Africa and South 

Asia have the lowest average scores, and South Asia in particular shows a high degree of 

variance suggesting people within the same region have different opinions of happiness.  

Southeast Asia has the most compact distribution indicating a general consensus on 

happiness within the region however it also exhibits many outliers both on the upper and 

lower ends of the scale. 

 

 Figure 17: Top 10 and Bottom 10 Happiest Countries - coloured by Region 

This bar chart shows the top 10 happiest countries in 2020 alongside the bottom 10 

countries coloured by Region.  9 of the 10 happiest countries are in Western Europe.  

Viewing the happiest and unhappiest countries side by side highlights the disparity in scores 

with the unhappiest countries more than half that of the top scoring countries. 



Final Project Report B8IT110  18 

How has this changed over the last 5 years: 

 

 Figure 18: Global Happiness distribution 2016 to 2020 

At first glance it’s difficult to see any discernible change, however it is evident Latin America 

is less happy than it was in 2016.  South Asia, especially Afghanistan and India show a 

marked decrease in happiness.  Parts of North Africa, particularly Algeria have also declined.   

 

 Figure 19: Average regional happiness trends 2016 to 2020 

This graph better illustrates the evolving happiness within regions over the last 5 years.  Out 

of the 10 regions only 4 of these show a sustained increase in happiness levels since 2016. 
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 Figure 20: Top 10 countries in 2020 and their performance 2016 to 2020 

Above chart displays the current top 10 countries and how they fared over the 5 years.  

Finland, and Luxembourg exhibit the most dramatic increases with Norway showing a steady 

decline over the last 3 years.  In the next section we’ll have a look at some of the factors 

which help explain these scores. 5 Scandinavian countries appear in the top 10. 

The factors that may influence global happiness:  

 Figure 21: Influence of factors on top 10 and bottom 10 happiest countries 
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These stacked bar charts show the estimated contributions of the 6 factors on overall 

happiness. For the highest scoring countries the picture is very consistent suggesting a 

general consensus on perceived happiness. GDP, Social Support and Healthy Life Expectancy 

make the biggest contributions.  The lowest scoring countries in contrast show no real 

pattern.  GDP, Social Support and Healthy life appear important here too, in many cases 

Social Support is a more important factor than GDP.   

Can any of these factors predict happiness:  

  

 Figure 22: Pairs.panel() plot 

 All variables except Generosity and Trust appear to have a linear relationship with the 

 dependent variable (Score).  GDP, Social Support and Health Life are strongly correlated.  

 All of the independent variables exhibit varying levels of skewness in their distributions.   

 

 Figure 23: Model fitted with all variables 

The model is fitted on the Training data using all variables. The F-Statistic with its low p-

value indicates the model is significant.  The R2 value tells us that 77% of the variation in 

Score can be explained by the model.  Several of the variables appear significant so the Null 
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Hypothesis can be rejected for these.  However, the overall usefulness of the model is 

dependent on the 4 basic assumptions of ε being met; mean of the probability distribution is 

0, normal distribution, constant variance and probabilistic independence. 

  

  

 Figure 24: crPlot() 

The distribution of the residuals is examined using crPlot().  The pink residuals line doesn’t 

quite follow the model in most of the plots suggesting an element of non-linearity. 

 

 Figure 25: Extreme values detected 

On the first iteration using the defined cutoffs 3 outliers were detected, and then removed.  

Re-fitting the model gave an improved F-Statistic of 79.11 and Adjusted R2 of 79.11. The 

process was run twice more removing another 3 outliers increasing the R2 to 0.82. 
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 Figure 26: Before & After VIF scores 

GDP exhibited a high VIF score so this was eliminated resulting in an reduction in R2 from 

0.82 to 0.80.  Re-running the model shows the improved VIF scores.  All variables look 

significant except Generosity so this is removed and Final model run. 

 

Score = -1.34177 + 3.72603(Social_Support) + 0.05456(Health_Life) + 1.74512(Freedom) – 1.43448(Trust) 

 Figure 27: Final Model 

F-Statistic has increased to 122.2 so the model has improved. Adjusted R2 remained the 

same at 0.80 indicating Generosity had no bearing on model.  All remaining variables look 

significant. 

 

 Figure 28: Residual plots 

The residuals however do not appear to have behaved well.  The fitted line is not straight so 

the linearity assumption does not appear to hold well.   
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 Figure 29: Evaluation metrics 

Predictions on Train and Test set were run.  The correlation figure for the train set and 

actuals is 0.81 which not surprisingly is similar to the model.  The RMSE shows us the error in 

Score prediction which for Train is 0.47 and the MAE, which is a more optimistic estimate is 

0.37.  Test correlation is however much lower at 0.65 with an RMSE of 0.67 and an MAE of 

0.50.  So predicted scores can be anywhere from 0.50 to 0.67 away from actual.  It’s not a 

perfect model but can be considered proof of concept. 

To improve the model cross validation could be run and different splitting techniques 

performed on test and train data. 
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6. Conclusions and Future Work 

It does not seem likely that we will ever have a formula for predicting individual happiness.  

However, certain key factors can be useful in understanding happiness at a national level.   

We have seen that Western Europe, North America & ANZ have the highest happiness 

scores.  All the top 10 countries, with the exception of New Zealand are in Western Europe.  

Meanwhile most of the lowest scores exhibited were by countries in Sub Saharan Africa and 

South Asia.  These regions frequently experience upheaval and an instability which is rare 

amongst Western and Northern regions. 

Of the 6 explanatory factors measured, GDP, Social Support and Healthy Life Expectancy 

appeared most significant.  Where instability exists, social supports such as healthcare and 

education suffer.  As a result, life expectancy can be adversely affected.  Trade and hence 

GDP will also be affected.  This may go some way to explaining the lower scores in these 

regions. 

The trend over the last 5 years has shown levels of happiness in Western Europe increasing 

whereas North America & ANZ appears on the decline.  Whilst Sub Saharan Africa is amongst 

the lowest scoring regions it appears that on average the region is happier now than it was 

in 2016.  South Asia in contrast has shown a steady decline since 2017. 

Predicting happiness is a complex task, however the model created in this project showed a 

greater than average probability of predicting happiness scores.  The available data was 

limited so perhaps with a larger data pool, a useful model could be created to predict 

happiness to an acceptable error level which would allow governments to view the 

interactions between factors and make informed decisions to increase the social and 

economic wellbeing of their populations. 
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https://medium.com/one-datum-at-a-time/simple-applications-of-multiple-regression-models-part-2-can-we-predict-world-happiness-5c8a083e4e5e
https://web.stanford.edu/~kjytay/courses/stats32-aut2018/projects/world_happiness_analysis-1.html
https://web.stanford.edu/~kjytay/courses/stats32-aut2018/projects/world_happiness_analysis-1.html
https://towardsdatascience.com/data-cleaning-with-r-and-the-tidyverse-detecting-missing-values-ea23c519bc62
https://towardsdatascience.com/data-cleaning-with-r-and-the-tidyverse-detecting-missing-values-ea23c519bc62
https://rstudio-pubs-static.s3.amazonaws.com/337322%206b1b70a9472419eb1ffdb113753b26b.html
https://rstudio-pubs-static.s3.amazonaws.com/337322%206b1b70a9472419eb1ffdb113753b26b.html
https://www.youtube.com/watch?v=S8CRgjJ_XWU
https://www.youtube.com/watch?v=eTZ4VUZHzxw&feature=emb_rel_end
http://www.mvstats.com/Downloads/Supplements/Advanced%20Regression%20Diagnostics.pdf


Final Project Report B8IT110  26 

8. Appendix 1: Imported Datasets 
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9. Appendix 2: Source Code 
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