
   

 

 

 

 

Word Count: 4102 words 

 

 

 

 

SUPERVISED BINARY IMAGE 

CLASSIFICATION USING 

MACHINE LEARNING AND 

CONVOLUTIONAL NEURAL 

NETWORKS 
Final Report 

Seamus Scanlan 
10511793@mydbs.ie 

 

Supervisor:  Abhishek Kaushik 

 
25/09/2020 

 
 
 
 
 

Higher Diploma in Science in Data Analytics 
 



  1 

Abstract 
 

Machine Learning and Deep Learning Algorithms were investigated in terms of their ability to 

perform a supervised binary image classification task involving the Kaggle Dogs vs Cats dataset. 

Machine Learning algorithms struggled to achieve above 60% training accuracy. Though the CNNs 

tended to overfit, the inclusion of regularisation via dropouts reduced this effect and the optimal 

deep learning algorithm developed using Convolutional Neural Networks achieved a training 

accuracy of 96% and a validation accuracy using unlabelled images of 94%. 

In a straight comparison the optimal CNN model had an AUC of 94% compared to 51% for kNN and 

58% for Naive Bayes when tested using unseen data. 
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1. Introduction 

Image recognition is a process that human beings take for granted and one where they 

generally achieve high accuracy quickly and efficiently. Until relatively recently computer 

based approaches, largely involving machine learning (ML), were seen as inadequate by 

comparison. 

There are numerous issues that cause problems for computer based image recognition, as 

all objects of the same class will not look the same, be the same size, be viewed under the 

same illumination or from the same angle, or be fully visible (Rafay, 2020). 

Websites often use CAPTCHA (Completely Automated Public Turing test to tell Computers 

and Humans Apart) image recognition tests to prevent malicious automated brute force 

attacks. A CAPTCHA is a recognition task believed to be trivial for humans but difficult for 

machines. One such 12 image cat and dog CAPTCHA dataset called ASIRRA (Animal Species 

Image Recognition for Restricting Access) was investigated in 2007. The researchers, (Elson, 

Douceur, Howell and Saul, 2007) felt that “barring a major advance in machine vision, we 

expect computers will have no better than a 1/54,000 chance of solving it.” 

Since 2007, ML approaches to image recognition have been overtaken by deep learning 

models involving Convolutional Neural Networks (CNN) based on non-linear or piecewise 

linear approaches. 

This applied project involves investigating the development and implementation of 

algorithms and models to provide binary classification of images of cats and dogs using both 

ML and deep learning models.  

1.1 Aims of the project 
The main aim of the project is to apply machine learning and deep learning techniques to 

develop and compare supervised binary classification models tasked with successfully 

classifying unseen photos of cats and dogs.  

1.2 Scope of the project 
The project will be achieved by investigating the use of machine learning and deep learning 

algorithm techniques, including Naive Bayes, Support Vector Machines (SVM), kNN and 

Convolutional Neural Networks.  

1.3 Approach Taken 
Python code based on Pillow, Scikit Learn, and Tensorflow 2 was used to pre-process and 

load the images and then develop, train, test, and validate a range of binary classifiers. 

A kaggle dataset of photos of cats and dogs was used (Dogs vs. Cats | Kaggle, 2013). Four 

different feature sets were prepared: 

➢ image greyscale values as features 

➢ image edge features extracted using Canny algorithm 

➢ thresholded representation of images using Otsu’s thresholding 

➢ combination of image texture features 

o hu moments 

▪ a set of 7 numbers that provide shape matching 

o haralick features 
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▪ analysis of textural features of an image 

o histogram of oriented gradients 

▪ intensity gradients and edge directions as a means of object 

classification 

Four different supervised binary classification algorithms were used to implement the 

models: 

SVM, kNN, Naive Bayes, and CNN. 

Once trained the models were validated using a set of unseen images.  

2. Background 

2.1 Parametric vs. Non-Parametric Models 
Machine learning algorithms are based on mathematical approaches that seek to use 

training data to identify a function (f) that maps input variables (X) to output variables (Y), 

such that Y = f(X) (Brownlee, 2020a).   

Parametric algorithms, such as Naive Bayes, use a fixed set of parameters to develop the 

algorithm. Parametric algorithms are easy to understand and interpret, and train quickly. 

However they are not suited to complex systems and are limited by the form of the specified 

function. 

Non-parametric algorithms such as kNN, decision trees, and SVM, identify the mapping 

relationship from the training data. The number of nearest neighbours, nodes in a decision 

tree or support vectors in SVM can be varied. Non-parametric algorithms are flexible as they 

don’t rely on prior knowledge, but require more data, are slow to train, and prone to 

overfitting. 

Parametric vs. non-parametric approaches can be seen as a trade-off between 

computational cost and accuracy. 

2.2 Linear vs. non-linear 
Where binary classification is involved a linear classifier can decide class membership by 

comparing a linear combination of the features to a threshold. In a system with multiple 

dimensions the linear classifier is a hyperplane and if it perfectly separates the two classes 

(Manning, Raghavan, and Schütze, 2008). 

 

Fig 2.1 There is an infinite number of hyperplanes that separate two linearly separable classes. From Manning, 

Raghavan, and Schütze, 2008. 
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If the true relationship between features/variables is non-linear then linear models will not 

be particularly effective.  

CNNs have been a primary image classification algorithm for almost 2 decades and use a 

deep learning approach that explicitly assumes that images are the input being processed 

(Torres, 2018).  A principal advantage of CNNs is that they do not require manual feature 

extraction to work (Kandel and Castelli, 2020). However they can be prone to overfitting 

especially if there is insufficient data. 

2.3 Bias vs. Variance 
The goal is to identify a model that accurately captures the detail of the training data but 

also generalises well on unseen data. This results in a trade off between variance error and 

bias error. 

 Bias error is where the algorithm fails to incorporate important relationships between the 

features and the labels and can result in underfitting. (Brownlee, 2020b) 

 Variance error is where the algorithm captures the relationships in the training data too 

well, resulting in overfitting. Variance is high if a different result is seen with different test 

data. 

Linear models often have high bias and low variance whereas non-linear models often have 

high variance and low bias. 

2.4 Models Developed 

2.4.1 Naive Bayes 

With Naive Bayes, each pair of features being classified is assumed to be independent of the 

other. The model is a linear parametric model as it assumes a Gaussian distribution for the 

data. The approach is derived from statistics and probability theory. With Naive Bayes it is 

easy and fast to predict the class.  

2.4.2 Support Vector Machines 

This ML classifier attempts to identify the hyperplane that best separates the classes using 

the training data. The support vectors are the points closest to the hyperplane (Navlani, 

2019). 

 

Fig 2.2 Two classes separated by a hyperplane. The support vectors are the points closest to the hyperplane. 

The larger the margin the better. From Navlani, 2019. 
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Any new points are either inside or outside the boundary established and are classified 

accordingly. 

 Large datasets can require a high training time.  

2.4.3 kNN 

kNN algorithms are easy to interpret and train quickly. A kNN algorithm is a lazy learner in 

that it memorises the dataset. A model isn’t generalised but rather each new example is 

compared with existing examples in the training dataset. 

 

Fig 2.3 with k = 3 the three nearest neighbours to the blue star determine its class. From Srivastava, 2018. 

The choice of k is critical to the success of the model and they can take a long time to classify 

unseen data. 

2.4.4 CNN 

A neural network has layers of nodes which map inputs to outputs. The inputs are multiplied 

by the weights in that node, with the results summed to give the summed activation. An 

activation function is used to transform this to an output (Brownlee, 2019). 

 

Fig 2.3 Basic structure of an image classification CNN.  The CNN shown here contains two convolution 

modules (convolution + ReLU + pooling) for feature extraction, and two fully connected layers for 

classification. Other CNNs may contain larger or smaller numbers of convolutional modules, and greater or 

fewer fully connected layers. From ML Practicum: Image Classification  |  Machine Learning Practica, 2020. 

 

Convolution 

A convolution extracts tiles of the input image (feature map), and applies filters to them to 

compute new features (ML Practicum: Image Classification  |  Machine Learning Practica, 

2020). See Fig 2.4. An input that is 96x96 pixels that has 32 filter applied will result in an 
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output from that Convolutional layer that is 96*96*32, where padding is applied 

(Ruizendaal, 2017). A Conv2d was chosen as the images have 2 dimensions. 

 

Fig 2.4 A (3,3) kernel size tile performs a calculation on each 3*3 set of pixels in a 5* 5 feature map, resulting in 

a 3*3 output. Padding (with blank rows/columns) can be used to bring that output back up to the same size as 

the original feature map. From ML Practicum: Image Classification  |  Machine Learning Practica, 2020. 

Activation 

Activation introduces non-linearity into the system (ML Practicum: Image Classification |  

Machine Learning Practica, 2020). 

ReLU activation (rectified linear activation unit) implements a piecewise linear rectifier 

function (Brownlee, 2019) and: 

➢ provides mostly linear activation 

➢ is easy to train and implement 

➢ overall provides better performance than purely nonlinear activation such as sigmoid or 

hyperbolic tangent 

 

Pooling 

This process allows the model to extract meaningful features such as textures, edges, and 

shapes from the image (ML Practicum: Image Classification  |  Machine Learning Practica, 

2020). 

 

Fig 2.5 A maxpool (2*2) filter identifies the maximum value in each section of the input. The stride determines 

the distance between each section where the filter is applied. A stride of 2 means that all non-overlapping 2*2 

sections will be filtered with only the maximum value of each input section preserved. From ML Practicum: 

Image Classification  |  Machine Learning Practica, 2020. 

Fully connected / dense layers 

Where every node is connected to every node in the next layer the layers are fully connected 

or dense. These layers perform the classification based on the features extracted by the 

convolution layers.  
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Batch Size 

Batch size is one of the many hyperparameters that must be tuned to optimise performance 

of a CNN in image classification (Kandel and Castelli, 2020). A high batch size can result in the 

network taking too long to reach convergence, where there is no more gain in accuracy, 

whereas a low batch size can prevent the network reaching acceptable performance (Kandel 

and Castelli, 2020).  

Loss 

Loss is an error function that measures how far the model’s predictions are from their labels. 

 

2.5 Benefits of automated image classification   
People are capturing and sharing a vast amount of image data, with the advent of smart 

phones and social media. Image classification can help with image organisation and storage, 

provide businesses with product discoverability, provide automated medical image analysis, 

and assist with quality control in manufacturing (Maruti Techlabs, 2020). 

3. Requirements Specification and Design 

3.1 Project / Business requirements 
The business requirement is to develop models capable of successfully classifying images of 

cats and dogs.  

3.2 Information Requirements 
The data involved are in the form of images. There are no missing data, outlier issues, or 

invalid data. The photos utilised are freely available from the Kaggle Dogs vs. Cats 

competition from 2013. 

3.3 Tools and Techniques 
The following equipment, tools and technology was used: 

➢ Images sourced from: 

o https://www.kaggle.com/c/dogs-vs-cats 

➢ Python 3.8, Tensorflow 2, and libraries such as Pillow & SciKit Learn 

➢ Jupyter Lab 2.2.8 

➢ Personal Laptop 

➢ Excel & Word 

A deep learning approach is the main technique that is being implemented. However, neural 

networks are difficult to understand and it is not easy to explain how they achieve the 

results. They are in many respects a ‘black box’ with high computational requirements and a 

potential for overfitting. 

Other approaches where the mechanics of the model are easier to understand include kNN 

models. However, though these can train quite quickly they can take a long time to test, and 

require the entire training set to be saved in memory. 

https://www.kaggle.com/c/dogs-vs-cats
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3.4 Top-level Design 

 3.4.1 Image data 

The image data involves 12,500 images each of cats and dogs which are all labelled. There is 

another set of 12,500 unlabelled images of cats and dogs for validation. 

3.4.2 Image processing 

Data preparation was implemented using python. See Appendix 1 for examples of the image 

processing involved. 

➢ the 25,000 training images were converted from  RGB to greyscale 

➢ the files were cropped to a square based on their minimum dimension and then  

resized to 96 x 96 pixels 

➢ each image file was flattened  and converted to a dataframe which was exported to 

a csv file such that each row represented a single image 

➢ Four training sets were created and saved: 

o the native greyscale images saved in a csv file as above 

o as with greyscale images with additional threshold function applied before 

flattening  

o edge features extracted from each greyscale image, and saved as above 

o combined feature/texture detail identified for each image, and saved as 

above based on a concatenation of 

▪ hu moments 

▪ haralick features 

▪ Histogram of Oriented Gradients 

➢ each training set was saved as a csv file to be imported for modelling 

4. Implementation 
Jupyter Lab was used to develop implement and test the python code. A lot of the code for 

the models is available in pre-packaged functions within libraries such as SciKit Learn and 

Tensorflow 2. 

4.1 Naive Bayes 
A Gaussian Naive Bayes ML classifier was developed using the SciKit Learn library. With 

Naive Bayes there are strong independence assumptions and little tuning possible. 

4.2 Support Vector Machines 
A linear SVM classifier was developed using the SciKit Learn library.  

4.3 kNN  

A k Nearest Neighbours classification ML algorithm was implemented using the SciKit Learn 

library. The main parameter to be tuned is the value of k. 

4.4 CNN 

A deep learning CNN algorithm was the main technique investigated for implementation. 

The suggestion from the literature is that the linear models will underfit and the kNN will 

struggle with the large volume of features.  However, CNNs are hard to understand or 

explain. Central to the complexity is the number of parameters and the range of options for 

each and how they can be tuned.   
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The base model was implemented using Tensorflow 2, based on a few core options: 

➢ Convolution using Conv2D layers with a (3,3) kernel, as the images have 2 

dimensions. 

➢ ReLU activation was chosen.  

➢ Pooling was provided by a maxpool (2,2)  

➢ Softmax activation with 2 classifications was used to provide the output  

➢ A batch size of 50 was implemented with 15 Epochs 

➢ SparsecategoricalCrossentropy was used as the loss function as the categories are 

simply 0 and 1 as opposed to say [1 , 0] and [0 , 1]. 

5. Testing and Results 

5.1 Naive Bayes 
Naive Bayes was implemented and applied to all 4 datasets. 

A 70:30 training test split was used to train each model and the resulting model s were then 

applied to the unseen validation datasets derived from 185 images of cats and dogs. 

5.1.1 Greyscale Dataset 

The AUC for the model was 0.59  

 

Fig 5.1 AUC for the Naive Bayes applied to the greyscale training dataset 

The AUC for the unseen data was 0.58. 
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Fig 5.2 AUC for the Naive Bayes applied to the greyscale unseen validation set 

 

Fig 5.3 Confusion Matrix for Naive Bayes applied to greyscale training dataset 

 

Fig 5.4 Confusion Matrix for Naive Bayes applied to greyscale unseen validation dataset 
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5.1.2 Edge Features Dataset 

 

The AUC for the model was 0.61 

 

Fig 5.5 AUC for Naive Bayes applied to the edge features training dataset 

The AUC for the unseen data was 0.65. 

 

Fig 5.6 AUC for Naive Bayes applied to the edge features unseen validation dataset 
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Fig 5.7 Confusion Matrix for Naive Bayes applied to edge features training dataset 

 

 

Fig 5.8 Confusion Matrix for Naive Bayes applied to edge features unseen validation dataset 
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5.1.3 Thresholded Image Features Dataset 

 

The AUC for the model was 0.55 

 

Fig 5.9 AUC for Naive Bayes applied to the Thresholded features training dataset 

 

The AUC for the unseen data was 0.62. 

 

Fig 5.10 Confusion Matrix for Naive Bayes applied to thresholded image features unseen validation 

dataset 
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Fig 5.11 Confusion Matrix for Naive Bayes applied to thresholded features training dataset 

 

 

Fig 5.12 Confusion Matrix for Naive Bayes applied to thresholded image features unseen validation 

dataset 

5.1.4 Combined Features Dataset 

The AUC for the model was 0.53 
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Fig 5.13 AUC for  Naive Bayes applied to the Combined features training dataset 

The AUC for the unseen data was 0.52. 

 

Fig 5.14 AUC for the Naive Bayes applied to the Combined features unseen dataset 
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Fig 5.15 Confusion Matrix for Naive Bayes applied to Combined features training dataset 

 

 

Fig 5.16 Confusion Matrix for Naive Bayes applied to Combined features training dataset 
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5.2 kNN 
kNN was implemented and applied to 3 of the datasets. 

A 70:30 training test split was used to train each model and the resulting model s were then 

applied to the unseen validation datasets derived from 185 images of cats and dogs. 

An initial value for k=3 was used but k =9 was also briefly investifated. 

5.2.1 Greyscale Dataset 

The AUC for the model was 0.57 

 

Fig 5.17 AUC for kNN applied to the greyscale training dataset 

The AUC for the unseen data was 0.51. 

  

Fig 5.18 AUC for kNN applied to the greyscale unseen validation set 
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Fig 5.19 Confusion Matrix for kNN applied to greyscale training dataset 

 

Fig 5.20 Confusion Matrix for kNN applied to greyscale unseen validation dataset 

5.2.2 Edge Features Dataset 

 

kNN was not tested on the Edge Features dataset dues to time constraints and the long 

classification times that were being seen. 

 

5.2.3 Thresholded Features Dataset 

The AUC for the model was 0.59. 
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Fig 5.21 AUC for kNN applied to the thresholded image features training dataset 

The AUC for the unseen data was 0.64. 

 

Fig 5.22 AUC for kNN applied to the thresholded image features unseen validation dataset 

 

5.2.4 Combined Features Dataset 

The AUC for the model was 0.58 
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Fig 5.23 Confusion Matrix for kNN applied to combined features training dataset 

The AUC for the unseen data was 0.59 

 

Fig 5.24 Confusion Matrix for kNN applied to combined features unseen validation dataset 
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Fig 5.25 Confusion Matrix for kNN applied to combined features training dataset 

 

Fig 5.26 Confusion Matrix for kNN applied to combined features unseen validation dataset 

Additional testing was attempted using k = 9, but there was no significant difference seen. 

 

5.3 SVM 
SVM was implemented and applied to all 2 datasets. 

A 70:30 training test split was used to train each model and the resulting model s were then 

applied to the unseen validation datasets derived from 185 images of cats and dogs. 

5.3.1 Greyscale Dataset 

The model failed to complete after 7 days of processing on my system and eventually 

crashed. Another run using the greyscale dataset wasn’t attempted. 
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5.3.2 Edge Features Dataset 

SVM was not tested on the Edge Features dataset . 

5.3.3 Thresholded Features Dataset 

The AUC for the model was 0.65. 

 

 

Fig 5.27 AUC for SVM applied to the combined features training dataset 

 

The AUC for the unseen data was 0.62. 

 

Fig 5.28 AUC for SVM applied to the combined features unseen validation dataset 
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5.3.4 Thresholded Image Features Dataset 

SVM was not tested on the Thresholded Features dataset. 

 

5.4 CNN 
CNN was implemented and applied to the Greyscale Dataset and the Edge Features dataset 

only. 

The design was initially implemented with 6 blocks of Conv2d/ ReLU and Maxpool layers and 

4 dense layers. 

A second ‘reduced’ model with 4 blocks of Conv2d/ ReLU and Maxpool layers and three 

dense layers was also investigated. 

The reduced model was tested using batch sizes of 25, 50 and 75. 

Additional tuning improve performance saw the addition of batch normalisation and two 

different implementations of dropouts. 

Due to the time taken tuning the model for the greyscale dataset, the model was not applied 

to the thresholded image features dataset or the combined features dataset. 

Each model was trained using the entire 25,000 images and then validated using the unseen 

data. 

The best model was applied along with kNN and Naive Bayes using traditional 70: 30 training 

test split and validation using unseen data, for comparison. 

This model was also applied to the edge features dataset. 

A summary of the CNN models used is in Table 5.1. 

Model Name 
Dataset 

used 
Training 
volume 

CNN model Epochs 
Batch 
Size 

Batch 
Normalisati

on 

Dropouts 
1 

Dropouts 
2 

15F50 Greyscale 25,000 Full 15 50 N N N 

15R50 Greyscale 25,000 Reduced 15 50 N N N 

15R25 Greyscale 25,000 Reduced 15 25 N N N 

15R75 Greyscale 25,000 Reduced 15 75 N N N 

10R50 Greyscale 25,000 Reduced 10 50 N N N 

10R50BN Greyscale 25,000 Reduced 10 50 Y N N 

10R50BND1 Greyscale 25,000 Reduced 10 50 Y Y N 

10R50BND2 Greyscale 25,000 Reduced 10 50 Y N Y 

Edge 
Edge 

Features 
17,500 Reduced 10 50 Y N Y 

Grey Greyscale 17,500 Reduced 10 50 Y N Y 

Table 5.1 summary of CNN models developed 
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The best CNN model developed had the following characteristics: 

➢ 10 Epochs 

➢ Batch size of 50 

➢ Batch Normalisation 

➢ Dropouts of 0.5 after the first two dense layers 

➢ ‘Reduced’ model layer blocks 

 

Fig 5.29 Training loss for the CNN models.  

 

➢ The full model (heavy green line) saw the highest loss. All other lines are the 

reduced model 

➢ The introduction of Batch Normalisation improved the loss (10R50BN) 

➢ The only difference between Grey (25,000) and 10R50BND2 (17,500) was the 

amount of data that was used 

➢ The straight blue line is when a batch size of 25 was used. 

➢ The thin green line represents where a batch size of 75 was used. 

➢ The models using batch normalisation gave good performance with 10 epochs  

 

A similar picture is evident when examining the training accuracy shown in Fig 5.30. 
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Fig 5.29 Training accuracy for the CNN models.  

Model 
Training 
Accuracy 

Unseen 
Data 

Accuracy 
Difference 

15F50 0.93 0.82 0.11 

15R50 0.99 0.87 0.12 

15R25 0.5 0.52 -0.02 

15R75 0.99 0.84 0.15 

10R50 0.96 0.87 0.09 

10R50BN 0.98 0.84 0.14 

10R50BND1 0.97 0.88 0.09 

10R50BND2 0.96 0.94 0.02 

Edge 0.93 0.82 0.11 

Grey 0.96 0.89 0.07 
Table 5.2 Comparison of Training and validation accuracies for the CNN models 

 

Training and validation accuracy are in Table 5.2, and additional performance metrics are in 

Table 5.3. The Model 10R50BND2 performs best across all metrics. 
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Model Class Precision Recall f1-score 

15F50 Cat 0.86 0.78 0.82 

  Dog 0.78 0.86 0.82 

15R50 Cat 0.9 0.85 0.87 

  Dog 0.84 0.9 0.87 

15R25 Cat 0.52 1 0.69 

  Dog 0 0 0 

15R75 Cat 0.9 0.85 0.87 

  Dog 0.84 0.9 0.87 

10R50 Cat 0.95 0.79 0.87 

  Dog 0.81 0.95 0.88 

10R50BN Cat 0.78 0.96 0.86 

  Dog 0.94 0.7 0.81 

10R50BND1 Cat 0.86 0.91 0.88 

  Dog 0.89 0.84 0.87 

10R50BND2 Cat 0.94 0.94 0.94 

  Dog 0.93 0.93 0.93 

Edge Cat 0.85 0.78 0.82 

  Dog 0.78 0.85 0.82 

Grey Cat 0.9 0.89 0.89 

  Dog 0.88 0.89 0.88 
Table 5.3 Additional metrics for the CNN models 

 
Fig 5.30 Sample output for a CNN model. The image bordered in red is incorrectly classified. A full view of the output of 

the best CNN model is in Appendix 3. 

5.5 Comparison data 
The following graphs show comparison data for three models applied to the greyscale 

dataset and the edged features dataset. 
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The models used a 70:30 training test split on the 25,000 records. 

5.5.1 Greyscale comparison  

 

Fig 5.30: AUC values for three models applied to the greyscale training data 

 

Fig 5.31: AUC values for three models applied to the greyscale validation data  

The CNN model has significantly better AUC than either kNN or NB. 
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5.5.1 Edge Features comparison  

 

Fig 5.32: AUC values for three models applied to the edge features training data 

 

Fig 5.32: AUC values for three models applied to the edge features training data 

 

5.6 Discussion 
 

5.6.1 Datasets 

The greyscale dataset was the best representation of the images. The edge features datasets 

was useful bur inferior to the greyscale. I probably didn’t investigate the thresholded data 

sufficiently, due to time constraints. 

The combined features dataset probably used the wrong features. Hu moments  and 

Haralick deal with shape and texture and would not likely be good at differentiating small 

dogs and cats. However the HOG approach was likely the reason that the data saw some 

success with SVM. However, as can be seen in Appendix 1 , there is a lot of detail lost when 

comparing a HOG representation of the original image and the scaled down version.  
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5.6.2 Models  

kNN: 

➢ with k = 3 the results were poor. k= 9 was tried once but the results were no better 

➢  the nature of the algorithm suggests it isn’t suited to image classification, as there 

are too many features. Additional work tuning for the optimal value of k might have 

yielded better results, in combination with feature reduction techniques 

Naive Bayes: 

➢ this is a quick and easy algorithm but clearly underfits and isn’t flexible enough 

SVM: 

➢ SVM, and my laptop, struggled to process the image data 

➢ results with the smaller combined features dataset were reasonable and a better set 

of image features might be worth investigating  

➢ a non-linear SVM might be worth investigating 

CNN: 

The CNN model achieved the best results. Early models showed pronounced overfitting as 

evidenced by Table 5.2. Adding Batch Normalisation improved the loss/accuracy and 

including dropout regularisation helped reduce the overfitting. This highlights the 

importance of tuning the hyperparameters. 

The final model showed excellent results. It is interesting to note the difference seen when 

the dataset was reduced from 25,000 to 17,500. 

I would like to have applied to model to a larger number of images. 

The CNN model with a batch size of 25 labelled everything as a cat and each image received 

identical probability scores. If I had implemented this model first with no prior awareness of 

CNN models I might have concluded that it wasn’t appropriate. 

However it is clear that the CNN model was very successful. 

 

6. Conclusions and Future work 

This applied project successfully developed a model with a training accuracy of 96% and a 

validation accuracy of 94% using a relatively straightforward CNN architecture.  

My interim report involved image colourisation but I switched to image classification on the 

advice of my supervisor. 

The project demonstrated that deep learning is superior to ML when binary classification of 

images is involved.   

Next step might involve using a larger training dataset validated using a larger number of 

images as well as investigating Generative Adversarial Networks (GAN) / generative deep 

learning. 
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Appendices 

Appendix 1: Processing of Input image files 
This appendix demonstrates the application of the image pre-processing using a sample image. 

Original image: 

 

500 x 374 RGB 24 bit image  12.1 kB 

 

96 x 96 greyscale 8 bit image 1.43kB 

 

 

96 x 96 edges extracted 24 bit image 3.31kB 
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96 x 96 thresholded 24 bit image 2.28 kB 

 

Comparison of Histogram of Gradients output for the original colour image and the greyscale image. 

A lot of detail was lost when the image was converted to 96x96 greyscale. 
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Appendix 2: CNN Classification output  
This file shows the classification output achieved using the best CNN model: 10R50BND2 

10 Epochs of the reduced model with a batch size of 50, using Batch Normalisation and using the 

second implementation of dropouts. 

Please use zoom function to see the detail. 
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Appendix 3: Python code providing the layers used in the different CNN models  
 

Full Model:  15F50 

layers = [ 

    tf.keras.layers.Conv2D(filters=16, kernel_size=(3,3), padding="same", activation=tf.nn.relu, 

input_shape=(96,96,1)), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=32, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=64, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=128, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=256, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=512, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Flatten(), 

    tf.keras.layers.Dense(units=512, activation=tf.nn.relu), 

    tf.keras.layers.Dense(units=256, activation=tf.nn.relu), 

    tf.keras.layers.Dense(units=128, activation=tf.nn.relu), 

    tf.keras.layers.Dense(units=2, activation=tf.nn.softmax) 

] 

__________________________________________________________________________________ 

Reduced Model: 15R50 

layers = [ 

    tf.keras.layers.Conv2D(filters=16, kernel_size=(3,3), padding="same", 

activation=tf.nn.relu, input_shape=(96,96,1)), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=32, kernel_size=(3,3), padding="same", 

activation=tf.nn.relu), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=64, kernel_size=(3,3), padding="same", 

activation=tf.nn.relu), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=128, kernel_size=(3,3), padding="same", 

activation=tf.nn.relu), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
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    tf.keras.layers.Conv2D(filters=256, kernel_size=(3,3), padding="same", 

activation=tf.nn.relu), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Flatten(), 

    tf.keras.layers.Dense(units=512, activation=tf.nn.relu), 

    tf.keras.layers.Dense(units=256, activation=tf.nn.relu), 

    tf.keras.layers.Dense(units=2, activation=tf.nn.softmax) 

] 

 

15R25 and 15R75 are the same except with different batch sizes. 

10R50 is the same but with just 10 epochs. 

 

Batch Normalisation: 10R50BN 

layers = [ 

    tf.keras.layers.Conv2D(filters=16, kernel_size=(3,3), padding="same", activation=tf.nn.relu, 

input_shape=(96,96,1)), 

    tf.keras.layers.BatchNormalization(), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=32, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 

    tf.keras.layers.BatchNormalization(), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=64, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 

    tf.keras.layers.BatchNormalization(), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=128, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 

    tf.keras.layers.BatchNormalization(), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Conv2D(filters=256, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 

    tf.keras.layers.BatchNormalization(), 

    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 

    tf.keras.layers.Flatten(), 

    tf.keras.layers.Dense(units=512, activation=tf.nn.relu), 

    tf.keras.layers.Dense(units=256, activation=tf.nn.relu), 

    tf.keras.layers.Dense(units=2, activation=tf.nn.softmax) 

] 
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Batch Normalisation and dropout variant 1:  10R50BND1 
 
layers = [ 
    tf.keras.layers.Conv2D(filters=16, kernel_size=(3,3), padding="same", activation=tf.nn.relu, 
input_shape=(96,96,1)), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=32, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=64, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=128, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=256, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Flatten(), 
    tf.keras.layers.Dropout(0.25), 
    tf.keras.layers.Dense(units=512, activation=tf.nn.relu), 
    tf.keras.layers.Dense(units=256, activation=tf.nn.relu), 
    tf.keras.layers.Dropout(0.5), 
    tf.keras.layers.Dense(units=2, activation=tf.nn.softmax) 
] 
 
model = tf.keras.Sequential(layers) 
model.compile(optimizer=tf.optimizers.Adam(), 
              loss=tf.losses.SparseCategoricalCrossentropy(), 
              metrics=[tf.metrics.SparseCategoricalAccuracy()]) 
model.fit(training_images, training_labels, epochs=10, batch_size=50) 
model.save_weights("model_grey7.tf") 
 

 

Batch Normalisation and dropout variant 1:  10R50BND2 
 

This resulted in the best model. 

layers = [ 
    tf.keras.layers.Conv2D(filters=16, kernel_size=(3,3), padding="same", activation=tf.nn.relu, 
input_shape=(96,96,1)), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=32, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=64, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
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    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=128, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=256, kernel_size=(3,3), padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Flatten(), 
    tf.keras.layers.Dropout(0.5), 
    tf.keras.layers.Dense(units=512, activation=tf.nn.relu), 
    tf.keras.layers.Dropout(0.5), 
    tf.keras.layers.Dense(units=256, activation=tf.nn.relu), 
    tf.keras.layers.Dense(units=2, activation=tf.nn.softmax) 
] 
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Appendix 4: Flowchart of project timeline  
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Appendix 5: Final CNN model summary 
 

Model: "sequential_2" 

_________________________________________________________________ 

Layer (type)                 Output Shape              Param #    

================================================================= 

conv2d_5 (Conv2D)            (None, 96, 96, 16)        160        

_________________________________________________________________ 

batch_normalization_5 (Batch (None, 96, 96, 16)        64         

_________________________________________________________________ 

max_pooling2d_5 (MaxPooling2 (None, 48, 48, 16)        0          

_________________________________________________________________ 

conv2d_6 (Conv2D)            (None, 48, 48, 32)        4640       

_________________________________________________________________ 

batch_normalization_6 (Batch (None, 48, 48, 32)        128        

_________________________________________________________________ 

max_pooling2d_6 (MaxPooling2 (None, 24, 24, 32)        0          

_________________________________________________________________ 

conv2d_7 (Conv2D)            (None, 24, 24, 64)        18496      

_________________________________________________________________ 

batch_normalization_7 (Batch (None, 24, 24, 64)        256        

_________________________________________________________________ 

max_pooling2d_7 (MaxPooling2 (None, 12, 12, 64)        0          

_________________________________________________________________ 

conv2d_8 (Conv2D)            (None, 12, 12, 128)       73856      

_________________________________________________________________ 

batch_normalization_8 (Batch (None, 12, 12, 128)       512        

_________________________________________________________________ 

max_pooling2d_8 (MaxPooling2 (None, 6, 6, 128)         0          

_________________________________________________________________ 

conv2d_9 (Conv2D)            (None, 6, 6, 256)         295168     

_________________________________________________________________ 

batch_normalization_9 (Batch (None, 6, 6, 256)         1024       

_________________________________________________________________ 

max_pooling2d_9 (MaxPooling2 (None, 3, 3, 256)         0          

_________________________________________________________________ 

flatten_1 (Flatten)          (None, 2304)              0          

_________________________________________________________________ 

dropout_2 (Dropout)          (None, 2304)              0          

_________________________________________________________________ 

dense_3 (Dense)              (None, 512)               1180160    

_________________________________________________________________ 

dropout_3 (Dropout)          (None, 512)               0          

_________________________________________________________________ 

dense_4 (Dense)              (None, 256)               131328     

_________________________________________________________________ 

dense_5 (Dense)              (None, 2)                 514        

================================================================= 

Total params: 1,706,306 

Trainable params: 1,705,314 

Non-trainable params: 992 
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Appendix 6: Python Code 
 

This code was developed using Jupyter lab in different notebooks. It is not one signle piece of code. 

 

**** Code for processing the 25,000 training/test images **** 
**** This code produces 5 csv files: 

➢ 'train_images_grey_all.csv’  the greyscale image vector 
file 

➢ 'train_label_all.csv'  the label file 
➢ 'combined_features.csv' the combined features file 
➢ 'thresholded_features.csv' the thresholded features file 
➢ 'edged_features.csv'  the edged features file 

 
# import libraries for processing. This includes all libraries used 
by the # algoriths to create the models 
# pillow & CV2 provides basic image processing capabilities 
from PIL import Image, ImageCms 
import sys 
import pathlib 
import numpy as np 
import pandas as pd 
import cv2 
import mahotas as mh 
from skimage.feature import hog 
from skimage import data, exposure 
from sklearn.model_selection import train_test_split 
from sklearn.metrics import accuracy_score 
from sklearn.metrics import precision_score 
from sklearn.metrics import recall_score 
from sklearn.metrics import classification_report 
from sklearn.metrics import confusion_matrix 
from sklearn.preprocessing import StandardScaler 
from sklearn.preprocessing import MinMaxScaler 
from sklearn.decomposition import PCA 
from sklearn.svm import SVC 
from sklearn.metrics import roc_curve, auc 
from skimage.filters import threshold_otsu 
from skimage.feature import canny 
from sklearn.naive_bayes import GaussianNB 
import matplotlib as mpl 
import matplotlib.pyplot as plt 
%matplotlib inline 
 
# Function to create a label file based on images names  
# Image files have names like ‘cat0.jpg’, ‘dog126.jpg’ 
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def apply_label(file_name): 
    if 'cat' in file_name: return 0 
    elif 'dog' in file_name: return 1 
 
 
# Function to output image data and labels to csv 
# based on the array and array type received 
# 4 datasets and a label file are created using this function 
def data_to_csv(array,array_type): 
    # create training datasets: features and label 
        dataFrame = pd.DataFrame(array) 
        dataFrame = dataFrame.transpose() 
        if array_type == 'label': 
            dataFrame.to_csv('train_label_all.csv', mode='a', 
float_format='%.3f', header = False, index = False) 
        elif array_type == 'image': 
            dataFrame.to_csv('train_images_grey_all.csv', mode='a', 
float_format='%.3f', header = False, index = False) 
        elif array_type == 'combined': 
            dataFrame.to_csv('combined_features.csv', mode='a', 
float_format='%.6f', header = False, index = False) 
        elif array_type == 'thresholded': 
            dataFrame.to_csv('thresholded_features.csv', mode='a', 
float_format='%.6f', header = False, index = False) 
        elif array_type == 'edged': 
            dataFrame.to_csv('edged_features.csv', mode='a', 
float_format='%.6f', header = False, index = False) 
        return 0 
 
# function to test the Histogram of Gradients feature extractor and  
# display the output. used only=y in testing phase 
def hog_test(image): 
    image.show() 
    fd, hog_image = hog(image, block_norm='L2-
Hys',pixels_per_cell=(16, 16), visualize = True) 
    fig, (ax1, ax2) = plt.subplots(1, 2, figsize=(8, 4), 
sharex=True, sharey=True) 
    #print(type(fd)) 
    ax1.axis('off') 
    ax1.imshow(image, cmap=plt.cm.gray) 
    ax1.set_title('Input image') 
# Rescale histogram for better display 
    hog_image_rescaled = exposure.rescale_intensity(hog_image, 
in_range=(0, 10)) 
    ax2.axis('off') 
    ax2.imshow(hog_image_rescaled, cmap=plt.cm.gray) 
    ax2.set_title('Histogram of Oriented Gradients') 
    plt.show() 
    return 0 
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# Function to created validation csv file. This is applied to the 
185  
# unseen images which were processed. Like the training/test data 
# validation data is created for all four datasets: Grey, edged,  
# thresholded, combined. 
 

def validate_data_to_csv(array,array_type): 
        dataFrame = pd.DataFrame(array) 
        #print(dataFrame) 
        dataFrame = dataFrame.transpose() 
        # print(dataFrame) 
        if array_type == 'label': 
            dataFrame.to_csv('validate_label.csv', mode='a', 
float_format='%.3f', header = False, index = False) 
        elif array_type == 'image': 
            dataFrame.to_csv('validate_images_grey.csv', mode='a', 
float_format='%.3f', header = False, index = False) 
        elif array_type == 'combined': 
            dataFrame.to_csv('validate_combined_features.csv', 
mode='a', float_format='%.6f', header = False, index = False) 
        elif array_type == 'thresholded': 
            dataFrame.to_csv('validate_thresholded_features.csv', 
mode='a', float_format='%.6f', header = False, index = False) 
        elif array_type == 'edged': 
            dataFrame.to_csv('validate_edged_features.csv', 
mode='a', float_format='%.6f', header = False, index = False) 
        return 0 
# Function to create the combined, edged, and thresholded feature 
sets 
def build_features(im): 
    imArray = np.array(im) 
    scaler = MinMaxScaler(feature_range=(0, 1)) 
                                                       
    # Combination of features: HOG, Hu Moments, Haralick 
    hog_feature, hog_image = hog(imArray, block_norm='L2-
Hys',pixels_per_cell=(16, 16),visualize=True) 
    hog_image_rescaled = exposure.rescale_intensity(hog_image, 
in_range=(0, 10)) 
    # Optional code used in testing to see output of HOG process 
    #hogImage = Image.fromarray(hog_image_rescaled*255) 
    #hogImage.show() 
    hog_feature = hog_feature.flatten() 
    hu_feature = cv2.HuMoments(cv2.moments(imArray)).flatten() 
    haralick_feature = mh.features.haralick(imArray).mean(axis=0) 
    combined_features = np.concatenate([hog_feature, hu_feature,    
haralick_feature]) 
    combined_features = combined_features.reshape(-1, 1)  
    # rescale the combined features data                                                   
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    combined = scaler.fit_transform(combined_features) 
                                                       
    # Threshold features only 
    threshold_value = threshold_otsu(imArray)   
    image_thresholded = imArray > threshold_value 
    # Optional code used in testing to see output of threshold 
process and          
    # save a thresholded file 
    # thresholded_image = Image.fromarray(image_thresholded*255) 
    # thresholded_image.show() 
    # print(thresholded_image.format, thresholded_image.size,  
    # thresholded_image.mode) 
    # thresholded_image = thresholded_image.convert("RGB") 
   
#thresholded_image.save("D:/DBS/Project/results/thresholded_image.jp
g") 
    threshold = np.array(image_thresholded) 
    threshold_feature = threshold.flatten() 
    threshold_feature = threshold_feature.reshape(-1, 1)  
    thresholded = scaler.fit_transform(threshold_feature) 
    # Optional code used in testing to see output of rescaling 
    # print("Rescaled threshold features shape",    
# rescaled_threshold_feature.shape) 
    # Optional code used in testing stop the code at this point 
    #raise SystemExit("Stop right there!")                                          
                                                       
    # Edge features only: create Canny edge features  
 

    # image_edges is an array of edge features                                                   
    image_edges = canny(imArray) 
    # Optional test code to convert the data to an image to see that 
it correctly shows edge features 
    # edges_image is not used again and is used as part of testing 
and then commented out 
    # edges_image = Image.fromarray(image_edges) 
    # edges_image.show() 
    # edges_image = edges_image.convert("RGB") 
    # edges_image.save("D:/DBS/Project/results/edges_image.jpg") 
     
    # flatten and reshape the array                                                 
    edges_feature = image_edges.flatten() 
    edges_feature = edges_feature.reshape(-1, 1) 
    edged = scaler.fit_transform(edges_feature) 
    # returns the three feature arrays to the calling programme 
    return (combined, thresholded, edged) 
 
# Function to process each image 
def process_image(im): 
        # process each image to crop it to a square based on the min  
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        # dimension size and then resize it to 96*96 
        # image is then converted to greyscale, and converted to a  
        # flattened array for storage as a single row in a csv file 
        # and returned for further processing such as feature 
extraction 
        min_size = min(im.width, im.height) 
        im = im.crop((0, 0, min_size, min_size)) 
        im = im.resize((96,96), Image.LANCZOS) 
        im = im.convert('L') 

     # Optional code used in testing to see output of HOG 
process 
        # hog_test(im) 
        imArray = (np.array(im))/255 
        imFlatten = imArray.flatten() 
        # save flattened greyscale image file to a csv with each 
image  

  # taking one row of 9216 values 
        data_to_csv(imFlatten, 'image') 
        return im 

 
# Main code for processing the image files. 
# this programme calls the various processing functions above 

to  
# create the datasets for modelling 
 

for input_image_path in 
pathlib.Path("D:/Projectphotos/sandbox/inputall").iterdir(): 
    output_image_path = 
str(input_image_path).replace("inputall","outputallgrey") 
    with Image.open(input_image_path) as im: 
        # send image to image processing function 
        im = process_image(im) 
        # send processed image to feature extraction function 
        # three sets of features are returned 
        (combined_features, thresholded_features, edged_features) = 
build_features(im) 
        # send features data to csv function 
        data_to_csv(combined_features, 'combined') 
        data_to_csv(thresholded_features, 'thresholded') 
        data_to_csv(edged_features, 'edged') 
        # save 96*96 greyscale image 
        im.save(output_image_path) 
        # send image data to apply label function to identify image 
type:  
        # cat or dog 
        imagePath = str(input_image_path) 
        file_name = imagePath.split("\\")[-1] 
        label = apply_label(file_name) 
         



  50 

        # create an array tuple with name of file and file type and 
send  
        # it to csv storage function 
        labelArray = (np.array(file_name), np.array(label))        
        data_to_csv(labelArray, 'label') 
         
        # optional output message to track processing of the images 
        # print(f"processing file {imagePath} done...") 
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** Code for each of the models. The same libraries as above are 
loaded ** 
 
**** CNN Models **** 
 
 
# Load required libraries 
from PIL import Image 
import sys 
import pathlib 
import numpy as np 
import pandas as pd 
from sklearn.model_selection import train_test_split 
from sklearn.metrics import classification_report 
from sklearn.metrics import confusion_matrix 
import matplotlib.pyplot as plt 
import tensorflow as tf 
print("Tensorflow:", tf.__version__)  
Tensorflow: 2.3.0 
 
# Load the preprocessed image data file 
# The same label file is loaded each time but there are 4 different  
# vector/feature data files that might be loaded 
# the file loaded below is the greyscale image vector file 
 

imDataFrame = 
pd.read_csv("D:/DBS/Project/results/CSV_files/train_images_grey_all.
csv", header = None) 
labelDataFrame = 
pd.read_csv("D:/DBS/Project/results/CSV_files/train_label_all.csv", 
header = None) 
 
# examine the data to ensure it loaded successfully 
imDataFrame.head() 
imDataFrame.shape 
 
# reformat the image data for use in a CNN 
# each image had been flattened for storage in the csv file 
# instead of 25000 * 9216 each image is converted back to a 96*96 
array 
# as this is required for a CNN 
 
imageArray = imDataFrame.to_numpy() 
reshapedArray =imageArray.reshape(25000,96,96) 
# Check that the array has correctly reconstituted the individual  
# photographs. Change the index used to see a different photo 
img = Image.fromarray(reshapedArray[1]*255) 
img.show() 
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# need to add a dimension as the images are greyscale 
# CNN requires the extra input dimension 
training_images = np.expand_dims(reshapedArray, axis=-1) 
 
# examine the label data to ensure it loaded successfully 
 
labelDataFrame.head() 
labelDataFrame.shape 
 
 
# extract the labels from the label dataframe as an array 
# the label file has the names as well as the labels but we want 
just the # labels 
training_labels = labelDataFrame[1].to_numpy() 
print(training_images.shape, training_labels.shape) 
 
 

# Build the CNN Model by creating the layers and then applying them  
# sequentially. The model is then compiled. 
# This is the final model developed for CNN with batch normalization 
and  
# dropouts, 10 epochs and a batch size of 50, with binary 
crossentropy as # the loss function. ReLU activation and an Adam 
optimizer are also used. 
# The output for each image is a probability value for each class 
 

layers = [ 
    tf.keras.layers.Conv2D(filters=16, kernel_size=(3,3), 
padding="same", activation=tf.nn.relu, input_shape=(96,96,1)), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=32, kernel_size=(3,3), 
padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=64, kernel_size=(3,3), 
padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=128, kernel_size=(3,3), 
padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=256, kernel_size=(3,3), 
padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Flatten(), 
    tf.keras.layers.Dropout(0.5), 
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    tf.keras.layers.Dense(units=512, activation=tf.nn.relu), 
    tf.keras.layers.Dropout(0.5), 
    tf.keras.layers.Dense(units=256, activation=tf.nn.relu), 
    tf.keras.layers.Dense(units=2, activation=tf.nn.softmax) 
] 
 

model = tf.keras.Sequential(layers) 
model.compile(optimizer=tf.optimizers.Adam(), 
              loss=tf.losses.SparseCategoricalCrossentropy(), 
              metrics=[tf.metrics.SparseCategoricalAccuracy()]) 
model.fit(training_images, training_labels, epochs=10, 
batch_size=50) 
model.save_weights("model_grey8.tf") 
 

 
 
# Load the validation data, which is the 185 unseen photos 
# again each of the 4 datasets is processed in turn 
# the code below relates to the greyscale dataset 
 
 
# this code identifies the predictions of the model for the unseen 
images 
# the model weights were saved so that they can be applied after the 
fact # to each validation dataset 
 
evaluate = pd.read_csv("D:/Projectphotos/sandbox/validategrey.csv", 
header = None) 
imageArray = evaluate.to_numpy() 
reshapedImage =imageArray.reshape(185,96,96) 
single_image = np.expand_dims(reshapedImage, axis=-1) 
eval_model = tf.keras.Sequential(layers) 
eval_model.load_weights("model_grey8.tf") 
eval_predictions = eval_model.predict(np.expand_dims(single_image, 
axis=-1)) 
 
 
# create a list called predictions used to identify from the model 
output # whether a 0 (cat) or a 1 (dog) was the prediction 
# np.argmax picks whichever index represents the higher probability 
of the # two probability values. 
# if index 0 has the higher probability then the prediction is cat 
if  
# index 1 has the higher probability then the prediction is dog 
# an example of the model output is [1.29884967e-04 9.99870062e-01] 
# this is (eval_predictions). the second value is higher so index 1 
will  
# be chosen and so dog will be the prediction 
# plot the images with the decision of the model above it 
# to get a visual of the output 
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predictions = [] 
cols = 6 
rows = np.ceil(len(evaluate)/cols) 
fig = plt.gcf() 
fig.set_size_inches(cols * 4, rows * 4) 
for i in range(len(reshapedImage)): 
        plt.subplot(rows, cols, i+1) 
        plt.imshow(reshapedImage[i], cmap="gray") 
        plt.title("Dog" if np.argmax(eval_predictions[i])==1 else 
"Cat") 
        if np.argmax(eval_predictions[i])==1: 
            predictions.append(1) 
        else: 
            predictions.append(0) 
        plt.axis('off') 
 
# read in the label file and use it with the predictions to 
calculate 
# metrics for the data 
# sample output is provide in line for ease of comprehension 
evalLabelFrame = 
pd.read_csv("D:/Projectphotos/sandbox/eval_labels.csv", header = 
None) 
eval_labels = np.array(evalLabelFrame) 
predict = np.array(predictions) 
print(predict.shape) 
print(eval_labels.shape) 
print(predict) 
print(eval_predictions.shape) 
print(eval_predictions) 
(185,)  # predict shape 
(185, 1) eval_labels shape 
[0 1 1 1 1 0 0 1 1 0 1 0 0 0 0 0 0 1 1 1 1 1 1 0 1 1 0 0 1 0 0 0 0 0 
1 1 1 
 1 0 1 1 1 1 1 0 1 0 0 1 1 0 0 1 0 0 1 0 1 0 1 0 0 1 1 0 1 0 1 0 0 1 
1 0 0 
 0 1 1 0 0 0 1 1 1 1 1 1 0 1 0 0 0 0 1 1 0 1 0 0 1 0 1 1 0 0 0 0 1 0 
1 1 0 
 1 0 1 1 0 0 0 0 1 0 1 0 1 0 0 1 0 0 0 0 0 1 0 1 0 1 0 0 1 1 0 0 1 0 
1 1 1 
 0 0 1 0 0 0 1 1 0 0 1 1 0 1 0 1 0 0 1 1 1 0 0 1 1 0 1 1 0 1 0 0 0 0 
1 0 0] # predict values 
(185, 2) # shape of eval_predictions 
[[9.99995232e-01 4.74942362e-06] #  ‘0’ first 2 and last of the 185  
 [1.29884967e-04 9.99870062e-01] # ‘1’   entries in eval_predictions 
  …………. 

 [5.57803392e-01 4.42196637e-01]] # ‘0’ 
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# create a confusion matric using the metrics produced 
tf.math.confusion_matrix( 
    eval_labels, predict, num_classes=2, weights=None, 
dtype=tf.dtypes.int32, 
    name=None 
) 
 
# classification report  and other metrics 
target_names = ['Cat', 'Dog'] 
conf = confusion_matrix(eval_labels, predict) 
print(conf) 
print(conf.shape) 
print(classification_report(eval_labels, predict, 
target_names=target_names)) 
 
**** Code for SVM Model**** 
 
 
# Data for SVM modelling 
# load feature and label data previously saved 
featuresDataFrame = 
pd.read_csv("D:/DBS/Project/results/CSV_files/combined_features.csv"
, header = None) 
print('Feature matrix shape is: ', featuresDataFrame.shape) 
#print(featuresDataFrame) 
#imDataFrame = pd.read_csv("D:/DBS/Project/results/CSV 
files/train_images_grey_all.csv", header = None) 
labelDataFrame = 
pd.read_csv("D:/DBS/Project/results/CSV_files/train_label_all.csv", 
header = None) 
print('Label matrix shape is: ', labelDataFrame.shape) 
print(labelDataFrame) 
 
 
 

# delete previous training and test data that might have been 
created 
try: 
   del X_train, y_train 
   del X_test, y_test 
except: 
   pass 
X = featuresDataFrame # Features based on  HOG, Haralick, and 
Hu_moments 
#X = imDataFrame # Features for all images 
y = labelDataFrame[1] # Labels 
print(type(X)) 
print(type(y)) 
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print(X.shape) 
print(y.shape) 
<class 'pandas.core.frame.DataFrame'> 
<class 'pandas.core.series.Series'> 
(25000, 1316) 
(25000,) 
X_train, X_test, y_train, y_test = train_test_split(X, y, 
test_size=0.3, shuffle = True, random_state=0) 
print("x train shape",X_train.shape) 
print("x test shape",X_test.shape) 
print("y train shape",y_train.shape) 
print("y test shape",y_test.shape) 
x train shape (17500, 1316) 
x test shape (7500, 1316) 
y train shape (17500,) 
y test shape (7500,) 
 
 
# this is the support vector classifier 
svmModel = SVC(kernel='linear', probability=True, random_state=42) 
 

# fit the model to the training data 
svmModel.fit(X_train, y_train) 
SVC(kernel='linear', probability=True, random_state=42) 
# generate the predictions 
y_pred = svmModel.predict(X_test) 
 

# calculate the accuracy 
accuracy = accuracy_score(y_test, y_pred) 
print('Model accuracy is: ', accuracy) 
 

# calculate the precision 
precision = precision_score(y_test, y_pred) 
print('Model precision is: ', precision) 
 

# calculate the recall 
recall = recall_score(y_test, y_pred) 
print('Model recall is: ', recall) 
validate = 
pd.read_csv("D:/DBS/Project/results/CSV_files/validate_combined_feat
ures.csv", header = None) 
y_eval = 
pd.read_csv("D:/DBS/Project/results/CSV_files/eval_labels.csv", 
header = None) 
#eval_labels = np.array(evalLabelFrame) 
 

# generate predictions 
y_pred = svmModel.predict(validate) 
 

# calculate accuracy 
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accuracy = accuracy_score(y_eval, y_pred) 
print('Model accuracy is: ', accuracy) 
 

# calculate precision 
precision = precision_score(y_eval, y_pred) 
print('Model precision is: ', precision) 
 
# calculate recall 
recall = recall_score(y_eval, y_pred) 
print('Model recall is: ', recall) 
# predict probabilities for X_test using predict_proba 
predictions = svmModel.predict_proba(X_test) 
predict_unseen = svmModel.predict_proba(validate) 
 

# select the probabilities for label 1.0 
y_prob = predictions[:, 1] 
y_prob_unseen = predict_unseen[:,1] 
 

# calculate false positive rate and true positive rate at different 
thresholds 
false_positive_rate, true_positive_rate, thresholds = 
roc_curve(y_test, y_prob, pos_label=1) 
#false_positive_rate, true_positive_rate, thresholds = 
roc_curve(y_eval, y_prob_unseen, pos_label=1) 
 
# calculate AUC 
roc_auc = auc(false_positive_rate, true_positive_rate) 
 
plt.title('Receiver Operating Characteristic') 
# plot the false positive rate on the x axis and the true positive 
rate on the y axis 
roc_plot = plt.plot(false_positive_rate, 
                    true_positive_rate, 
                    label='AUC = {:0.2f}'.format(roc_auc)) 
 
plt.legend(loc=0) 
plt.plot([0,1], [0,1], ls='--') 
plt.ylabel('True Positive Rate') 
plt.xlabel('False Positive Rate'); 
png 

png 

false_positive_rate, true_positive_rate, thresholds = 
roc_curve(y_eval, y_prob_unseen, pos_label=1) 
 

# calculate AUC 
roc_auc = auc(false_positive_rate, true_positive_rate) 
 

plt.title('Receiver Operating Characteristic') 
# plot the false positive rate on the x axis and the true positive 
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rate on the y axis 
roc_plot = plt.plot(false_positive_rate, 
                    true_positive_rate, 
                    label='AUC = {:0.2f}'.format(roc_auc)) 
 

plt.legend(loc=0) 
plt.plot([0,1], [0,1], ls='--') 
plt.ylabel('True Positive Rate') 
plt.xlabel('False Positive Rate'); 
png 

png 

#image is resized to 300 pixels in width and the appropriate aspect 
ration is maintained for the height 
# Then the image is cropped to 256*256 
for input_image_path in 
pathlib.Path("D:/Projectphotos/sandbox/validate").iterdir(): 
    output_image_path = 
str(input_image_path).replace("validate","valgrey") 
    with Image.open(input_image_path) as im: 
        if im.mode != "RGB": 
          im = im.convert("RGB") 
        min_size = min(im.width, im.height) 
        im = im.crop((0, 0, min_size, min_size)) 
        im = im.resize((96,96), Image.LANCZOS) 
        im = im.convert('L') 
        imArray = (np.array(im))/255 
        imFlatten = imArray.flatten() 
        (combined_features, thresholded_features, edged_features) = 
build_features(im) 
        # send features data to csv function 
        validate_data_to_csv(combined_features, 'combined') 
        validate_data_to_csv(thresholded_features, 'thresholded') 
        validate_data_to_csv(edged_features, 'edged') 
        validate_data_to_csv(imFlatten, 'image') 
        #print(f"processing file {imagePath} done...") 
evalLabelFrame = 
pd.read_csv("D:/DBS/Project/results/CSV_files/eval_labels.csv", 
header = None) 
eval_labels = np.array(evalLabelFrame) 
predictions = svm.predict_proba(eval) 
predict = np.array(predictions) 
print(predict.shape) 
print(eval_labels.shape) 
print(predict) 
target_names = ['Cat', 'Dog'] 
conf = confusion_matrix(eval_labels, predict) 
print(conf) 
print(conf.shape) 
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print(classification_report(eval_labels, predict, 
target_names=target_names)) 
 
**** Python code for final comparison between models applied to 
greyscale data.**** 
 
 
 
# load libraries 
from PIL import Image, ImageCms 
import sys 
import pathlib 
import numpy as np 
import pandas as pd 
import cv2 
import mahotas as mh 
from skimage.feature import hog 
from skimage import data, exposure 
from sklearn.model_selection import train_test_split 
from sklearn.neighbors import KNeighborsClassifier 
from sklearn.metrics import accuracy_score 
from sklearn.metrics import precision_score 
from sklearn.metrics import recall_score 
from sklearn.metrics import classification_report 
from sklearn.metrics import confusion_matrix 
from sklearn.metrics import plot_confusion_matrix 
from sklearn.preprocessing import StandardScaler 
from sklearn.preprocessing import MinMaxScaler 
from sklearn.decomposition import PCA 
from sklearn.svm import SVC 
from sklearn.metrics import roc_curve, auc 
from skimage.filters import threshold_otsu 
from skimage.feature import canny 
from sklearn.naive_bayes import GaussianNB 
from sklearn.metrics import accuracy_score 
import matplotlib as mpl 
import matplotlib.pyplot as plt 
%matplotlib inline 
import tensorflow as tf 
imDataFrame = 
pd.read_csv("D:/DBS/Project/results/CSV_files/train_images_grey_all.
csv", header = None) 
labelDataFrame = 
pd.read_csv("D:/DBS/Project/results/CSV_files/train_label_all.csv", 
header = None) 
 

# delete previous run 
try: 
   del X_train, y_train 
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   del X_test, y_test 
except: 
   pass 
X = imDataFrame # Features for all images 
y = labelDataFrame[1] # Labels 
 

X_train, X_test, y_train, y_test = train_test_split(X, y, 
test_size=0.3, shuffle = True, random_state=0) 
 
# Naïve Bayes model 
modelNB = GaussianNB() 
modelNB.fit(X_train, y_train) 
 
# kNN model 
 
modelkNN = KNeighborsClassifier(n_neighbors=3) 
modelkNN.fit(X_train, y_train) 
KNeighborsClassifier(n_neighbors=3) 
print("Tensorflow:", tf.__version__) 
X_train_array = X_train.to_numpy() 
X_test_array = X_test.to_numpy() 
CNN_X_train =X_train_array.reshape(17500,96,96) 
CNN_X_test = X_test_array.reshape(7500,96,96) 
# Check that the array has correctly reconstituted the individual 
photographs 
img = Image.fromarray(CNN_X_train[1]*255) 
img.show() 
# need to add a dimension as the images are greyscale 
CNN_X_train = np.expand_dims(CNN_X_train, axis=-1) 
#training_labels = labelDataFrame[1].to_numpy() 
print(y_train.shape, CNN_X_train.shape) 
CNN_X_test = np.expand_dims(CNN_X_test, axis =-1) 
 

# Build the CNN Model by creating the layers and then applying them 
sequentially  
 
layers = [ 
    tf.keras.layers.Conv2D(filters=16, kernel_size=(3,3), 
padding="same", activation=tf.nn.relu, input_shape=(96,96,1)), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=32, kernel_size=(3,3), 
padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=64, kernel_size=(3,3), 
padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
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    tf.keras.layers.Conv2D(filters=128, kernel_size=(3,3), 
padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Conv2D(filters=256, kernel_size=(3,3), 
padding="same", activation=tf.nn.relu), 
    tf.keras.layers.BatchNormalization(), 
    tf.keras.layers.MaxPool2D(pool_size=(2,2), strides=(2,2)), 
    tf.keras.layers.Flatten(), 
    tf.keras.layers.Dropout(0.5), 
    tf.keras.layers.Dense(units=512, activation=tf.nn.relu), 
    tf.keras.layers.Dropout(0.5), 
    tf.keras.layers.Dense(units=256, activation=tf.nn.relu), 
    tf.keras.layers.Dense(units=2, activation=tf.nn.softmax) 
] 
 

modelCNN = tf.keras.Sequential(layers) 
modelCNN.compile(optimizer=tf.optimizers.Adam(), 
              loss=tf.losses.SparseCategoricalCrossentropy(), 
              metrics=[tf.metrics.SparseCategoricalAccuracy()]) 
modelCNN.fit(CNN_X_train, y_train, epochs=10, batch_size=50) 
modelCNN.save_weights("model_grey10.tf") 
 
# load validation data which is previously unseen by model 
validate = 
pd.read_csv("D:/DBS/Project/results/CSV_files/validate_images_grey.c
sv", header = None) 
y_eval = 
pd.read_csv("D:/DBS/Project/results/CSV_files/eval_labels.csv", 
header = None) 
 

# convert dataframe to array so that the array can be reshaped for a 
CNN 
imageArray = validate.to_numpy() 
CNN_validate = imageArray.reshape(185,96,96) 
# Check that the array has correctly reconstituted the individual 
photographs 
#img = Image.fromarray(CNN_validate[1]*255) 
#img.show() 
# need to add a dimension as the images are greyscale 
CNN_validate = np.expand_dims(CNN_validate, axis=-1) 
# generate predictions 
y_predNB = modelNB.predict(validate) 
y_predkNN = modelkNN.predict(validate) 
#y_predCNN = modelCNN.predict(CNN_validate) 
# Calculate ROC AUC for each model 
 
# Naive Bayes 
# predict probabilities for X_test using predict_proba  
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predictionsNB = modelNB.predict_proba(X_test) 
predict_unseenNB = modelNB.predict_proba(validate) 
 

# select the probabilities for label 1.0 
y_probNB = predictionsNB[:, 1] 
y_prob_unseenNB = predict_unseenNB[:,1] 
# calculate false positive rate and true positive rate at different 
thresholds 
fpr_NB, tpr_NB, thresholdsNB = roc_curve(y_test, y_probNB, 
pos_label=1) 
#false_positive_rate, true_positive_rate, thresholds = 
roc_curve(y_eval, y_prob_unseen, pos_label=1) 
 

# kNN 
# predict probabilities for X_test using predict_proba  
predictionskNN = modelkNN.predict_proba(X_test) 
predict_unseenkNN = modelkNN.predict_proba(validate) 
 

# select the probabilities for label 1.0 
y_probkNN = predictionskNN[:, 1] 
y_prob_unseenkNN = predict_unseenkNN[:,1] 
 
# calculate false positive rate and true positive rate at different 
thresholds 
fpr_kNN, tpr_kNN, thresholdskNN = roc_curve(y_test, y_probkNN, 
pos_label=1) 
#false_positive_rate, true_positive_rate, thresholds = 
roc_curve(y_eval, y_prob_unseen, pos_label=1) 
 
 
# CNN model predictions 
# predict probabilities for X_test and unseen data using predict 
 
# test data 
predictionsCNN = modelCNN.predict(CNN_X_test) 
# unseen data 
predict_unseenCNN = modelCNN.predict(CNN_validate) 
 
# select the probabilities for label 1.0 
y_predictions = [] 
y_probCNN = predictionsCNN[:, 1] 
y_prob_unseenCNN = predict_unseenCNN[:,1] 
for i in range(len(predict_unseenCNN)): 
        #print(predict_unseenCNN[i]) 
        #print(np.argmax(predict_unseenCNN[i])) 
        if np.argmax(predict_unseenCNN[i])==1: 
            y_predictions.append(1) 
        else: 
            y_predictions.append(0) 
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# calculate false positive rate and true positive rate at different 
thresholds 
fpr_CNN, tpr_CNN, thresholdsCNN = roc_curve(y_test, y_probCNN, 
pos_label=1) 
 

#false_positive_rate, true_positive_rate, thresholds = 
roc_curve(y_eval, y_prob_unseen, pos_label=1) 
y_predCNN = np.array(y_predictions) 
 
# calculate AUC 
roc_aucNB = auc(fpr_NB, tpr_NB) 
roc_auckNN = auc(fpr_kNN, tpr_kNN) 
roc_aucCNN = auc(fpr_CNN, tpr_CNN) 
 
# plot ROC/AUC graphs 
 
plt.title('Receiver Operating Characteristic Comparison: Test Data') 
# plot the false positive rate on the x axis and the true positive 
rate on the y axis 
roc_plotNB = plt.plot(fpr_NB, 
                    tpr_NB, 
                    color = 'green', 
                    label='AUC NB = {:0.2f}'.format(roc_aucNB)) 
roc_plotkNN = plt.plot(fpr_kNN, 
                    tpr_kNN, 
                    color = 'darkorange', 
                    label='AUC kNN = {:0.2f}'.format(roc_auckNN)) 
roc_plotCNN = plt.plot(fpr_CNN, 
                    tpr_CNN, 
                    color = 'crimson', 
                    label='AUC CNN = {:0.2f}'.format(roc_aucCNN)) 
 
plt.legend(loc=0) 
plt.plot([0,1], [0,1], ls='--') 
plt.ylabel('True Positive Rate') 
plt.xlabel('False Positive Rate'); 
 
 

# Plot AUC for unseen data used to validate model 
 

fpr_NB, tpr_NB, thresholdsNB = roc_curve(y_eval, y_prob_unseenNB, 
pos_label=1) 
fpr_kNN, tpr_kNN, thresholdskNN = roc_curve(y_eval, 
y_prob_unseenkNN, pos_label=1) 
fpr_CNN, tpr_CNN, thresholdsCNN = roc_curve(y_eval, 
y_prob_unseenCNN, pos_label=1) 
# calculate AUC 
roc_aucNB = auc(fpr_NB, tpr_NB) 
roc_auckNN = auc(fpr_kNN, tpr_kNN) 
roc_aucCNN = auc(fpr_CNN, tpr_CNN) 
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plt.title('Receiver Operating Characteristic Comparison: Unseen 
Data') 
# plot the false positive rate on the x axis and the true positive 
rate on the y axis 
roc_plotNB = plt.plot(fpr_NB, 
                    tpr_NB, 
                    color = 'green', 
                    label='AUC NB = {:0.2f}'.format(roc_aucNB)) 
roc_plotkNN = plt.plot(fpr_kNN, 
                    tpr_kNN, 
                    color = 'darkorange', 
                    label='AUC kNN = {:0.2f}'.format(roc_auckNN)) 
roc_plotCNN = plt.plot(fpr_CNN, 
                    tpr_CNN, 
                       color = 'crimson', 
                    label='AUC CNN = {:0.2f}'.format(roc_aucCNN)) 
 

plt.legend(loc=0) 
plt.plot([0,1], [0,1], ls='--') 
plt.ylabel('True Positive Rate') 
plt.xlabel('False Positive Rate'); 
# Naive Bayes Confusion Matrix 
target_names = ['Cat', 'Dog'] 
conf = confusion_matrix(y_eval, y_predNB) 
print(conf) 
print(classification_report(y_eval, y_predNB, 
target_names=target_names)) 
# kNN confusion matrix 
target_names = ['Cat', 'Dog'] 
conf = confusion_matrix(y_eval, y_predkNN) 
print(conf) 
print(classification_report(y_eval, y_predkNN, 
target_names=target_names)) 
# CNN confusion matrix 
target_names = ['Cat', 'Dog'] 
conf = confusion_matrix(y_eval, y_predCNN) 
print(conf) 
print(classification_report(y_eval, y_predCNN, 
target_names=target_names)) 
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