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ABSTRACT 
 
An IoT enabled smart-home fulfils many needs of the inhabitants such as providing 

conveniences through personalised home automation, saving energy through optimizations, 

etc., based mostly on the user’s behaviour and interaction with these devices. This research 

proposes a methodology to build a system that learns user’s habits/preferences in a given 

situation, merges them with contextual information and finally recommends relevant 

automation services, which the user would like to perform at that instance. The user 

preferences are learned using unsupervised algorithm such as association analysis, trained 

upon inhabitant’s prior interactions captured passively through the IoT enabled sensors while 

they live their daily lives. The contextual information, such as location, time, etc. are extracted 

from the given data. The preferences and the contextual information are fed to supervised 

learning algorithms to predict desired user action on the basis of current sensor outputs and 

the contextual setting at that moment. 
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Chapter 1 - Introduction  

1.1 Background 

 Perceiving technology as the predominant means to attain better quality of life has 

been the intrinsic nature of humans since the inception of humanity, be it the invention of 

the wheel during the caveman period or the internet during the recent decades. And today, 

we already are witnessing the era of digital transition where everything around us, from the 

toothbrush to the television, is equipped with internet capabilities -generating, storing and 

transmitting myriads of data. These devices have been coined with the term ‘Internet of 

Things’, or basically any device that connects to the internet (Marr, 2015). 

 

Figure 1.1  Application of IoT in Different Domains of the Real World 

The advent of IoT has been an outcome of the proliferating internet users and the advancing 

technologies, and the consumers are elated with the ease these devices have to offer in daily 

life, keeping them longing for more and more of these conveniences. And it is no more just 

about the ease, the businesses are taking it up a notch and are transforming these 

conveniences into personalised experiences, whether it is the personalised playlist you love 

that Spotify1 offers or your personalised coffee which Nespresso2 blends as per your 

preferences. According to a research, there has been significant positive impact in customer 

satisfaction and brand loyalty when personalized services are incorporated (Tong, et al., 

2012). The consumers are loving it, the brands are delivering and leveraging it. Netflix3 says 

 
1 A music streaming and media services provider https://en.wikipedia.org/wiki/Spotify 
2 A brand delivering coffee products and coffee machines  https://en.wikipedia.org/wiki/Nespresso 
3 A streaming service broadcasting variety of TV shows, movies, etc. https://en.wikipedia.org/wiki/Netflix 
 

https://en.wikipedia.org/wiki/Spotify
https://en.wikipedia.org/wiki/Nespresso
https://en.wikipedia.org/wiki/Netflix
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that “Personalization is one of the pillars of Netflix because it allows each member to have a 

different view of our content that adapts to their interests and can help expand their interests 

over time” (Netflix, 2020).  

" We see our customers as invited guests to a party, and we are the hosts. It's our job every 
day to make every important aspect of the customer experience a little bit better ” – Jeff Bezos, 
CEO, Amazon (Forbes, 2013) 

Among the application of IoT in various domains, the use of IoT in Smart Home stands out to 

be the most popular among all (Lueth, 2015), and has occupied a fair share of market where 

the tech giants like Google, Amazon and Apple are competing each other to please their 

consumers. The homeowners embrace this technology for simple reasons such as saving 

energy and money through optimization of consumption; making life simpler by automating 

mundane household tasks as well as controlling appliances remotely; making the home more 

secure by using connected camera and intrusion alert systems; and lastly entertaining them 

with the very popular media devices such as smart speakers, which also acts as a control 

centre for many other IoT devices. User interaction with these devices generates data, such 

as usage patterns, can reveal interesting information about the users such as their 

preferences, interests, routines etc which could be utilized to deliver real-time personalised 

experiences, making the inhabitant’s day to day life better. 

A smart home environment typically consists of multiple units that are IoT enabled- 

composed mainly of sensors, smart devices and actuators – which gathers data from the 

surroundings as well as the user interactions with these devices, and transmits them over the 

wireless network for processing and other applications, analysis being one of the critical 

Figure 1.2  A typical Smart Home Ecosystem and its Component 
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Figure 1.3  A  fundamental three layer architecture of an IoT system 

among these. A typical smart home environment can be shown in the Fig 1.3 as depicted by 

(Louis & Rashid, 2018).  

Another key element which add ups and builds the foundation of most of the larger smart 

systems is the sensors. Whether it’s the industries, smart cities, or the wearable devices, they 

all are equipped with arrays of this wireless rudimentary elements that senses a variety of 

physical attributes such as heat, proximity, pressure, speed orientation etc. and transmits 

over the internet to a computing resource for further processing. These form the 

physical/perception layers of an IoT system which gathers data from real world and relays it 

through different layers, depending on the system architecture, for further processing and 

making actionable sense out of these data. A typical end-to-end IoT architecture simplified 

down to three layers is shown in Fig 1.2, which shows how that data is transmitted to and fro 

the actual device and main computing unit for analysis. 

 

 

  

 

 

 

 

1.2 Overview 

 Both the consumers as well as the businesses in today’s world are striving to emulate 

the recent technological advancements, among which IoT is the latest. And smart home is 

one of the dominant application of these inter-connected wireless devices. The smart homes 

of the future intend to heighten comfort, assist older and incapacitated individuals, and 

facilitate inhabitants to conserve vitalities like energy (Rasch, 2014). The primary purpose of 

this study is to build a predictive model that suggests the inhabitant  of the Smart Homes with 

useful recommendations for automation services, which the user would want to perform 

anyway, for relevant smart home devices by sensing the present state of the user and the 
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contextual set up at that moment.  This is proposed to be achieved by learning useful habits 

or preferences  of the inhabitant, based on his/her prior interactions with the array of devices 

installed, adding contextual meaning to these behaviours and finally recommending 

automation services in future instances when the current behaviour of the user as well as the 

current context matches from the established rules. This recommender system could then be 

implemented to highlight these interesting choices on a central interface like a smart 

wearable device etc. where the user could actuate these desired actions through voice, touch, 

or gestures, making the lives more convenient around the smart home ecosystem. 

For example, assume that an inhabitant just after having dinner arrives in the living room and 

sits on the couch. Fairly many services could be relevant in this situation, depending on the 

context as well as on the user’s habit. If the user typically watches TV after dinner when he is 

in the living room on the couch, then recommending a service to turn on the TV would be 

useful here. Or if the user likes just to relax on the couch and usually dims the light and open 

the windows, then a recommendation of opening the window and dimming the lights would 

be relevant here. These are the user’s habits which could be learned from previous 

behaviours. But blindly learning and recommending the user habits without any contextual 

information would not suffice. Imagine if it’s an unusual cold day, recommending to open the 

windows won’t be a good idea as the user typically does that on a comparatively warmer 

night. Or instead of watching TV, the user tunes in into the radio on a weekend night. So, the 

contextual information also matters.  

The contextual attributes may refer to relevant elements in connection to which the 

behavioural usage information were found (Verkasalo, 2015). The user context may contain 

personal information about the user such as location, or heart rate etc.,  or information about 

user’s surrounding environment such as temperature (Rasch, 2014). The contextual 

information may also contain knowledge about the time of the day, day of the week, special 

occasions like a holiday as well. The contextual knowledge is an added intelligence to the 

technical or the raw data from the sensors  (Verkasalo, 2015), which elevates the overall 

logical sense that data makes altogether. Therefore in this study, contextual information has 

been derived from the available data and made use for better accuracy of  the 

recommendations. 
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Why a Recommender System, not an autonomous Automation System? 

A question that may come to mind would be why to make recommendation system rather 

than a system that actually implements the recommendation directly. This research work 

proposes to build a recommender system for the following rationales: 

• Inflexibility: To anticipate human actions and desire in any situation beyond a certain 

extent is unrealistic, at least for now. A system that actually implements the desired 

control may turn out to be rigid for some users and may annoy them. A participant in 

a study conducted by (Brush, et al., 2011) mentioned how he retracted back from the 

idea of waking up to music and lights turning on automatically, because his life was 

not as structured as this arrangement to be established as a routine. He also said 

scheduling or implementing the automation as a routine was not something that he 

desired. 

• Concern of losing control: It should also be kept in mind that all inhabitants may not 

fancy the possibility that the smart system in their home self-sufficiently plays out 

some activity on their behalf. In (Eggen, et al., 2003) the author stresses that users 

desire control over how, when and to what extent the system takes over their house.  

Therefore, instead of an autonomous system, a system that recommends services to the 

inhabitants with a certain degree of confidence and probability is proposed for this system, 

in order address the potential issues of control and inflexibility, and make the model 

pragmatic and efficient. 

 

1.3 Research Problem 

 The predicament associated with this research work is to coalesce the generated rules 

and their respective contexts to a suitable form that could be fed into a predictive model. The 

primary goal of this work has been centered around to explore and design the methodologies 
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and algorithms to learn frequently occurring meaningful rules or habits that the inhabitants 

typically performs in a given set up, and then extract and combine the contextual information 

associated with these rules, and finally compare supervised machine learning algorithms that 

trains a model that anticipates and recommends services to the inhabitants. 

RESEARCH QUESTION: “How can historical user-interaction data, which is gathered from 

multiple devices within an IoT-based smart home ecosystem, be utilized to discover user-

preferences under various contexts to build a predictive model that recommends services to 

automate those preferred actions in the given contextual setting?” 

 

OBJECTIVE: To build a model that extracts useful user-preferences and delivers relevant 

context-aware recommendations. 

 

HYPOTHESIS: The user-preferences could be mined as association-rules from frequently 

occurring events, using unsupervised machine learning algorithms like association analysis. 

The recommendations could be delivered using various predictive supervised learning models 

after combining the user-preferences with their associated contexts. 

1.4 Scope 

 Reckoning that this research is one of the initial attempts to build such a system, this 

study focusses on exploring ways to build such a model and lay an analytical groundwork to 

build more sophisticated models in further studies. 

1.5 Limitations 

 This research work is currently capable of learning user-preferences in a single-

occupant home only. Also, the amount of data and the number of contexts extracted here 

are limited due to availability of data because of privacy concerns.  
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1.6 Dissertation Layout 

 The research work is organised as follows: Section 2 reviews previous academic works 

and literatures in the related field of study, followed by Section 3 where the research 

methodology and the proposed plan for the research is discussed. Section 4 is a mentions in 

detail a step-by-step approach for the preparation and the analytical modelling to build the 

system. The results of Section 4 are evaluated in Section 5, followed by exploratory discussion 

around the findings. The study is concluded in Section 6 by answering the framed research 

and business problems, summarizing the entire study while suggesting future possibilities to 

advance the laid groundwork in this study. 
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Chapter 2 – Literature Review 

 This research work intents to find out ways to utilise user behaviour data in a smart 

home to enable personalised experiences for inhabitants in form of recommendations for 

automation. Exploring various machine learning algorithms, both supervised and 

unsupervised, for the intended results would be a vague effort without having gaining 

knowledge from prior works in the related field. Therefore, to comprehend the concepts and 

models favourable for the current study, relevant research papers and journals were referred 

which will be evaluated in the following section. 

The work done by (Rasch, 2014) identifies the key issues faced by inhabitants of the smart 

homes -mainly complex interfaces, configuration issues and inhabitants apprehensions- and 

address it by proposing a flexible recommender system that highlights the most interesting 

choices of automation available for the user in the current situation, simplifying the entire 

process. The author here emphasises that the recommender system should be context aware, 

meaning it must be aware of the requirements of the inhabitant in the current situation. The 

author also asserts that automation of routine work is not desirable by the inhabitants. This 

is achieved by learning the user preferences in the training phase where the temporal 

relations of the preferences are also preserved. In the next phase, the systems takes the 

current inputs from the sensor, deriving the contextual information, which is then utilised to 

recommend automation services by predicting the behaviour of the inhabitant. The author 

uses a very distinctive approach of extracting the preferences by utilising an observational 

tuple which accounts the frequency of a unique event or context, and by using an interval 

look up for temporal relations which accounts for maximal time elapsed for a given context 

and ignores the temporal information where the time period is extremely large. For predicting 

the change in context and recommending the services, the author uses a generalized version 

of Bayesian probability (Naïve Bayes), called Dempster-Shafer theory which achieves a 

consensus among many distinctive data sources rather than one. The final result, which is a 

ranked list of recommendation based on its probability, of the proposed method is compared 

with other algorithms such as Naïve Bayes and Random Forest and turns to give a better recall 

and precision in all cases. The paper lays out an intricate yet efficient way of delivering a 
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context aware recommender system while highlighting on the use  and the processing of 

temporal information. 

(Belghini, et al., May 2016) in a theoretical only work, lay out a pragmatic framework to 

handle the contextual information extracted from the physical sensors and combine it with 

the mined historic user preferences to predict the user action within current situation. The 

authors recommend to use unsupervised learning such as association analysis to mine the 

rules from a frequent item sets by setting a  minimum frequency threshold on the recurring 

items found. After combining these rules with their relevant contextual information, the 

decision making process is recommended to be solved by a classification problem by using  a 

three layered ANN (Artificial Neural Network) employing back propagation algorithm, where 

the input is the contextual parameters, the output is the next action desired by user, and a 

hidden layer for computational purposes. Even though the work would have been more 

sufficing if the ways to combine the contextual data with rules have been elaborate, this paper 

builds a subtle bodywork for a context aware system. 

As explained in (Verkasalo, 2015), the author presents patented invention that lays out a 

physical architecture and methodology for behavioural and contextual data analytics in a 

wireless network of devices. The paper defines the input logic for acquiring the observational 

or user-interaction data from these devices that could be further utilised for mining key usage 

patterns within a given context. The paper emphasizes on deriving at least on contextual 

dimension related to the device in use to enrich the raw data available or make the system 

more intelligent. These derived contextual information is said to be utilised by the data mining 

engine for cluster/association analysis, correlations, and pattern recognition to facilitate the 

system to adapt its behaviour in accordance to these subtle intelligence. 

(Engelmann, et al., 2016) presents a corpus of a real dataset that enables researchers to make 

advancements in learning behavioural rules from the user interactions in a smart home 

environment. The work imparts some knowledge of the available sensors types, the pre-

processing techniques, and suggests unsupervised learning methods to discover association 

between sensor events to form rules that could be implemented in the proposed 

recommender system. The work also suggests incorporation of semantic or logical 
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information, probably annotated manually in the initial phase, so as to amplify the quality of 

the desired outputs.  

(Alshammari, et al., 2018) provides a dataset that mimics the activities of inhabitants in smart-

home environment by using a simulator named Open Smart House Simulator that 

circumvents the privacy issues related to data collection of sensitive information made 

publicly available, and provides a rich dataset gathering information from around 20 sensors 

along with activities of the inhabitants annotated. This dataset has been made use of in the 

current research work. This work also helps in gaining a background knowledge of 

understanding the nature of dataset and its distribution, typically available for the real 

businesses to enhance the services by giving a personalised experience to the consumers. 

The works mentioned above and others contributes to a fair comprehension of the 

background and the techniques necessary for the current research work to proceed, although 

no complete working system or prototype of the proposed system has been perceived in any 

of the literatures as current work is novel in its modus operandi. A significant thing to notice 

from the literatures reviewed was the emphasis on the usage of contextual information for 

added intelligence to understand and predict the user actions in a more efficient way. The 

use of unsupervised learnings has also been underscored to learn the relevant rules from the 

historic data available, and therefore it has been considered for the proposed system. 
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Figure 3.1 Steps in CRISP-DM Methodology 

Chapter 3 – Research Approach and Project Roadmap 

 

 Incidentally, even the best and most talented minds among all, can sometime succumb 

to petty negligence of something as simple as structural organisation of work, particularly 

when taking a shot at complex activities like a research. Therefore, observing and adhering to 

an industry-identified approach can make the tasks easier and attain better results. In the 

following section a well-known cross industry approach, to be applied in this research work, 

for data mining processes is discussed. Also, a tailored step by step strategic plan for 

developing the proposed model is laid out, while keeping in mind the processes of research 

methodology adopted. 

 

3.1 Research Approach: CRISP-DM Model 

 Cross-Industry Standard Process for Data Mining, CRISP-DM, is a recognised model 

that describes the structured procedures and approaches to plan a data mining project. It is 

a robust yet flexible approach that helps solve complex data analytics problems. This model 

lays an idealised course of actions to be performed, while also offers flexibility to reposition 

these steps if necessary in real practise and also recommends to go back and forth or repeat 

certain processes wherever required. A general flow of process prescribed by CRISP-DM 

model is shown in Fig 3.1 .  

Deployment 
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The circular blocks in Fig 3.1  the represent the steps involved in the process, and the arrows 

show the flows, the inter-dependencies and the backtracks wherever applicable within the 

processes. The micro-level activities involved in each of the six-step process of CRISP-DM 

methodology is summarised in the Table 3.1 below.  

Business Understanding 

Identifying the business problem, gathering the requirements, 

assessing the risk & contingencies, and finally setting the 

success criteria in accordance to these 

Data Understanding 
Creating a data description report, exploring the data and 

verifying the data quality for later implementations 

Data Preparation 

Creating rationale for inclusion or exclusion of 

attributes/subset of data, deriving attributes, transformation, 

integration and aggregation of data in required formats 

Modelling 

Selecting appropriate algorithms, creating test/train records 

where applicable, finetuning the parameters, and executing 

the model 

Evaluation 

Formulating key evaluation parameters, assessing the results 

of the model against desired parameters, comparing the 

efficiency of different algorithms, reviewing the results and 

stating the decisions along with the rationale 

Deployment 
Planning the deployment strategy with steps involved, and 

building a monitoring and maintenance plans 

Table 3.1 Activities involved in each of the six CRISP-DM steps 

 

3.2 Project Roadmap 

 Keeping in mind the CRISP-DM methodology, a strategic roadmap for implementing the 

dissertation has been devised. As the CRISP-DM offers sufficient flexibility to manoeuvre 

through the variations of different projects and it’s practical implementation, few changes 

has been made in this plan as well which is worth mentioning. The Fig 3.2 outlines a roadmap 

for carrying out the steps involved to achieve the intended goal of this research. 
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As seen in Fig 3.1, the data preparation step and the modelling step as described in the CRISP-

DM schematic is merged and modified into two phases, as required by the proposed work. 

The process employs machine learning algorithms twice, first in unsupervised Learning Phase 

to discover the rules, and second in supervised Recommendation Phase to predict the user 

action. Both of these require their own preparation, and therefore has been modified so. Also, 

the deployment phase is not in scope of this research work, and therefore has been skipped. 

Figure 3.2 Flow of research process using CRISP-DM methodology 

Business 
Understanding

•Understanding the needs of business & 
consumers in context of the research

•Setting business objectives for the research 
work proposed 

Data 
Understanding

•Assessing and mitigating the data quality issues

•Exploring to find distribution of data and correlation 
between the key attributes.

Data 
Preparation & 

Modelling: 
PHASE 1

•Transforming Data into suitable format for applying 
unsupervised algorithms

•Applying unsupervised learning to detect frequently 
occuring events and to learn relevant rules out of those 
events

Data 
Preparation & 

Modelling: 
PHASE 2

•Extracting contextual information from the raw 
data and adding it to the rules mined in Phase-1

•Preparing data for supervised algorithms

•Applying supervised learning algorithms to predict 
inhabitants action in the given contextual setup 
and offer recommendations 

Evaluation

•Evaluating the performance of 
supervised learning algorithms on 
various parameters to find the 
most efficient one

Recommendation Phase 
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Chapter 4 – Methodology 

 The proceedings of the research was conducted using the CRISP-DM methodology as 

mentioned in Chapter 3 of this document. This methodology provides a guided approach to 

accomplish the research work. The steps involved will be elaborated in details, with respect 

to the proposed methodology, in this section. 

4.1 Business Understanding 

 The smart homes of today are equipped with numerous devices and technologies that 

facilitate the occupants with a comfortable living  environment by providing options such as 

automation, security, etc. (Belghini, et al., May 2016). However, sometimes the interfaces are 

a bit complex and the routines have to be configured into automation manually, which is not 

congenial in most cases. Also, the routines are more than often sub-conscious in nature and 

cannot be catalogued or depicted in detail to encompass all the variation (Rasch, 2014). “In 

order for smart homes to achieve their promise of significantly improving the lives of families 

through socially appropriate and timely assistance, they will need to sense, anticipate and 

respond to activities in the home”, stated (Davidoff, et al., 2006). 

The businesses that offer such systems constantly receive criticism from the consumers 

around grounds such as accuracy or rationality of autonomous activities carried out by 

systems, inflexibility of controls and adaptation to user preferences. In the current era of a 

consumer-centric economy, addressing these issues relentlessly have become a challenge, as 

well as a way, for businesses to stay strong in competitive market. In order to confront these 

issues, learning through the past activities of the inhabitants to offer suggestions to automate 

services in a given situation or context, seems a fair idea to tackle these problems collectively. 

Therefore, a recommender system that ensures learning not only on the basis of incidence of 

past frequent events, but also on the contextual setup of the occurrence of these events, 

meet the needs of the businesses developing such interconnected smart home systems. 

The business objective of the proposed system would be to present a list of context 

appropriate personalised automation suggestions at the consumer’s disposal, at a convenient 

interface such as the display of a wearable technology or smart phone that could be actuated 
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by a touch or through voice commands. Building such a systems requires a corpus of user-

interaction data collected over certain amount of time, ideally few weeks, from an array of 

connected devices or sensors installed in a home, having temporal information and at least 

one given or derived contextual attribute. Using appropriate machine learning algorithms and 

data mining principles, the dataset would be utilised to learn the rules and then apply those 

rules to offer recommendations to user in any future contextual situation. 

 

4.2 Data Understanding 

 As the data required for developing the proposed system contains sensitive information 

and falls under Data Privacy laws around various regions of the world, dissemination of such 

data publicly, which is collected from real users, is prohibited. Therefore, the datasets 

available publicly  are mostly simulated efforts of researchers in this field, collecting or 

generating data in a real or virtual environment, and hence such datasets are limited in 

numbers. Finding the right dataset for this work has been a challenge because of the 

prerequisites of the structure and dimensions of the data. The dataset4 chosen for this 

research has been provided by (Alshammari, et al., 2018) in their attempt to create a realistic 

dataset using simulation tools to facilitate research in smart home design utilising emerging 

machine learning techniques.  

The dataset has been generated by creating a virtual home where real participants control 

and navigate the a game-like avatar in first person view to performs ADLs (activities of daily 

life). Through this period of ADLs, the simulation tools records the state of sensors installed 

in various parts of the house. The smart home consists of a bedroom, kitchen, living, 

bathroom, office and hallway passage connecting all as shown in Fig 4.1. The actions like 

turning on the television can be performed by a using text dialogue as shown in Fig 4.2. The 

dataset used consists of data equivalent to simulated activities recorded through the period 

of two months of February to March 2016. 

 

 
4 Dataset: https://openshs.github.io/datasets/ 

https://openshs.github.io/datasets/
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Figure 4.1 Smart-Home Design 

 

 

 

 

  

 
 
 
The smart home is equipped with 29 binary sensors positioned at various objects such as 

doors, carpets, TV, lights, cupboards, carpets etc. which tells the state of the object on which 

is installed. For example, a carpet sensor in the living with state (1): ‘active’ means that 

someone is walking/standing on the carpet of the living room, or the light sensor in the 

kitchen with state (0): ‘inactive’ means that the light is turned off in the kitchen at that 

moment. In addition to this, the dataset has a timestamp attribute which tells the precise 

date-time of the moment, where the sensor reading are recorded at a time interval of one 

second in the virtual environment, when the simulation is activated. The dataset also has an 

annotated Activity column which determines the classifies the activity of the participant into 

Figure 4.2 Dialogue Box to select activities 
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sleep, work, personal, eat, leisure, other and an additional label anomaly which annotates 

difficult to classify state of the participant. The list of all sensors and other features is shown 

in Table 4.1 

     Table 4.1 List of sensors and other attributes in the raw dataset 

The raw data when loaded in python appears as shown Table 4.2 with a total record of 100974 

rows in 31 columns. 

  

Figure 4.3 Raw dataset as seen in Python 
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Exploratory data analysis is a key part of understanding the data and distribution of variables 

and attributes. An exploratory visualization analysis of few of the attributes, to see its 

distribution is shown in Fig 4.4 for Activity attribute, which shows the highest count for 

‘personal’ activity and lowest for ‘anomaly’. 

 
Similarly,  visualization for distribution of Timestamp feature is also visualised and it’s noticed 

that the activities recorded at the first week of the second month has the highest frequency.  

Figure 4.4 Visualization for count of 'Activity' labels 

Figure 4.5 Visualization for distribution of 'Timestamp' attribute 
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As the other features have binary outputs, therefore such distribution is not relevant. Inter-

relation between variables can be seen in a correlation heatmap, but in this dataset, 

correlation is not relevant as in some cases, the relation between sensors are obvious. For 

example, when the office desk sensor is in ‘active’ state, then office carpet sensor would also 

be in ‘active’ state due to the presence of participant over the carpet which covers the entire 

office. The reason for such exploratory exercise is to find out any interesting relations, 

irregularity, or patterns within the data before further processing. As the data appeared fine 

through this first look, the study was proceeded further to the next phase, where the data 

pre-processing and modelling is done back and forth into two phases. Phase-1 for learning 

the frequent events and association rules of those events, and Phase-2 for extracting the 

contextual information and adding them to rules for recommending services. 

 

4.3 Data Preparation & Modelling: Phase-1 (Learning Phase) 

 In this section, the development and findings of the Phase-1, i.e. learning of frequent 

events and association rules, are discussed in detail. The necessary pre-processing required 

and the model applied will be explored gradually. The tool used in this section for the 

mentioned steps was Python and the output code is available in Jupyter Notebook (.ipynb) 

format.  

 

4.3.1 DATA PRE-PROCESSING: Phase-1 

 Once the data is loaded into the Python and a preliminary outlook of raw data through 

exploratory analysis is done, the data needs to be formatted for consistency and relevance, 

and an appropriate subset is to be prepared as per the configuration required by the model 

to be applied. The steps conducted are as follows: 

• Convert the raw data, which was in CSV format, into a pandas DataFrame format as 

it’s the recommended one because of its ease of data manipulation methods 

available, processing speed, memory consumption. 

Code Snippet:  Converting CSV to DataFrame format in Python 
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• Convert the temporal data in the Timestamp column to date-time format  

 

• As the Apriori algorithm requires the items, or events in this case, to be One Hot 

Encoded5 transaction format i.e. converting nominal categorical data into features 

with binary value where 1 represents the presence of an item and 0 represents 

absence of the item as shown in Fig 4.6. This format is often used in ML to indicate 

the state of a machine or device. 

 
Note: In this study, the presence of an event suggests that a sensor is ‘active or state 1’ and 
absence suggests that a sensor is ‘inactive or state 0’ during a given time 

 

 

The dataset used here was already in this format, so it did not require any 

transformation, but is an essential step for all Apriori algorithm implementations. 

 

• Create a subset of the dataset on which the model is to be applied. Here, we need all 

the sensor data columns, which exists in the first 29 columns. Therefore, the 

timestamp and the activity columns can be dropped and rest can selected to create a 

subset for mining the frequent events in the next step. 

 

 

 
5 https://stackabuse.com/one-hot-encoding/ 

Code Snippet:  Converting timestamp feature to date-time format in Python 

Figure 4.6 One-Hot Encoding 

Code Snippet:  Creating a subset of data with all sensor data columns, excluding the activity and timestamp columns 

https://stackabuse.com/one-hot-encoding/
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4.3.2 MODELLING: Phase-1 

  
 Once the required format of the data is achieved through the pre-processing steps, 

the  modelling phase can be executed. In this learning phase, the frequent events or 

preferences of the user are discovered, and the association rules are learned using an 

association analysis algorithm. This section covers the rationale for selection of algorithm 

including its theory, and its implementation in Python for associating the co-occurrence of 

events and deriving rules from it for the recommendation engine. 

 

APRIORI Algorithm 

 The Apriori is one of the algorithms of association rule analysis. The association rules 

quantifies the strength of co-occurrence of an item or an event with another item or an event 

(Kotu & Deshpande, 2014). The input for association rules is a list of past transactions (here 

user interactions or events) and the output is a rule, configured as tuple of items that co-

occur frequently, that says that ‘There’s an increased likelihood of occurrence of an event B, 

if the event A had occurred’. All association rule algorithms should be able to find frequently 

occurring events from the entire set of all possible events (Kotu & Deshpande, 2014). The 

Apriori algorithm is based on the principle “If an itemset is frequent, then all its subset items 

will be frequent” as quoted by (Tan, et al., 2005). 

Example of Association Rules of activated sensors in a smart-home environment: 
  

 

 

Note: Implication only means co-occurrence, not causality! 

From the examples above shown above are some frequently co-occurring events. It can be 

seen that when the bedroom carpet activates, usually the bedroom light is found to be on. 

Or when the oven is turned on and kitchen cupboards are open, the radio is also found to be 

on, which implies that the inhabitant prefers to listen to radio while cooking. Or prefers to 

dim the light when watches TV from the couch. It can be inferred from the frequency of these 

events that it’s the preference of the inhabitant in given context.  

{Bedroom Carpet} → {Bedroom Light} 

{Oven, Kitchen Cupboard} → {Radio} 

{Couch, TV} → {Lights Dim} 
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Some of the key concepts related with association rule analysis is mentioned below: 

• Itemset: A collection or list of one or more items or events 

Example- {Oven, Kitchen Cupboard},  {Living Lights},  {Couch, TV} 

• Support: The ratio of an itemset in total number of transactions.              {range: [0,1]} 

Example- Support ({Couch, TV}) = 2/7, which means couch and TV were found active together 
in two instances/transactions where total instances were 7     

 

• Frequent Itemset: Any itemset which has a Support equal to or greater than a set 
Minimum Threshold of Support 
 

• Association Rule: An implied expression in the form of X → Y where X and Y are itemsets 

Example-  {Oven, Kitchen Cupboard} → {Radio} 
{Couch, TV} → {Lights Dim} 
 

• Antecedent & Consequent: These are set of itemsets found in conjunction of each 
other in an association rule. In a rule X → Y, X is antecedent and Y is consequent 

Example- For the rule {Oven, Kitchen Cupboard} → {Radio}, here the itemset {Oven, Kitchen 
Cupboard} is antecedent and {Radio} is consequent.  

• Confidence: The measure of likelihood of a how often does all the items in the 
consequent Y of a rule appears in transactions that contains all the itemsets in the 
antecedent X. Confidence gives the reliability of the rule.                           {range: [0,1]} 
 

            Confidence (X → Y)= 
Support (X∪Y)

Support (X)
 

 

• Lift: The interestingness measure. Confidence ignores frequency of consequent Y, this 

is accounted in lift. Value closer to 1 means that the antecedent and consequent are 

independent and rule not interesting. Lift values higher than 1 means the rule is 

interesting. Lift may find very strong associations for less frequent items {range:[0,∞]} 

Lift (X → Y)= 
Support (X∪Y)

Support (X)∗Support (Y)
 

• Conviction: Conviction is the ration of the expected frequency of antecedent X 

occurring in spite of the consequent Y and the observed frequency of mistaken 

predictions. A conviction of 1.40 means that the rule X → Y would be incorrect 40% 

more often if the relationship among X and Y is purely random.                 {range:[0,∞]} 

 

Conviction (X → Y)= 
1 - Support (Y)

1 - Confidence (X∪Y)
 

 

• Leverage: Similar to lift but leverage computes the difference, and tends to prioritize 

items with higher frequencies/support in the dataset. 

      Lift (X → Y)= Support ((X∪Y)−Support (X)∗Support (Y) 
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Apriori Principle: If any itemset occurs frequently, then all of its subsets must also be frequent 
and conversely, if any item is infrequent, then all of its supersets must also be in frequent 
 

- Support of any itemset shall never be more than the 
 support of its subset 

 

 
Apriori Pseudocode: 
  

Figure 4.7 Itemset lattice depicting APRIORI principle 

All supersets 
of {AB} will be 
infrequent 

– Let k=1 

– Generate F1 = {frequent 1-itemsets} 

– Repeat until Fk is empty 

 Candidate Generation: Generate Lk+1 from Fk 

  
 Candidate Pruning: Prune candidate itemsets in Lk+1 containing subsets of length 

k that are infrequent 
  
 Support Counting: Count the support of each candidate in Lk+1 by scanning the 

database 
  
 Candidate Elimination: Eliminate candidates in Lk+1 that are infrequent, leaving 

only those that are frequent => Fk+1 

 
Where- Fk: frequent k-itemsets 
  Lk: candidate k-itemsets 
 

∀ A,B :(A ⊆ B ) ⇒ s(A ) ≥ s(B ) 
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IMPLEMENTATION: Discovering Frequent Events 

 After applying all the required pre-processing steps, the first step applied in the 

Learning Phase was to discover the frequent events, or to discover which sensors were 

activated simultaneously most frequently. This is the rudimental step to gain insights about 

the user preferences which would help to build the recommender system. The Apriori 

algorithm discussed before was used to carry this step out in Python using MLxtend6 library 

for frequent patterns. 

The result-altering key parameter for generating the frequent event set, which can be set 

manually as required, is the Minimum Support Threshold, discussed earlier in the theory of 

Apriori. The default value of this support threshold is set at 0.5. For the initial trial run it was 

set at 0.005, to observe what number of frequent sets could be discovered. A further 

implementation to get the length of the itemset was also executed. 

 
The result above shows 1118 frequent events were generated. This could be filtered further 

by increasing the minimum support threshold. 

 
6 http://rasbt.github.io/mlxtend/api_subpackages/mlxtend.frequent_patterns/ 

Code Snippet:  Discovering frequent items sets from the processed data along with the length of the itemset. 

http://rasbt.github.io/mlxtend/api_subpackages/mlxtend.frequent_patterns/
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As the number of frequent sets is too large and would result in even more number of rules, 

probably exponentially large, most of which would be uninteresting and unimplementable in 

the recommender system. One way to reduce this dataset would be to increase the minimum 

support threshold but there’s a risk of missing out interesting sets. An alternative solution to 

this has been shown in (Verma, 2009) in what is called Maximal Frequent and Closed Frequent 

itemsets. 

 

 Maximal Frequent Itemset 

 A frequent itemset whose none of the immediate supersets are frequent can be called 

 as a Maximal Frequent Itemset. To find these, examine the itemsets that appear on 

 the borders or edge of frequent and infrequent itemsets. If all of the immediate 

 supersets of the itemset is infrequent, it can denoted as maximal frequent. This is 

 depicted in Fig 4.8, where the frequent sets ad and abc have all immediate supersets 

 (abd, acd, and abcd) infrequent. Therefore, ad and abc are maximal frequent. 

 

Figure 4.8 Examining edges of frequent and infrequent itemsets for Maximal Frequent 

 

 This extremely compact representation of frequent itemsets is helpful when the 

 dataset is very large and itemsets required is small. This has been implemented as 

 shown below. 
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 The number of frequent sets has been reduced to 14 as shown in the snippet above. 

 Another useful representation, which is not this dense and filtered, is closed frequent 

 itemsets.  

  

 Closed Frequent Itemset 

 A frequent itemset which does not have any superset that has the same support count 

 as the original itemset is called closed frequent itemset. After identifying all the 

 frequent itemsets, check if the superset of each has support count as same as the 

 original itemset. If yes then disqualify those, and the ones with none are closed 

 frequent. In Fig 4.9, there are 9 frequent itemsets, out of which 4 (a, c, cd, abd) are 

 closed frequent and 2 (cd, abd) are maximal frequent. 

Code Snippet:  Implementing maximal frequent itemsets on already derived frequent itemsets 

Figure 4.9 Examining for Closed Frequent Itemsets 
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 Closed frequent is less sparse than maximal frequent, and its implementation and 

 result is shown in the snippet below.  

  

 The number of frequent sets is 114 as shown above, which is less than the maximal 

 frequent itemset of 14 and the original frequent itemset as 1118. A comparative 

 relation between these three types of frequent item sets is depicted in Fig 4.10. 

 

Figure 4.10 Relation between the three types of itemsets 

 
 Maximal and closed itemset both are a subset of frequent itemset, but maximal 

 is more compact. “Closed frequent itemsets are more widely used than maximal 

 frequent itemset because when efficiency is more important than space, they 

Code Snippet:  Implementing closed frequent itemsets on already derived frequent itemsets 
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 provide us with the support of the subsets so no additional pass is needed to 

 find this information”, says (Verma, 2009). And this has been found suitable in 

 this study as well, and therefore closed frequent itemset was utilised for 

 generating association rules ahead. 

 

Another way of filtering the frequent itemset would be through gauzing parameters like the 

support and length of the itemset as shown in snippet below.  

This is more mechanical and nescient way, but may be suitable in many cases. In this study, 

the theoretical approach of closed frequent itemset works better because of its innate and 

conscious methodology. 

 

IMPLEMENTATION: Learning Association Rules 

 After discovering the frequent itemsets and narrowing the list down by using the 

Closed Frequent Itemset approach, the next step in the Learning Phase is to learn the 

association rules out of those frequent itemsets. These rules are the user preferences in form 

of antecedents and consequents, as defined earlier. These rules can be considered as the if-

then statements that shows the probabilistic relationship between the occurrence of 

consequents in presence of the antecedent. For example in the context here, if an antecedent 

{Oven, Kitchen Cupboard} is associated with a consequent {Radio}, this could be interpreted 

Code Snippet: Filtering the frequent itemsets manually by tuning support and length 
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as when the inhabitant uses the oven and opens kitchen cupboard, i.e. he/she is cooking, the 

radio was also often found to be active at the same time. This is learning the user preferences 

of ‘listening to radio while cooking’.  

A frequent itemset containing n number of items can create 3n – 2n+1 + 1 rules ( (Tan, et al., 

2005). This shows that even frequent itemset containing dozens of items may create 

hundreds of rules, most of which will be not relevant and not suitable for our 

recommendation system. Too frequent suggestions may not only annoy the inhabitant, but 

also belittle the value of the important and interesting rules. An example of thousands of rules 

learned by using the large frequent itemset, even with high confidence threshold,  is shown 

below. 

 

To learn the rules, its important to set a right threshold of metrics like confidence and support. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Therefore, it is important to filter out unimportant rule by setting reasonable threshold for 

metrics like confidence, support, lift, etc. (Kotu & Deshpande, 2014), and by using more 

compact itemsets like closed frequent itemsets. Therefore, thorough consideration of setting 

threshold of relevant metrics to filter out irrelevant and unimportant is the key to learn the 

right rules. The association rules in MLxtend provides all the five parameters namely support, 

confidence, lift, leverage and conviction to choose from and set the thresholds. This may be 

chose as per the requirement of the application. Here, the Lift metric was chosen and 

implemented as it brings out the most interesting rules even from the less frequent events 

(Azevedo & Jorge, 2007). The list of rules was further filtered down by setting a threshold for 

Code Snippet: Learning thousands of uninteresting and irrelevant rules by using large frequent itemsets 
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Confidence, which assures the reliability factor of the occurrence of consequent in presence 

of antecedent. Therefore, the number of rules generated to learn the user preference was 

reduced to 6 as shown below. 

 

The number of rules generated by varying the thresholds can also be graphically analysed to 

find the elbow points or points of convergence as shown below. 

 

 

Code Snippet: Filtering rules by setting metric thresholds to learn the interesting rules only 

Code Snippet: Visualising the number of rules generate by varying the threshold 
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Another way of filtering rules from a larger set of rules would be to filter out by multiple 

metrics, as well as length of antecedents and consequents as shown in the snippet ahead. 

 

 
 
Any of the filtering methods shown above could be applied as suited by the application. 

Visualization is can also be an intuitive method to find out interesting rules and have a 

comparative analysis of the rules with key metrics. For example, the dot on the top at most 

right of Fig. 4.11 can be shown to have a good support and confidence, but with low lift 

measure. This tells that this rule will stand true in almost every instances or is causally related, 

but is less interesting. 

 

The complex rules containing many antecedents and consequents can also be effectively 

visualised by Directed Graphs using NetworkX7 library in python. The directed graphs uses 

nodes, edges and arrows to show relation between entities. In Fig. 4.12 the yellow nodes are 

the rules, the green nodes are the antecedents and consequents, and the arrows coming 

 
7 https://networkx.github.io/documentation/stable/index.html 

Code Snippet: Filtering by multiple metrics and length of antecedents and consequents 

Figure 4.11 Visualizing rules across three metrics- confidence, support & lift 

https://networkx.github.io/documentation/stable/index.html
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towards the rules depict the relation of antecedent to the rule and the arrow going out from 

the rule shows the relation of consequent to the rule. Altogether, these show a network of 

interrelated rules sharing common elements. These graph can be utilised to predict future 

links, or activities of inhabitants ahead of these rules. Further study is recommended on the 

directed graph analysis and link prediction for implementation of recommender systems. 

 

 
 
4.4 Data Preparation & Modelling: Phase-2 (Recommendation Phase) 
 
 
 After the completion of Phase-1, the Phase 2 i.e. the Recommendation Phase begins. 

During the preparation stage, the contexts are extracted from the raw data, and then these 

contexts and the rules are merged with the original data to create a dataset for the modelling 

stage. In the modelling stage, a supervised learning problem is created and solved to predict 

the user action in a given context using the learned rules. The developments and finding are 

discussed in detail in the following section. 

 

4.4.1 DATA PRE-PROCESSING: Phase-2 

 The Recommendation Phase begins with processing the raw data to extract the key 

contextual information. As mentioned earlier and emphasised by (Verkasalo, 2015) and 

Figure 4.12 Directed network graph analysis from NetworkX library in Python 
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(Rasch, 2014), the contextual information is an additional important knowledge that 

augments sense to the whole data. Therefore, it’s important to incorporate such knowledge 

to gain advantage in decision making, i.e. recommending more accurate automation services 

to the inhabitants.  

Along with the activity attributes already present in the data, three other contexts were 

derived . They are time of the day, type of the day and user location within the house. These 

are conducted as shown below: 

•  timeofday: The hours of the day are discretised into six parts of the day, adding a context 

in regards to set of activities done during these group of hours,  as shown below. 

 

 

•  typeofday: The days of the week are further discretised into a weekday or weekend, as 

the activities of the inhabitants might change significantly during these two types of day 

off the week. 

 

 
 

Code Snippet: Extracting the context typeofday from the timestamp 

Code Snippet: Extracting the context timeofday from the timestamp 
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• location: This is another important context which indicates the location of the 

inhabitant with respect to the part of house he/she currently is in. This derived from 

the sensors states located in the carpets of every part of the house, representing 

presence of the inhabitant in that part. 

 

 

• These contexts are added as attributes to the individual rows of the raw data as shown 

 
 

 

The next step in preparation of data is to extract the antecedents and the consequents of the 

rules learned in Phase-1 and transforming it in useable form. The items of the antecedents 

and consequents are extracted and separated in a form to match with each of the attributes 

of the raw data as shown in the snippets below. 

 

Code Snippet: Extracting the context location from the carpet sensors 

Code Snippet: Adding the extracted contexts as attributes to the each row of raw data 

Code Snippet: Converting antecedents and consequents from the rules in useable format 
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In the next step, which is an extremely important one, the rules are merged with the raw 

data. Here the items of antecedents and the consequents in each rule are matched with their 

respective attributes for an ‘active’ state(1), and each row is returned and appended to form 

a new data frame that has the rules and contexts logically embedded in them as shown below. 

The duplicates are also dropped to avoid redundancy. 

 
 
 
 
 
 
 
 
 
 
In the next step, a final dataframe is created including required attributes only which will be 

used in the modelling. Here the consequents are merged into an attribute called action which 

indicated the next action the inhabitant would prefer to execute in a given contextual setup.  

 

 
 
 

Code Snippet: Extracting the items from the antecedents and consequents into separate columns to match with the raw data 

Code Snippet: Logically embedding the rules and context into the raw data, and dropping the duplicates 
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This is the final data with 34 columns including the sensor data, contextual information, and 

the consequents or the user preferences. This dataset is ready to export for modelling where 

the label will be the consequent attribute. 

 

 

4.4.2 MODELLING: Phase-2 

 

 In this modelling phase,  supervised learning algorithms were used to train a model 

which predicts and recommends the action of the inhabitant in a given contextual setup, 

based on the rules learned. Here, various algorithms were compared using the rapid 

prototyping in Rapid Miner. A brief description of the algorithms used, and  the development 

and findings of the modelling will be discussed in details in the section ahead. 

 

The dataset created from the previous step which contains the desired user action or 

preferences stored in the consequent column will be treated as a label for a supervised 

learning classification problem. Various models will be trained, tested and compared using 

this data in Rapid Miner. Based on the nature of discrete information stored in the dataset 

and on the previous studies conducted in similar field , the following models were chosen to 

build the predictive model: 

 

I. Generalized Linear Model (GLM) 
II. Deep Learning 

Code Snippet: The final data frame with required attributes and the label ‘action’ 
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III. Gradient Boosted Tree 
 

 I. Generalized Linear Model (GLM) 

  The Generalized Linear Model or GLM is an adaptable generalization of the 

 conventional Linear Regression that takes into consideration reaction factors that 

 errors distributions that deviate from the normal distribution. In other words, GLM is 

 a generalized application of linear Regression where the linear model is associated to 

 a response variable by means of Link Function that permits the variance’s magnitude 

 of every measurement to be a function of the estimated value (Agresti, 2007). 

 The Generalized Linear Model id built-up of a Linear predictor: 

 

   

 and two other functions: 

a) Link Function: A function that describes how the predictor is a factor of 

the mean µi : 

    

    

 

The link function specifies the link between random and systematic 

components. It explains how the anticipated value of the response 

relates to the linear predictor of explanatory variables; E.g. , η = g(E(Yi)) 

= E(Yi) for linear regression, or  η = logit(π) for logistic regression. 

 

b) Variance Function: A function that describes how the variance var(Yi) 

is dependent on the mean µi : 

 

 

 

ηi = β0 + β1x1i + ... + βpxpi 
 

g(µi) = ηi        

where:  E(Yi) = µi 

var(Yi) = φV (µ) 

where: φ dispersion parameter is a constant 
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This refers to the probability distribution of the model, which may be 

normal distribution in case of linear regression or binomial distribution 

in case of logistic regression. 

 

Advantages of GLM: 

• No need to transform the response Y into a normal distribution 

• More flexibility, as the choice of link is different from the choice of random 

 component or variance function.  

• Maximum likelihood estimation is used for model fitting, therefore optimal 

 properties if estimators (Zheng & Agresti, 2000). 

• GLM does not assumes a linear relation between the independent and the 

 dependent variables, hence adaptable to variety data via link function 

 

 

 II. Deep Learning 

  Deep Learning is a subset of Machine Learning that is inspired by the structure 

 of a human brain, called as artificial neural network as shown in Fig. 4.13. The 

 difference between ML and DL is that the features on which the model operates is 

 picked out by neural network without the human intervention, unlike ML  where the 

 features are manually annotated.  

  

   

    
 
 
 
 
 
 
 

                    Figure 4.13 A human brain structure compared to that of an Artificial Neural Network used in Deep Learning 

 

Neurons 
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 The neuron, the core entity of a neural network, is where all information processing 

 takes place (Nielsen, 2019). Each of the features are fed to the neurons in the first 

 layer of the neural network called as the input layer as shown in Fig. 4.12. On the other 

 end, there’s the output layer with each neuron representing the result or the output, 

 with hidden layers existing between the input and the output. The information is 

 transferred from one layer to another over connecting channels, each of these has a 

 value attached to it and hence is called a weighted channels. All neurons has a unique 

 number associated with them called bias. This bias is called added to the weighted 

 sum of the inputs, reaching the neurons which is then applied to a function known as 

 the Activation Function Y.  

 

  

 The result of this function determines if the neuron gets activated as shown in Fig. 

 4.14. Every activated  neuron passes on information to the following layers, this 

 continues to the second last layer. The one neuron activated in the output layer 

 corresponds to the output or a label class. The weights and bias are 

 continuously adjusted to produce a well-trained network. Some activation functions 

 used commonly in deep learning algorithms is shown in Fig 4.15. 

 

Figure 4.14 Deep Learning functioning explained 
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 III. Gradient Boosted Tree (GBT) 

  Introduced first in 1999 by Jerome Friedman, Gradient Boosted Tree algorithm 

 uses Decision Trees with Boosting method to combine many weak classifier into strong 

 one. Boosting is also called as ‘Stagewise Additive Modelling’, where one model after 

 the other is trained based on the outputs from previous model. GBT sequentially 

 ensembles weak decision trees models in a way that the new models fits in the 

 residual from the previous step in order improve the model as shown in the Fig 4.16. 

 It’s an additive regression model over an ensemble of trees, fitted to current 

 residuals, gradients of the loss function, in a forward step-wise manner. This algorithm 

 favours multiple trees with shallow depth. 

Figure 4.15 Different types of Activation Functions 

Figure 4.16 Gradient Boosted Trees 
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 The algorithm of gradient boosting as depicted in (Jiao, et al., 2006) is shown Fig 4.17 

  

 

 
 
 
  

 Hyper parameters, learning rate and n-estimators, are the two critical parts that 

affects the performance & accuracy of the model. The GBT are more accurate as 

compared to the random forest, can handle mixed type of data with almost no 

processing, but requires critical tuning of the hyperparameters as the tree may overfit 

if number of trees (n-estimators) is large. 

 

These output of the three models -Generalized Linear Model, Deep Learning and Gradient 

Boosted Trees- are evaluated and discussed in detail in the next section. 

 

Fm (x) = Fm−1 (x) +    lm1(x  Rlm ) 

gradientm+1 (x) = label(x) − Fm (x) 

 

Figure 4.1 Gradient Boosting Algorithm 
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Chapter 5 – Evaluation and Discussion 

 The results of the modelling done in previous section will be analysed and their 

implications with regards to this study will discussed in detail in this section. 

5.1 Result Evaluation 

 During the Phase-1, i.e. Learning Phase, it was observed that the data collected from 

the sensors installed in a smart home environment, when carefully processed and treated, 

were capable of learning  the habits/preferences of the inhabitants. Using association analysis 

algorithms like Apriori, association rules were generated which could be seen analogous to 

the user preferences in real life. Meaningful rules or preferences were discovered. For 

example from a rule in Fig.5.1 it can be inferred that when the inhabitant sits on the couch  

while the kitchen door was open, probably after making a snack in the kitchen, he/she prefers 

to watch TV. Or the office light was found turned on at times when the occupant was working 

in the office, or the fridge was found to be open when the oven was turned on for cooking 

probably. These user preferences or rules are also marked by high values of confidence 

meaning high co-occurrence of the antecedent and the consequent, high values of lift 

meaning interesting rules, high conviction  and low leverage meaning high dependence on 

the antecedent. These rules are logically founded and makes sense most in a real home 

environment. Therefore, learning preferences from the interaction of inhabitants from the 

smart devices in home can be done by association analysis algorithm. 

Figure 5.1 Rules discovered in Learning Phase 
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In the Phase-2, the user contexts such as location and time of the day were extracted from 

the given dataset and merged with the rules generated in Phase-1. After the required 

processing, the data was modelled using Rapid Miner and the results were generated. 

Model Accuracy 

Classification 

Error 
Average Class 

Precision 

Average 

Class Recall 

Training          

Time             

(1,000 Rows) 

Scoring                 

Time                   

(1,000 Rows) 

Generalized 

Linear Model 
80.28 ± 0.3% 

 
19.72 ± 0.3% 78.90% 60.64% 358 ms 588 ms 

Deep Learning 80.14 ± 0.1% 
 

19.86± 0.1% 46.42% 60.00% 816 ms 831 ms 

Gradient 

Boosted Trees 
80.22 ± 0.1% 

 
19.78± 0.1% 60.03% 75.67% 117 ms 650 ms 

Table 5.1 Results from Phase-2 Modelling 

From the overview of performance of the models shown in Table 5.1, it can be observed that 

all the models have almost same classification accuracy, but differ significantly in class 

precision and class recall measures. Also, the train and score time varied notably. The results 

and performance of individual models is shown ahead. 

5.1.1 Generalized Linear Model 

 
TRUE 

COUCH 
TRUE 

OFFICE 
TRUE 

OFFICELIGHT 
TRUE 

TV 
TRUE 

FRIDGE 
CLASS 

PRECISION 

PRED. COUCH 2224 2 0 469 0 82.52% 

PRED. OFFICE 0 1 0 0 0 100.00% 

PRED. 
OFFICELIGHT 

0 469 472 0 0 50.16% 

PRED. TV 11 0 0 18 0 62.07% 

PRED. FRIDGE 0 1 1 1 1169 99.74% 

CLASS RECALL 99.51% 0.21% 99.79% 3.69% 100.00% 
 

Table 5.2 GLM Confusion Matrix with Class Precision and Recall 
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The confusion matrix for GLM classification is shown in Table 5.2  and is observed that the 

precision is fairly distributed for each class and is not biased towards one class, while the 

recall measure shows a poor score for the two classes i.e. class office  and class TV.  

The weights given to the attributes to build the predictive model through GLM is shown in Fig 

5.2. It is observed that along with the sensor attributes, contextual attributes like location, 

timeofday, and activity has also been given comparatively large weights. 

5.1.1 Deep Learning 

 TRUE 
COUCH 

TRUE 
OFFICE 

TRUE 
OFFICELIGHT 

TRUE 
TV 

TRUE 
FRIDGE 

CLASS 
PRECISION 

PRED. COUCH 2235 0 0 488 0 82.08% 

PRED. OFFICE 0 0 0 0 0 0.00% 

PRED. 
OFFICELIGHT 

0 473 473 0 0 50.00% 

PRED. TV 0 0 0 0 0 0.00% 

PRED. FRIDGE 0 0 0 0 1169 100.00% 

CLASS RECALL 100.00% 0.00% 100.00% 0.00% 100.00%  

Table 5.3 Deep Learning Confusion Matrix with Class Precision and Recall 

 

Figure 5.2 Weights applied to various attributes in GLM 
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The confusion matrix for Deep Learning classification is shown in Table 5.3  and is observed 

that the precision as well as the recall are biased towards few of the classes. Especially, class 

office and class TV  were not predicted at all giving them a class precision and class recall score 

of 0%.  

The production model generated for this algorithm is shown in Fig 5.3. It is observed that a 

ten iteration were applied using four layer learning model with varying units in each of them. 

The output layer is the five classes to be predicted and uses a SoftMax function. 

The Fig. 5.4 shows the weights applied to each of the attributes for this model. Contextual 

attribute location has been given the highest weigh followed by sensor attributes and other 

contextual attributes.  

 

Figure 5.3 Production Model of Deep Learning model applied 

Figure 5.4 Weights applied to various attributes in Deep Learning Model 
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5.1.3 Gradient Boosted Tree 

 

 TRUE 
COUCH 

TRUE 
OFFICE 

TRUE 
OFFICELIGHT 

TRUE TV 
TRUE 

FRIDGE 
CLASS 

PRECISION 

PRED. COUCH 1752 0 0 0 0 100.00% 

PRED. OFFICE 0 0 0 0 0 0.00% 

PRED. 
OFFICELIGHT 

0 473 473 0 0 50.00% 

PRED. TV 484 0 0 487 0 50.15% 

PRED. FRIDGE 0 0 0 0 1170 100.00% 

CLASS RECALL 78.35% 0.00% 100.00% 100.00% 100.00%  

Table 5.4 Gradient Boosted Tree Confusion Matrix with Class Precision and Recall 

It can be observed from the confusion matrix in Table 5.4 that the class precision and recall 

for all classes except class office is fair and none of the instances in this class was predicted 

correctly by this model.  

The model applies 30 iterations, with a tree for each class in every iteration. The tree in first 

iteration for class couch  and the tree in last iteration is for the same as shown in Fig. 5.5,  and 

is clearly visible how the tree transform through iterations by the gradient boosted method. 

 

 

 
 
 
 
 
 
 
 
 
 
 

Fig. 5.6 shows the weights applied to the attributes in the gradient boosted model. Here 

again, the contextual attributes like location, timeofday and activity has been given priority 

by assigning higher weights as compared to most other attributes. 

Figure 5.5 Tree for class couch in first iteration and the last iteration 

Tree 1 (couch) Tree 30 (couch) 
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5.2 Discussion 

 The proceedings conducted through this entire study focusses on the novel research 

problem of building a recommender system for a smart home environment that learns the 

user preferences from past interactions with IoT devices, and applying those preferences to 

predict future user actions and recommending automation services while augmenting 

contextual information available. The user preferences were discovered during the Learning 

Phase where unsupervised association analysis algorithm, Apriori, was applied to mine the 

frequent events and the user preferences in the form of rules. In the next Recommendation 

Phase, these rules were combined logically with the contextual information extracted from 

the already available data and fed to supervised learning algorithms to build a predictive 

model for recommending actions to the user in a given situation. 

The premise of using Apriori algorithm and the theory of frequent itemsets and rules was that 

the habits (or the user preferences here) can be considered as routine of behaviours repeated 

regularly that tends to happen subconsciously (Gardner, 2015). During the Learning Phase it 

Figure 5.6 Weights applied to various attributes in Gradient Boosted Trees Model 
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was found that the size of frequent itemsets and the resulting rules from it could be 

inappropriately large, if not treated properly. Various methods for reducing these numbers, 

such as mechanical methods where the association metrics are gauzed to reduce the size, and 

conceptual methods where the size of the sets is reduced consciously by dealing with the 

innate characteristics of these frequent itemsets. It was found that reducing the itemset size 

by making use of Closed Frequent Itemset method worked well in this study as the rules 

generated were compact in size and logically founded. However, other methods mentioned 

may also be relevant, depending on the size of the data employed and the nature of 

application involved.  

The second phase i.e. Recommendation Phase involved a series of data pre-processing steps 

followed by modelling in Rapid Miner. Collating the extracted contextual information with the 

rules learned entails considerable effort and was facilitated by data manipulation library 

pandas in Python. The supervised learning models utilised in this phase to predict the label 

consequents,  or the actions preferred by the user, shows an almost similar accuracy score 

across  the three models. However, a more appropriate measure of success for prediction 

when the classes are imbalanced, as in this case, would be precision and recall. While 

precision measure the relevancy of the result, recall measures how many truly relevant 

results are returned. On these two parameters, it was observed that the Generalized Linear 

Model scored better and was not biased to any of the classes in general. Also the training 

time was better than that of Deep Learning model, and the scoring time was slightly more 

than that of the Gradient Boosted Tree. Recommended in (Belghini, et al., May 2016), 

Artificial Neural Network, which is the shallow version (fewer hidden layer) of the Deep 

Learning utilised in this study and it seems to work just at par with GLM and GBT in terms of 

accuracy and no better in terms of precision-recall measures. A probable reason of GLM 

working better in study would be the error distribution of the response variable. The 

application of the other two models shall be compared with GLM in further studies involving 

a larger dataset with complex rules having multiple antecedents and consequents. 

An interesting point observed in building this context-aware recommender system was that 

the supervised models that performed comparatively better on precision-recall measure used 

higher weights for the contextual attributes. This means that the systems performing better 
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on these measures actually accounted for contextual intelligence as emphasised in previous 

works of (Verkasalo, 2015) and (Rasch, 2014). The GBT tree had 3 contextual attributes in top 

7 weights, GLM again had 3 in top 7 while Deep Learning had only 2 in top 7 weights. 

Hereafter, a comparative study to see the effect of use of contextual information in the 

performance of recommender systems for smart home environment is suggested. 

As also suggested in (Gohari, et al., 2018), an interesting adaptation from the results obtained 

by the supervised learning models would be to use the confidence levels of the class predicted 

to form a ranked list of recommendation rather than a single recommendation. As shown in 

Fig. 5.7, it can be observed that the classes were predicted with certain class confidence, 

which could be utilised to form a ranked list of recommendation. This will not only give the 

user a broad range of actions to choose from providing flexibility, but also will reduce the 

chances of incorrect recommendation by offering an educated ranked list.  

An example of recommendation for the two instances shown in Fig. 5.7 is depicted in the 

Table. 5.5, which shows a ranked list of preferred user actions 

 

Instances Recommendation 

Instance # 1 

1.) Would you like to turn on the TV? 

2.) Would you like to turn on the heaters on the couch? 

3.) Would you like to open the refrigerator? 

Instance # 2 

1.) Would you like to turn the on heaters on the couch? 

2.) Would you like to open the refrigerator? 

3.) Would you like turn on the TV? 

Table 5.5 Ranked list of recommendation based on Class Confidence 

 
 
 

 

Figure 5.7  Class confidence provided by the predictive supervised learning model 
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Chapter 6 – Conclusion 
 

 This research work presented an embodiment of a context-aware recommender 

system for smart-home automation that utilises unsupervised algorithms to discover user-

preferences and supervised algorithms to predict user actions. The contextual features were 

extracted from the given dataset using the temporal attributes and sensor outputs, and 

merged coherently with the preferences. Based on the inhabitant’s current state of affair or 

the context, the proposed system recommends services to automate the actions that user 

may intend to perform next. The model was implemented and evaluated using a publicly 

available dataset. It was found that association analysis algorithms like Apriori are competent 

to discover recurring user actions and establish user-preference in form of association-rules. 

Conscious filtering of these rules resulted in meaningful user-preferences. The three 

supervised learning algorithms -Deep Learning, GLM and GBT- implemented to recommend 

services by predicting the user action were found adequate and achieved similar accuracy 

scores. However, they varied significantly in precision-recall scores, and it was noticed that 

the algorithms assigning higher weights to the contextual information seemed to score higher 

on these metrics. Also, utilization of class confidence to curate a ranked list of 

recommendation is also suggested for better user-experience by increasing flexibility. 

Future Work 

 The foundational work laid in this study opens various avenues of future works 

extending the research in this field. One avenue to pursue in future is to compare the 

efficiency of the supervised learning algorithms for a realistically large dataset with complex 

association-rules, and examine the variance of outputs to find the most suitable model for 

this application. Other avenue of future work would be to enable learning of preferences in a 

multi-occupant home. A glance of directed-network graphs for rules generated has been seen 

in this study and found potential, therefore a further research in employing graph analytics 

for link prediction in this application would be suggested because of the associative and 

discrete nature of the data used in this application. 
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APPENDICES 

This section guides through the list of files present in the ‘Artefacts’ folder and the steps 

required to implement the code in Python and the in processes in Rapid Miner developed for 

the dissertation project titled “A Context-Aware Personalized Recommender System for 

Automation in IoT based Smart Home Environment”.  

Contents of the Artefacts: 

[1] Datasets 

• SmartHome_Data_Raw.csv : The raw dataset obtained from the publisher of 

the dataset. This dataset is to be used in Python for implementing all the 

required pre-processing and unsupervised learning model of Phase-1 (Learning 

Phase) 

 

• SmartHome_Data_Processed.csv :  The processed dataset created by 

implementing all the necessary step in Python. This data set is to be used in 

Rapid Miner for supervised learning model of Phase-2 (Recommendation 

Phase) 

 

[2] Python Contents 

• SmartHome_Recommender_System.ipynb : This is the source file for the code 

developed in Python Jupyter Notebooks to perform the required pre-

processing steps and to implement unsupervised learning for rule generation. 

 

• SmartHome_Recommender_System.html : This same file as above but in 

HTML formal to view the outputs of the code without the need to run the 

program in python. 

 

• Datasets : The input raw dataset and the output processed dataset could also 

be found here, as in the previous folder. 

 

[3] Rapid Miner Contents 

 

• Comparison_Overview.csv : This sheet contains the a comparative 

performance overview of all the three supervised learning algorithms 

implemented in Rapid Miner 

• Deep Learning 



 xi 

o DL_Process.rmp : This is the Rapid Miner process file which includes all 

the steps implemented for predicting the label i.e. the user action. 

o DL_Weights.csv : This sheet contains the weights applied to each 

attribute for the modelling. 

o DL_Predictions.csv : This sheet contains the test dataset with the 

predictions done by the deep learning model. 

• Generalised Linear Model 

o GLM_Process.rmp : This is the Rapid Miner process file which includes 

all the steps implemented for predicting the label i.e. the user action. 

o GLM_Weights.csv : This sheet contains the weights applied to each 

attribute for the modelling. 

o GLM_Predictions.csv : This sheet contains the test dataset with the 

predictions done by the GLM model. 

• Gradient Boosted Trees 

o GBT_Process.rmp : This is the Rapid Miner process file which includes 

all the steps implemented for predicting the label i.e. the user action. 

o GBT_Weights.csv : This sheet contains the weights applied to each 

attribute for the modelling. 

o GBT_Predictions.csv : This sheet contains the test dataset with the 

predictions done by the GBT model. 

 

[4] Readme 

 

• Readme.txt : This is a text file that provides all the necessary instructions 

that helps to understand how to implement the codes in Python and to run 

the processes in Rapid Miner. 

 

Note: Refer the readme.txt file to know the versions and necessary installations 

required for easy implementation of the artefacts. 

 
 
 


