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Abstract

The last Intergovernmental Panel on Climate Change (IPCC) in 2014

has concluded that the earth is warming and human influence is the main

cause. This has not led to the meaningful action by nations around the

world to address the impacts from the report. One would assume that

with overwhelming scientific consensus supporting anthropogenic climate

change, the time for debate would be over. Yet public opinion on the topic

remains divided. Twitter provides access to publicly available data where

people express their opinion on a wide variety of topics including climate

change. This dissertation explores the differences in public opinion between

geographic regions around the world, as expressed on twitter, with 10,006

tweets collected over five days in March, 2020. It further explores the theme

of the tweets to understand the variation in topics being discussed under

the climate change umbrella in the different geographies. In addition, this

paper also examines a number of machine learning models using differing

techniques to assess their respective performance in opinion classification.

The trends seen point to where future research should focus to expand on

the results found in this paper.
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1 Introduction

The global average yearly surface temperature has risen 2◦C since the

pre-industrial era (1880 - 1900) (Lindsey and Dahlman 2020), with nineteen

of the twenty warmest years all having occurred since 2001, as represented

in Figure 1, with the year 2016 ranking as the warmest on record (Institute

2019). The long term effects of global warming will continue through this

century and the next, with further temperature increases, extreme weather

events, ice melt, glacial retreat, sea level rise, ocean acidification and a

severe impact to animal and plant biodiversity across the planet (Team

2020) (Bradford and Pappas 2017).

Figure 1: Global Temperatures. Credit: NASA Scientific Visualization Studio

Although the potentially disruptive effects of burning fossil fuel has been

known for 30 years (Revkin 2018) and the Fifth Assessment Report from

the Intergovernmental Panel on Climate Change stating the evidence for

the warming of the climate system is ”unequivocal”, with it being “ex-

tremely likely” that human influence has been the principal cause (Stocker

et al. 2013), only four countries have declared climate emergencies to date:

the United Kingdom, Ireland, Canada and France. Despite this, all four

countries maintain fiscal support and subsidies for their fossil fuel industries

(Farand 2019).

6



In addition to these individual emergency declarations, the Paris Agree-

ment was signed in 2015 by nearly every nation to address climate change

and its negative impacts. The deal aims to substantially reduce global

greenhouse gas emissions in an effort to limit the global temperature in-

crease in this century to 2 degrees Celsius above pre-industrial levels. The

agreement also provides a pathway for developed nations to assist develop-

ing nations in their climate mitigation and adaptation efforts, and creates a

framework for the transparent monitoring and reporting of each country’s

climate change goals (Denchak 2018).

So are countries on track to meet their climate change goals ? The answer

varies country by country with Morocco, The Gambia, India and Costa Rica

leading the field. The EU as a block has differing targets by country but as

a whole is on track and has set ”a binding target for 32 percent of electricity

production to come from renewables by 2030”. At the bottom of the field,

ranked as barely trying, are Russia, Turkey, Saudia Arabia, Ukraine and

the United States (Mulvaney 2019). Russia and Turkey have not ratified

the Paris Agreement and the United States, on November 2019, formally

began the process to withdraw from the agreement (Pompeo 2019).

If climate change is a global problem and the scientific consensus is ”un-

equivocal”, why is there such disparity among nations to take meaningful

action ? The rise of Greta Thunberg and Extinction Rebellion are a re-

action to this lack of action by governments around the world. Through

strikes, protests and civil disobedience, they aim to raise awareness of the

immediacy of the issue in the general public. If public opinion can be

swayed and the impact of public opinion on policy is, indeed, substantial

(Burstein 2003), an analysis of public opinion to climate change would

appear critical to understanding the lack of worldwide consolidated action.
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Climate change itself encompasses numerous other environmental con-

cerns such as biodiversity and water quality. A survey in the United States

indicates ”the government is doing too little to protect water (68%) and air

quality (67%), while majorities say the same when it comes to protecting

animals and their habitats (62%) and protecting open lands in the na-

tional parks (55%)” (Fagan and Huang 2019). The same survey continues

indicating 62% ”said that global climate change was affecting their local

community”. The local issues affecting communities vary both by issue

(flooding, wildfires, water shortages, wildlife) but also by region. Simi-

lar concerns and variation undoubtedly exist worldwide and may provide

insight on how engagement in climate change varies throughout the world.

2 Literary Review

In reviewing research looking at opinion mining of twitter data related

to climate change, a distinction should be made between opinion and sen-

timent. Opinion Mining and Sentiment Analysis can sometimes be used

interchangeably. For clarity, and the purposes of this paper, a positive

opinion is an opinion accepting the consensus that climate change is real

and man-made. Positive sentiment, however, is seen as relating to how the

opinion is expressed, the feeling or emotion expressed i.e. positive polar-

ity. For example a tweet stating ”It’s great to see people coming together

to reduce plastic waste, pollution and clean up our rivers, even if climate

change isn’t real” would be considered a negative opinion, though the sen-

timent is largely positive. The distinction is made as a number of research

papers focus on sentiment rather than opinion. In the majority of cases it

is broadly a nuanced distinction but it is mentioned for the sake of clarity.

Public opinion on climate change has been traditionally measured through

surveys, however, the exploding popularity of social networks presents a

new opportunity to research the global pattern of public discourse. Social
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media is a forum where individuals around the world can share their opin-

ions and among the social networks, Twitter is one of the largest microblog-

ging services. As consumption shifts from old media to new, Twitter has

become a valuable resource for analyzing current events. Twitter has been

the ”go to” social media platform of choice in machine learning, largely due

to the default public nature of tweets and the associated straight forward

access to the data via an API. The work of (Cody et al. 2016) indicates

that ”unsolicited public opinion polling through sentiment analysis applied

to Twitter correlates well with a range of traditional measures, and has

predictive power for issues of global importance.” This is further explored

by (O’Connor et al. 2010) where measures of public opinion measured from

polls are compared with sentiment as measured from twitter. The results

highlight the potential of twitter as a substitute and supplement for tradi-

tional polling in it’s ability to ”capture important large-scale trends”.

Although a number of worldwide studies have been completed using twit-

ter to mine public opinion and sentiment, their focus differs from the topic

of this thesis. The work of (An et al. 2014), although, ostensibly, mining

worldwide opinion on the topic of climate change, centers on linking world-

wide events to sentiment scores, measuring polarity of tweets. Similarly

this research completed across Spanish and American universities (Reyes-

Menendez, Saura, and Alvarez-Alonso 2018) focuses on sentiment rather

than opinion. Here the tweet ”It’s World Environment Day! Did you know

that much of the trash in our Oceans was improperly disposed of on land?”

would be classed as ”Negative” due to sentiment. With this said, there are

aspects to the research which are pertinent to this thesis, in that it analy-

ses 5,873 tweets from around the globe with the results enabling the team

to ”establish the key factors that most concern users about the environ-

ment and public health such as climate change, global warming, extreme

weather, water pollution, deforestation, climate risks, acid rain or massive
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industrialization”. Limitations of the research exist, relating to the col-

lection of data using the single hashtag #WorldEnvironmentDay, collected

solely on World Environment Day in 2018, which would likely limit cat-

egories of tweets to topics expressed specifically for World Environment

Day.

To expand on the categories present in climate change tweets, in the

paper (Abbar et al. 2016), there is useful research completed in breaking

down tweets by category, giving thirteen distinct themes related to climate

change (General, Risk/Disaster, Politics/Opinion, Economy, Negotiation-

s/Summits, Energy, Agriculture/Forestry, Ocean/Water, Campaigns, Arc-

tic, Air quality, Sandstorm and Weather.) The reference to ”sandstorm”

(which is the dominant climate change theme from the research) and the

fact that the data is specific to Qatar, indicates that these categories are

likely to vary from those topics found at a global level.

More specifically, the work of (An et al. 2014) ”used Twitter data to

illustrate how the opinions of Twitter users can change over time and in

the aftermath of specific events”. It is further noted that ”exposure to ex-

treme weather events can directly influence opinions about climate change”.

This would align with the data specific to Qatar where ”sandstorm” scored

highest as a concern. Viewing this research, along with (Reyes-Menendez,

Saura, and Alvarez-Alonso 2018) and the PEW Research Center’s survey

indicate that there are specific local factors, under the climate change um-

brella, that inform opinion on the topic, and these local concerns are likely

to vary by geography.

In looking at how opinion was analysed in the research by (An et al.

2014), two classification methods were used for sentiment analysis: Naive

Bayes and Support Vector Machines. Both models were chosen as they

”have been proven to perform well on text classification tasks.” Here each
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tweet is represented as a ”bag of words” and both models are evaluated

to classify the sentiment expressed in the tweet. Both produce similar

accuracy levels (75/76%), with Näıve Bayes slightly higher, but SVM is

chosen due to better F1-measures. It should be noted that only positive

and negative tweets are analysed and the study is focused on fluctuations

in sentiment as a result of major climate events, rather than opinions ex-

pressed, but the models and measures used are relevant to this thesis.

In looking at machine learning models in sentiment classification, the well

cited paper (Pang, Lee, and Vaithyanathan 2002) compares Naive Bayes,

maximum entropy classification and support vector machines in classify-

ing movie reviews. Unigrams and Bigrams are used across the models

and scored on accuracy with Support Vector Machines scoring the high-

est, although, it is noted that ”differences aren’t very large”. Further re-

search using Naive Bayes and Support Vector Machines using unigrams

and bigrams notes that the benefits of bigrams depends on the task and

the dataset (Wang and Manning 2012). It would suggest that different

N-Grams should be assessed to understand which performs best for the

specific dataset.

Exploring the use of N-Grams further, (Effrosynidis et al. 2018) assesses

unigrams, bigrams, trigrams and fourgrams performance across multiple la-

bels as well as comparing three standard word vectorizers (Count, Hashing

and TF-IDF.) Trigrams are preferred as they perform best in 10-fold cross

validation. TF-IDF (Term Frequency, Inverse Document Frequency) is the

best performing word vectorizer ahead of hashing and count respectively.

The results indicate that, in addition to the number of N-Grams used in

the model, the vectorizer used will likely play a role in model performance

for a given dataset.
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In addition to more traditional machine learning techniques, Recurrent

Neural Networks (RNNs) have shown great promise in machine learning

tasks. The research of (Timmaraju and Khanna 2015) compares a Re-

current Neural Network with Support Vector Machines with promising re-

sults. Although the SVM model outperforms the RNN on accuracy with

86.496% versus 83.88%, it is noted that it serves ”as an optimistic baseline

for what the model can achieve - With more architectural exploration and

fine-tuning”. A subsequent paper by (Barry 2017) runs similar compar-

isons where the SVM models outperforms the Multinomial Naive Bayes

classifiers and the LSTM RNNs outperforms both, across the majority of

tests, where it is ”able to learn more subtle relationships which the base-

line models fail to pick up.” Nevertheless, it is noted, that NB and SVM

”still perform very well, particularly with respect to their shorter training

period.”

In approaching this research, a review of existing papers has been pro-

foundly useful in a number of respects. A lot of research relates to sentiment

as a result of climate events. These papers review large datasets over time

to see the effects of events on tweeting patterns and sentiment polarity. In

cases where targeted opinion is researched, it has been focused on specific

countries or unrelated datasets. With that said, how these papers ap-

proached classification has been extremely useful in shaping the approach

to be taken in this research. This review further suggests model perfor-

mance varies according to the nature of the data, as well as the expected

tuning of parameters. This would suggest that different models should be

assessed to see what works best for the particular dataset, in addition to

different word vectorizers and N-Gram combinations.

A final note on the use of retweets, which are included in this analysis.

Despite frequently being excluded from certain research in cases of senti-
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ment analysis (due to the sentiment behind a retweet being unclear,) in this

case, it is opinion rather than sentiment being assessed, where it is taken

that ”retweeting indicates, not only interest in a message, but also trust

in the message and the originator, and agreement with the message con-

tents” (Metaxas et al. 2014). Although it further states that ”the findings

are significantly different for journalists, who are more likely to include a

disclaimer on their user profiles that their retweeting does not mean agree-

ment or endorsement”, ”including this disclaimer is an implicit admission

by those using it that others may mistake their intentions, because for

most people retweeting is endorsement.” Retweets are such a large part of

how twitter works that their exclusion would impact an analysis of how

twitter users engage with the platform and express opinion where ”user

endorsements express a user’s support of a specific opinion which coincides

with that user’s bias” and on ”Twitter, retweets are endorsements” (Calais

Guerra et al. 2011).

2.1 Research Question 1

Does opinion to climate change differ throughout world geographic

regions ?

Hypothesis 1 There is a relationship between geographic region and opin-

ion.

Null Hypothesis 1 There is no relationship between geographic region

and opinion.

2.2 Research Question 2

How does category of opinion to climate change differ throughout

world geographic regions ?

Hypothesis 2 There is a relationship between geographic region and cat-

egory of opinion.
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Null Hypothesis 2 There is no relationship between geographic region

and category of opinion.

2.3 Research Question 3

Does the word vectorizer used impact traditional machine learn-

ing model performance ?

Hypothesis 3 There is a relationship between word vectorizer used and

performance of traditional machine learning model as measured by F1-

Score.

Null Hypothesis 3 There is no relationship between word vectorizer used

and performance of traditional machine learning model as measured by F1-

Score.

2.4 Research Question 4

How do traditional machine learning models perform against neu-

ral networks in classification tasks ?

Hypothesis 4 A Recurrent Neural Network model will produce a higher

averaged F1-Score than the best performing Naive Bayes or Support Vector

Machine equivalent.

Null Hypothesis 4 A Recurrent Neural Network model will produce the

same averaged F1-Score as the best performing Naive Bayes or Support

Vector Machine equivalent.

3 Methodology

3.1 Data Extraction:

The data was collected using the tweepy python library to access the

twitter API. Specifically, the ”search” method was used which filtered on

words and hashtags related to climate change:
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searchQuery = ’ c l imate OR c l imate change OR g l o b a l

warming OR environment OR #cl imate OR #cl imatechange

OR #globalwarming OR #environment OR #c l i m a t e a c t i o n

OR #cl imatehoax OR #c l i m a t e c r i s i s OR #c l i m a t e d e n i a l

OR #climatemergency OR #c l i m a t e a c t i o n

OR #m i c r o p l a s t i c s OR #nanop la s t i c s ’

17,487 English language tweets were collected covering five days between

the dates of March 5th, 2020 and March 10th, 2020. These tweets were

stored in a MySQL database to aid in preprocessing. As retweeted text was

truncated, a second ”pull” of twitter data was completed using the tweepy

statuses lookup method to retrieve the full text of retweets by tweet id.

As data will be manually labelled by geographic region as part of the

analysis, therefore, tweets without location information or unclear location

information are excluded from the sample. This resulted in 10,006 dis-

tinct observations being consolidated in one table ”twitter pre clean” for

labelling and further processing.

3.2 Data Labelling

In order to assess our data by geographic region, tweet category and opin-

ion. Three successive tasks of manual labelling of the data was completed

in order to provide the required breakdown for analysis:

1. Geographic region of tweet

2. Opinion of tweet

3. Category of tweet

3.2.1 Geographic Labelling

Each tweet was manually labelled according to the United Nations Geoscheme

(United Nations Secretariat 1999) which divides countries of the world into
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geographic regions as follows:

1. Africa

2. Americas

3. Asia

4. Europe

5. Oceania

Antarctica, although a United Nations Geographic Region, is excluded

from the labelling as it is largely uninhabited.

3.2.2 Category Labelling

Two separate random samples of the data were taken of 100 tweets each

to determine the broad themes present in the data. The themes from both

samples were noted and consolidated into the categories recorded in Table

1. Each tweet was manually categorised (1 to 9) according to the dominant

category in each tweet.

Category Name Including

1 General Non-specific references to Climate Change

2 Organisational
Governments, Business, Education, Media,

Research & Action Groups

3 Rainforests Forests, Deforestation, Trees

4 Health & Pollution Plastics, Recycling, Waste, Health & Well Being

5 Weather Events Drought, Flooding, Wildfires, Warming Winters

6 Water Conservation, Shortages, Clean Water

7 Agriculture Farming, Fishing & Food Production

8 Energy CO2 emissions, Fossil Fuels, Electricity, Nuclear

9 Environment Land & Marine Wildlife, Biodiversity, Ice Sheets

Table 1: Climate change categories
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As a number of categories can be mentioned in a single tweet, the fol-

lowing rules were applied when categorising the tweets:

1. Where more than one category is mentioned, majority rules. If tied,

the first mentioned category is taken [Note Point 3].

2. Categories present in the core of the tweet are prioritised over hash-

tags.

3. Categories 3 to 9 are prioritised ahead of 2 e.g. ”In backward move

that makes sense only if you see climate change as unimportant, Aus-

tralian Government to stop funding international collaboration on

shift to zero emissions” would be categorised as 8 (Energy) rather

than 2 (Organisational.) This is due to government’s key role in the

climate change debate, where the theme of the tweet is directed at

governments to act or act differently.

3.2.3 Opinion Labelling

Each tweet was labelled 1, 2 or 3 as per below:

1. Negative

2. Neutral

3. Positive

The nomenclature relates to the opinion expressed as it relates to the

IPCC’s (Intergovernmental Panel on Climate Change) consensus that the

evidence for global warming is ”unequivocal” and that it is “extremely

likely” that human influence has been the dominant cause. Therefore ”neg-

ative” opinion disagrees with or denies this consensus, ”positive” agrees

with or accepts the consensus and ”neutral” expresses no opinion either

way or the opinion is unclear from the tweet itself.
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3.2.4 Data Preprocessing

Before analysing the data, preprocessing is completed to reduce noise in

the tweeted text for analysis. The following procedures were carried out:

• Change all words to lowercase

• Remove URL’s

• Remove user mentions (i.e. @user)

• Remove hashtag symbol from start of hashtags

• Remove emogis and symbols

• Remove stopwords and punctuation

• Remove any remaining non-alphanumeric characters in text

These preprocessed tweets are then stored in the twitter clean table

ready for extraction into a python dataframe.

3.2.5 Model Evaluation

In order to compare the performance of traditional machine learning

models against neural networks, Naive Bayes (NB) and Support Vector

Machines (SVM) are chosen as the traditional models to compare against.

LSTM RNN will be used as the neural network for the comparison. Both

NB (a generative classifier) and SVM (a discriminative classifier) are chosen

as they have been proven to perform well on text classification tasks, with

SVMs having scored highest in a majority of papers researched. Both

models will be run using the count, hashing and TF-IDF word vectorizers

to compare performance of each. Furthermore, each model will be assessed

using unigrams, bigrams and trigrams. In order to give 5 samples per

model, 2 further parameter changes will be tuned to the best performing

N-Gram model and the average score across the 5 will be taken as the

model performance. Finally, the 5 tests will be run across both a 80/20
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and 70/30 split of training/test data to determine the impact, if any, of

the larger number of observations in the training set. The best performing

split, as measured by F1-Score on the test set will be taken as the model

for comparison.

Naive Bayes Models In addition to unigrams, bigrams and trigrams, the

alpha parameter will be adjusted for the final two tests from the default

of 1, to 0.8 and 0.2, on the best N-Gram model. Due to the sparse nature

of tweets, an adjustment of the Laplace smoothing parameter is made to

assess model performance in handling words in the test set which are not

present in the training set.

Support Vector Machine Models In the Support Vector Machine models,

a linear kernel will be used as the standard for classification tasks. In

addition to the three N-Grams, class weight = ”balanced” will be assessed

on the best performing N-Gram model, due to the imbalanced nature of

the classes, which may provide a performance boost. A further parameter

setting is used for the fifth and final test, C=10 from the default of 1. This

will reduce the margin of the separating hyperplane to understand impact

on model performance.

Recurrent Neural Network Models As Neural Networks are an evolution-

ary change to traditional machine learning models, the approach taken to

assess RNN performance is altered to maintain a somewhat vanilla model

and limit the number of parameters adjusted over the train/test splits. An

embedding layer will be used instead of the N-Gram and word vectorizers

used in Naive Bayes and SVM. In addition, a series of parameters must

be set for RNN to run which will be held steady throughout all models to

assess changes to more basic key parameters. The parameters set across

all RNN models are as follows:
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• Vocabulary size is set to 10,000 as this aligns with the number of

distinct words in the training set in a 80/20 split.

• Output dimensions in embedding layer are kept small at 10

• Each sequential model has at a minimum, an embedding layer, a

LSTM layer with 100 memory units and a dense output layer for the

3 classes using the ”softmax” activation function

• A validation set is included with observations equal to batch size to

assess ”accuracy” through epochs

The number of epoch’s are increased from 5 to 10 to 15, holding batch size

steady at 100. The forth test takes the best performing epoch and increases

batch size to 200. The final test adds an additional layer to the best epoch/-

batch size mix, this layer being a dense layer of 100 nodes with a ”relu”

activation function.

As multiclass classification performance is being assessed, F1-Score is

the appropriate metric for measurement as it gives the harmonic mean

of Precision and Recall. The F1-Score is more appropriate due to the

imbalanced classes in the data and a focus on False Negatives and False

Positives as well as True Positives and True negatives. As this metric will

be produced across the three classes: positive, neutral and negative, the

averaged F1-Score across all three classes is used to assess performance of

each model (NB, SVM and RNN).

3.2.6 Data Analysis

As a number of various statistical tests are to be completed across a series

of differing comparisons, the tests and rationale are documented below,

individually, for clarity. A 95% confidence level is taken for all tests where

a statistical significance is required in the results.
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Opinion by geographic region: A comparison of a categorical variable (ge-

ographic region) with an ordinal variable (opinion) would generally employ

One-Way Anova to test for statistical significance. However, due to the

non-normal distribution of the dependent variable in the dataset, the non-

parametric Kruskal-Wallis H test is chosen for better accuracy. In order

to understand which geographic regions differ, a pairwise comparison is

completed as a post-hoc test. For this the Mann-Whitney U Test is a com-

pliment to the Kruskal-Wallis H Test, and is used to test for statistical

differences between the geographies.

Category by geographic region: To compare counts of a categorical vari-

able (geographic region) with another categorical variable (category), the

Chi-Squared test of independence is appropriate, considering our large sam-

ple size. This test will compare the actual observations with the expected

observations in a cross-tabular manner of the nominal variables to be as-

sessed. As the Chi-Square test of independence is an omnibus test, it is

not apparent which categories of the variables are responsible for the rela-

tionship if one exists. In this case post-hoc testing is required on pairwise

comparisons of the geographies. Again the Chi-Squared Test is used, but

with the Bonferroni-adjusted P-Value for each pairwise comparison. At a

95% confidence this would require a P-Value below 0.005 due to 10 pairwise

comparisons.

Model comparisons: Generally, the Student’s T-Test is used for pairwise

comparison of performance metrics between models. In this case there will

be unequal variance between the F1-Scores recorded within each model, so

Welch’s T-Test is more appropriate to compare for more accurate statistical

significance.
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4 Results

4.1 Summary Statistics

From the 10,006 tweets collected, the vast majority are positive at just over

75% as indicated in Table 2.

Label No. Label Name Count Percentage

1 Negative 572 5.72

2 Neutral 1858 18.57

3 Positive 7576 75.71

Table 2: Global opinion by count and percentage

Combined, Americas and Europe account for just over 75% of tweets

worldwide, as recorded in Table 3.

Geographic Region Count Percentage

Africa 330 3.30

Americas 4518 45.15

Asia 519 5.19

Europe 3144 31.42

Oceania 1495 14.94

Table 3: Geographic tweets by count and percentage

With respect to categories of tweet, organisational is, by far, the domi-

nant theme of worldwide tweets at 43.19%, as represented in Table 4.
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Label No. Label Name Count Percentage

1 General 1014 10.13

2 Organisational 4322 43.19

3 Rainforests 513 5.13

4 Health & Pollution 249 2.49

5 Weather Events 944 9.43

6 Water 79 0.79

7 Agriculture 269 2.69

8 Energy 1252 12.51

9 Environment 1364 13.63

Table 4: Global categories of tweets

4.2 Opinion by Geographic Region

Both the tweet count and percentage are detailed in Table 5 which indicates

a similar trend as worldwide with a majority of positive and minority of

negative tweets. It is further apparent that the relative proportions of

positive, neutral and negative tweets vary throughout geographies.

Opinion Label Count Opinion Label Percentage

1 2 3 1 2 3Geography

Negative Neutral Positive Negative Neutral Positive

Africa 6 27 297 1.82 8.18 90.00

Americas 356 809 3353 7.88 17.91 74.21

Asia 3 171 345 0.58 32.95 66.47

Europe 147 479 2518 4.68 15.24 80.09

Oceania 60 372 1063 4.01 24.88 71.10

Table 5: Worldwide opinion by geographic region

The Kruskal–Wallis Test produces a P-Value of 4.9E-22 which would

indicate that the difference in opinion through geographic regions is statis-

tically significant at a 95% confidence level. The Mann-Whitney U Test is

then used to understand which geographic regions differ significantly from

23



one another and the results are detailed in Table 6.

Geographic Comparison P-Value Result at 95% confidence level

Africa Vs Americas 4.2000E-11 Reject H0

Africa Vs Asia 1.6959E-14 Reject H0

Africa Vs Europe 5.4851E-06 Reject H0

Africa Vs Oceania 9.3453E-13 Reject H0

Americas Vs Asia 5.5624E-03 Reject H0

Americas Vs Europe 1.4802E-10 Reject H0

Americas Vs Oceania 8.0021E-02 Fail to reject H0

Asia Vs Europe 3.1320E-10 Reject H0

Asia Vs Oceania 7.1093E-02 Fail to reject H0

Europe Vs Oceania 9.8623E-11 Reject H0

Table 6: Mann-Whitney U test pairwise comparison

4.3 Category by Geographic Region

Table 7 details the count of tweets by category across geographic regions

with the equivalent percentages in Table 8. The quantity of organisational

themed tweets is seen throughout the geographies, though outside this,

variations in categories are apparent. Africa, for example, stands out on

the relatively low number of ”Energy” tweets and high percentage of ”Wa-

ter” and ”Rainforests” themed tweets, as does Oceania for ”Energy” and

”Environment”.
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Tweet CountCategory

Number

Category

Name Africa Americas Asia Europe Oceania

1 General 7 542 43 351 71

2 Organisational 152 1829 258 1520 563

3 Rainforests 32 247 24 176 34

4 Health & Pollution 14 144 20 62 9

5 Weather Events 28 443 56 232 185

6 Water 21 35 4 17 2

7 Agriculture 18 103 14 99 35

8 Energy 20 536 50 338 308

9 Environment 38 639 50 349 288

Table 7: Tweet count by geographic region and category

Tweet PercentageCategory

Number

Category

Name Africa Americas Asia Europe Oceania

1 General 2.12 12.00 8.29 11.16 4.75

2 Organisational 46.06 40.48 49.71 48.35 37.66

3 Rainforests 9.70 5.47 4.62 5.60 2.27

4 Health & Pollution 4.24 3.19 3.85 1.97 0.60

5 Weather Events 8.48 9.81 10.79 7.38 12.37

6 Water 6.36 0.77 0.77 0.54 0.13

7 Agriculture 5.45 2.28 2.70 3.15 2.34

8 Energy 6.06 11.86 9.63 10.75 20.60

9 Environment 11.52 14.14 9.63 11.10 19.26

Table 8: Tweet percentage by geographic region and category

The Chi-Squared Test of independence produces a P-Value of 1.713E-96

which would indicate that the difference in category of tweet through ge-

ographic regions is statistically significant at a 95% confidence level. The

follow-up post-hoc Chi-Squared Test is then used with the Bonferroni ad-

justment to understand which geographic regions differ significantly from

one another and the results are detailed in Table 9. As 10 pairwise compar-

25



isons are completed, the standard 95% confidence level of 0.05 is divided

by 10 to give 0.005 (Bonferroni adjustment), which the P-Values in the

pairwise comparison must be below to have statistical significance.

Geographic Comparison P-Value
Result at 95% confidence level

(with Bonferroni Adjustment)

Africa Vs Americas 1.2600E-27 Reject H0

Africa Vs Asia 1.7504E-08 Reject H0

Africa Vs Europe 4.1491E-27 Reject H0

Africa Vs Oceania 3.4024E-42 Reject H0

Americas Vs Asia 1.0280E-03 Reject H0

Americas Vs Europe 1.8844E-12 Reject H0

Americas Vs Oceania 8.2276E-41 Reject H0

Asia Vs Europe 9.8818E-03 Fail to reject H0

Asia Vs Oceania 1.8442E-20 Reject H0

Europe Vs Oceania 2.9225E-52 Reject H0

Table 9: Chi-Squared pairwise comparison with Bonferroni adjustment

4.4 Model Comparisons

The count, hashing and TF-IDF word vectorizer are tested across the Naive

Bayes and Support Vector Machine models in addition to the 2 parameter

changes per model. Furthermore, the impact of a 80/20 and 70/30 split

of training/test data across all models (NB, SVM and RNN) is tested to

understand the impact, if any, of the additional 10% of training data in

performance. The results are detailed in Tables 10, 11 and 12. The Model

Average is included to more easily assess the impact of the train/test split

on performance. In all models the 80/20 split performs better than the

70/30 equivalent indicating that more training data, for this dataset, pro-

duces better models as measured by average F1-Score.
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4.4.1 Naive Bayes Models

In moving from unigrams to trigrams, both the Hashing and TF-IDF vec-

torizer improve in performance, with the opposite effect in the Count Vec-

torizer. The best performing model is the 80/20 Trigram TF-IDF Model

though there is only minimal improvement on the 80/20 Unigram Count

Vectorizer as seen in Table 10.
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Model (Vectorizer) Split Configuration
Averaged

F1-Score

Model

Average

Unigram 0.8901

Bigram 0.8190

Trigram 0.7794

Unigram, Alpha=0.8 0.8903

80/20

Unigram, Alpha=0.2 0.8952

0.8548

Unigram 0.8800

Bigram 0.8034

Trigram 0.7580

Unigram, Alpha=0.8 0.8816

Näıve Bayes

(Count Vectorizer)

70/30

Unigram, Alpha=0.2 0.8839

0.8414

Unigram 0.5988

Bigram 0.7656

Trigram 0.8032

Trigram, Alpha=0.8 0.8124

80/20

Trigram, Alpha=0.2 0.8764

0.7713

Unigram 0.5864

Bigram 0.7463

Trigram 0.7761

Trigram, Alpha=0.8 0.7951

Näıve Bayes

(Hashing Vectorizer)

70/30

Trigram, Alpha=0.2 0.8660

0.7540

Unigram 0.7877

Bigram 0.8643

Trigram 0.8670

Trigram, Alpha=0.8 0.8706

80/20

Trigram, Alpha=0.2 0.8877

0.8555

Unigram 0.7709

Bigram 0.8457

Trigram 0.8543

Trigram, Alpha=0.8 0.8617

Näıve Bayes

(TFIDF)

70/30

Trigram, Alpha=0.2 0.8676

0.8401

Table 10: Naive Bayes models and f1-score comparison
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4.4.2 Support Vector Machines

In moving from unigrams to trigrams, performance decreases across all

word vectorizers. The class weight = ”balanced” improves F1-Score in the

count vectorizer but degrades in both others. Interestingly the increasing of

the C parameter from 1 to 10, degrades the count vectorizer but improves

in both hashing and TF-IDF vectorizers as seen in Table 11. Generally the

performance of the SVM models are an improvement on Naive Bayes and

variance in the results is reduced.
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Model

(Vectorizer)
Split Configuration

Averaged

F1-Score

Model

Average

Unigram 0.9086

Bigram 0.8927

Trigram 0.8875

Unigram, ”balanced” 0.9125

80/20

Unigram, ”balanced”, C=10 0.9097

0.9022

Unigram 0.8890

Bigram 0.8813

Trigram 0.8752

Unigram, ”balanced” 0.8891

SVM

(Count Vectorizer)

70/30

Unigram, ”balanced”, C=10 0.8958

0.8861

Unigram 0.9041

Bigram 0.8875

Trigram 0.8816

Unigram, ”balanced” 0.8995

80/20

Unigram, ”balanced”, C=10 0.9169

0.8979

Unigram 0.8900

Bigram 0.8727

Trigram 0.8667

Unigram, ”balanced” 0.8862

SVM

(Hashing Vectorizer)

70/30

Unigram, ”balanced”, C=10 0.8991

0.8829

Unigram 0.9100

Bigram 0.8963

Trigram 0.8826

Unigram, ”balanced” 0.9076

80/20

Unigram, ”balanced”, C=10 0.9134

0.9020

Unigram 0.8977

Bigram 0.8789

Trigram 0.8724

Unigram, ”balanced” 0.8954

SVM

(TFIDF)

70/30

Unigram, ”balanced”, C=10 0.9023

0.8893

Table 11: SVM models and f1-score comparison
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4.4.3 Recurrent Neural Network

Across both the 80/20 and 70/30 splits, as epochs are increased from 5 to

10, performance improves, but degrades when epochs are further increased

to 15 as indicated in Table 12. This would suggest that the model is starting

to overfit on the training data beyond 10 epochs. Increasing batch size from

100 to 200, again, degraded performance partially. Lastly, the introduction

of a forth layer improved performance in the 80/20 split but degraded in

the 70/30 split, which could indicate that a larger training set is required

for the forth layer to more accurately model the data.

Model Split Configuration
Averaged

F1-Score

Model

Average

Layers:3, Epochs:5, Batch:100 0.9031

Layers:3, Epochs:10, Batch:100 0.9121

Layers:3, Epochs:15, Batch:100 0.9082

Layers:3, Epochs:10, Batch:200 0.9074

80/20

Layers:4, Epochs:10, Batch:100 0.9144

0.9090

Layers:3, Epochs:5, Batch:100 0.8806

Layers:3, Epochs:10, Batch:100 0.9026

Layers:3, Epochs:15, Batch:100 0.8976

Layers:3, Epochs:10, Batch:200 0.8869

RNN

70/30

Layers:4, Epochs:10, Batch:100 0.8652

0.8866

Table 12: RNN models and f1-score pairwise comparison

4.4.4 Word Vectorizer Comparison

As the 5 80/20 samples performed better across the board in the tradi-

tional learning models, the Welch’s T-Test was used to compare this split

across the various word vectorizers. Although both Naive Bayes and SVM

performed better with the Count and TF-IDF vectorizers, the difference

in F1-Score between the vectorizers is not statistically significant at a 95%

confidence level as indicated in Table 13.
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Model Compare P-Value
Result at 95%

confidence level

NB Count Vectorizer Vs NB Hash Vectorizer 1.5966E-01 Fail to reject H0

NB Hash Vectorizer Vs NB TF-IDF 1.4224E-01 Fail to reject H0

NB Count Vectorizer Vs NB TF-IDF 9.7362E-01 Fail to reject H0

SVM Count Vectorizer Vs SVM Hash Vectorizer 5.6570E-01 Fail to reject H0

SVM Hash Vectorizer Vs SVM TF-IDF 6.2832E-01 Fail to reject H0

SVM Count Vectorizer Vs SVM TF-IDF 9.3826E-01 Fail to reject H0

Table 13: Welch’s T-test word vectorizer pairwise comparison

4.4.5 Best Performing Model Comparison

For the final comparison, the best performing models from each algorithm

are compared using Welch’s T-Test as indicated in Table 14. The best

performing models used in the comparison are:

• Naive Bayes 80/20 Split using TF-IDF Vectorizer

• SVM 80/20 Split using Count Vectorizer

• RNN 80/20 Split

A comparison of the F1-Scores indicates that there is no statistical sig-

nificance in performance between the Naive Bayes model and SVM. There

is, however, a statistical significance between the Naive Bayes and RNN

models. Lastly, there is no statistical significance in performance between

the SVM and RNN models.

Model Compare P-Value
Result at 95%

confidence level

NB TF-IDF Vs SVM Count Vectorizer 5.1932E-02 Fail to reject H0

NB TF-IDF Vs RNN 3.7264E-02 Reject H0

SVM Count Vectorizer Vs RNN 3.0172E-01 Fail to reject H0

Table 14: Welch’s T-test pairwise comparison of best performing models
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5 Discussion

There are a number of research questions posed and the discussion varies

across each, broadly focusing on the two main themes of the research, the

breakdown of opinion / category by geographic regions and the performance

assessment of the machine learning models. In addition, the limitations and

future work vary by area, hence this section is broken down by Research

Question for clarity. Although it is difficult to align the results with pre-

vious research due to the geographic breakdown used, at a high level, the

worldwide percentages of positive, neutral and negative tweets show similar

proportions to the larger (Fagan and Huang 2019) survey. The question

posed in the survey relates to the threat posed by climate change and the

median worldwide results of 68% ’major threat”, 20% ”minor threat” and

9% ”no threat” align reasonably well with the this research of 75.71% ’pos-

itive”, 18.57% ”neutral” and 5.72% ”negative”. It is noted that research

differs in method and sample size but does further suggest that mining

twitter data provides a valuable, less expensive alternative to more formal

surveys.

5.1 Research Question 1: Does opinion to climate change differ

throughout world geographic regions ?

5.1.1 Research Question 1: Discussion

The Kruskal–Wallis Test’s P-Value of 4.9E-22 indicates that there is a

relationship between geographic region and opinion. The Null Hypothesis

that ”There is no relationship between geographic region and opinion” can

be rejected at a 95% confidence level. To determine where that relationship

exists, the Mann-Whitney U Test’s pairwise comparison in Table 6 provides

interesting results. Africa and Europe are statistically different from each

other and from the rest of the geographic regions. Furthermore, although

the difference between Americas and Asia opinion are statistically signifi-
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cant from one another, they are both similar to Oceania. The explanation

is apparent in Figure 2 where Oceania’s proportions lie somewhere between

Americas and Asia.

Figure 2: Opinion by geographic region

5.1.2 Research Question 1: Limitations and Future Work

The dataset affords a large sample size of 10,006 tweets, however, as

the observations are broken down by geographic region and again by opin-

ion, the negative ”bucket” for the smaller geographies gets quite small e.g.

Africa and Asia have 6 and 3 negative tweets respectively. Although the

validity of the statistical tests hold for this dataset, in this case, a far larger

sample size would be preferred for greater statistical accuracy. Assuming

30 observations in the smallest ”bucket” a total of 100,000 tweets should

be used in the overall sample as a minimum. Furthermore, as the (Fagan

and Huang 2019) research suggests, concerns ”about climate change have

risen significantly in many countries since 2013” indicating that a series of

snapshots over time to show trends would be a better long term approach.

Indeed, future work using twitter’s streaming API, would be a very useful

tool to achieve this aim.
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5.2 Research Question 2: How does category of opinion to cli-

mate change differ throughout world geographic regions ?

5.2.1 Research Question 2: Discussion

The Chi-Squared Test’s P-Value of 1.713E-96 indicates that there is a

relationship between geographic region and category of tweet. The Null

Hypothesis that ”There is no relationship between geographic region and

category of opinion” can be rejected at a 95% confidence level. For clarity

it is noted that in the Chi-Squared Test, the expected values for category

6 (Water) for both Africa and Asia cells are below 5, however, this repre-

sents less than 20% of the data (Moore 2010) and the overall sample size is

greater than 1,000 (McDonald 2014). To determine where that relationship

exists, further Chi-Squared Tests are completed in a pairwise comparison

of the geographies with the Bonferroni adjustment as per Table 9. There

is statistically significant difference in category of opinion between all geo-

graphic regions at a 95% confidence level except for Asia and Europe. This

is visually apparent in Figure 3 below.

Figure 3: Category by geographic region
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5.2.2 Research Question 2: Limitations and Future Work

Due to the breakdown of tweets by geographic region and 9 categories,

there are very small observations in certain cells e.g. Asia and Oceania

have 4 and 2 tweets respectively related to the category ”Water”. Again,

although the validity of the statistical tests hold in this case, a larger sam-

ple size would afford a greater breakdown of categories for analysis. The

Organisational category dominates the categories at just over 43%, and

this number doesn’t vary wildly amongst geographies. This may not be

intuitively surprising considering this category includes governments which

should have been given it’s own category in retrospect. A large proportion

of tweets relate to government and government policy, exemplified in the

tweet ”We have caused a climate emergency that gravely threatens nature

and life itself, including our own, Governments should renew commitments

decisive for directing the planet towards life, not death #ActOnClimate

#ClimateCrisis.” A comparison with previous research is not possible due

to the use of differing categories from this dataset. It is interesting to

note, however, that ”General” and ”Organisational” have the lowest mean

opinion (most negative) at 2.34 and 2.63 respectively, the next lowest is

”Energy” at 2.75. ”Water” and ”Environment” have the most positive at

2.92 and 2.93 respectively. Further research in this area may shed light

on climate change denial, where, potentially, an inherent distrust of gov-

ernments and organisations exist, believing an ulterior agenda. This is

exemplified in the tweet ”Climate change is a hoax that ends up being a

money laundering scheme where our tax dollars end up back in the pockets

of democrat politicians!! Fraud hoax climatechange MAGA2020”.

Furthermore, this element of the research would be of interest as it gives

insight on how people are engaging in the climate change debate. The large

proportion of African tweets related to ”Water” can make intuitive sense

where access to clean water, in a warming climate, is more of an issue than
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in developed nations. However, the high proportion of ”Energy” tweets

in Oceania is less intuitive. Similar research to (An et al. 2014) where it

”detected a connection between short-term fluctuations in negative senti-

ments and major climate events” could be modified to detect connections

between changes in theme of tweet and media reporting to provide greater

clarity on variations through geographic regions.

5.3 Research Question 3: Does the word vectorizer used impact

traditional machine learning model performance ?

5.3.1 Research Question 3: Discussion

The P-Values as indicated in Table 13 using Welch’s T-Test to compare

the 80/20 split of models means failure to reject the null hypothesis that

”There is no relationship between word vectorizer used and performance

of traditional machine learning model as measured by F1-Score” at a 95%

confidence level. Welch’s T-Test is used over the Student’s T-Test due to

the unequal variances in the samples as indicated in Figure 4. Although,

not of statistical significance, the use of different word vectorizer had a

greater impact within the Naive Bayes models with the hashing vectorizer

performing the most poorly. This is also the case with SVM, though the

relative difference is much less pronounced. The results are similar to those

of (Effrosynidis et al. 2018) where ”the tfidfVectorizer achieves greater re-

sults than the countVectorizer and the hashingVectorizer in the majority of

the algorithms”. Both analyses show very little variance in SVM across the

vectorizers and an averaged f1-score in this research across Naive Bayes and

SVM would also suggest that TF-IDF scores better, though the difference

is extremely minor.
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Figure 4: 80/20 split comparison of word vectorizers

5.3.2 Research Question 3: Limitations and Future Work

The impact that unigrams, bigrams and trigrams had on model per-

formance, particularly noticeable in the Naive Bayes models, further im-

pacts the word vectorizer comparisons. The unigram hashing vectorizer

performs particular poorly in F1-Score due to low recall in negative and

neutral tweets at 0.25 and 0.33 respectively. Although the desire was to

measure general performance across word vectorizers, including the impact

of N-Grams, the results suggest particular N-Gram / Word Vectorizers

mixes work better than others. The Naive Bayes model count vectorizer

performs best with unigrams whereas hashing and TF-IDF perform better

with trigrams. Future work could explore this further assessing fourgrams

and higher for hashing and TF-IDF where performance improvements may

be achieved. Interestingly, the F1-Scores of SVM using TF-IDF in this

research are at odds with those seen in (Effrosynidis et al. 2018) where

performance improvements are seen moving from unigrams to fourgrams.

It further exemplifies the point that the performance using different N-

Grams ”depends on task and dataset (Wang and Manning 2012).
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5.4 Research Question 4: How do traditional machine learn-

ing models perform against neural networks in classification

tasks ?

5.4.1 Research Question 3: Discussion

The Welch’s T-Test which is used to compare the best performing tra-

ditional machine learning models with RNN are documented in Table 14.

The results indicate that the null hypothesis that ”A Recurrent Neural

Network model will produce the same averaged F1-Score as the best per-

forming Naive Bayes or Support Vector Machine equivalent” can partially

be rejected. There was a statistically significant difference in the perfor-

mance between Naive Bayes and RNN at the 95% confidence level, this

was, however, not the case for SVM and RNN. Thus, the null hypothesis

for Naive Bayes can be rejected with a failure to reject for SVM. Interest-

ingly, SVM did not outperform Naive Bayes to a statistically significant

degree. The results align well with those of (Barry 2017) where similar

trends are seen measuring accuracy and AUC with SVM outperforming

Naive Bayes and LSTM’s outperforming both. Although not comparing

against RNN LSTMs, (Pang, Lee, and Vaithyanathan 2002) measuring ac-

curacy, ”Naive Bayes tends to do the worst and SVMs tend to do the best,

although the differences aren’t very large”. For a high level vanilla com-

parison the results reflect the trends seen above and are visually clear in

Figure 5.
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Figure 5: Comparison of best performing models

Although the RNN has little variance and achieves the best performance

in F1-Scores across the sample, it does so at the expense of time. The

timings are taken on a laptop and represent the average end-to-end duration

for each model to run and produce results, so should only be seen as rough

order of magnitude timings. With that said, Table 15 indicates the average

time taken per model, in seconds, as well as the factor by how much longer

the models took relative to Naive Bayes e.g. SVM took 11 times longer.

Naive Bayes achieves an average F1-Score of 0.8555 in an average of 1.86

seconds. It takes RNN another 151 seconds approximately to add 5% to

Naive Bayes averaged F1-Score. This dataset is small and depending on

time, computational power available and the importance of F1-Score, each

model represents a trade off between time and F1-Score.
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Model
Average Run Time

(seconds)
Factor

NB TF-IDF 1.86 n/a

SVM Count Vectorizer 20.30 11

RNN 152.99 82

Table 15: Average run time of best performing models

5.4.2 Research Question 4: Limitations and Future Work

Although a high level comparison of traditional machine learning models

with each other and with the RNN, it’s evident multiple factors play a role

across all models. Naive Bayes and SVM’s have been touched on with re-

spect to N-Gram and Vectorizer, however, the RNN model achieved great

scores with very little in the way of parameter tuning. The vocabulary

and dimensions of the embedding layer were held constant throughout the

tests, as were the number of nodes in the LSTM layer. The training and

validation accuracy of the 4 layered RNN is seen in Figure 6 which suggests

increasing epochs beyond 5 for this dataset is probably not going to im-

prove F1-Score, if validation accuracy is a good reflection. Future work on

climate change tweets focused on deeper networks, stacking LSTM’s with

return sequences would be worth exploring further in addition to variations

at the embedding layer and nodes per LSTM layers to further enhance RNN

performance.
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Figure 6: Train and validation accuracy of 4 layered RNN model

6 Conclusion

The purpose of this research was to better understand how climate

change opinion varies around the world. This was explored by both opinion

and theme of opinion and it’s clear that both vary by geographic region.

Africa stands out as the most positive geographic region with very little

neutral or negative tweets. Europe follows in second place, also distinct

from other geographies. Americas and Asia are statistically different from

one another but both show similarities to Oceania with respect to opinion.

Asia has very little negative tweets but proportionally the highest number

of neutral tweets. Furthermore all geographies have statistically signifi-

cant differences in categories of tweets except for Europe and Asia which

are similar. Africa stands out for it’s high proportion of ”Water” related

tweets as well as low proportion of ”Energy” tweets. Oceania stands out

for it’s high proportion of ”Energy” and ”Environment” tweets. With all

this said, as this sample was taken over a five day period in March, 2020, it

is difficult to know if the trends seen in the data would hold over a longer

42



time frame. The additional time frame would also afford a larger sample

size, especially as the tweets are broken down by geography, opinion and

category. The larger sample size would also ensure larger ”buckets” by cell

to provide greater accuracy in statistical testing.

With respect to the machine learning models assessed, there is no statis-

tical significance in F1-Scores within Naive Bayes or Support Vector Ma-

chines with respect to the Word Vectorizer used. However, in comparing

the F1-Scores of traditional machine learning models against the Recur-

rent Neural Network, there is a statistically significant difference between

Naive Bayes and RNN but not between SVM and RNN. Furthermore, the

variance in the models reduced from Naive Bayes to SVM and again from

SVM to RNN. With that said, this variance was due to differing N-Grams

used, particularly effecting performance in Naive Bayes. Here an interest-

ing trend was seen which would be worth further exploration, Naive Bayes

performance improved in both hashing and TF-IDF Vectorizers in moving

from unigrams to trigrams. So although no statistical significance is seen in

word vectorizer between Naive Bayes and SVM, further work to understand

the optimum mix of N-Grams and word vectorizer would reduce variance

in the models for a better comparison.
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