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Abstract 
 

Recommender systems can be found nowadays in a variety of different domains and 
industries, its popularity depends on the proven exponenGal enhancement of streaming 
services and e-commerce businesses on recent Gmes. However, most of the recommender 
systems rely on the raGngs given by users to the items. The major challenge for using 
recommender systems in the banking industry is the absence of raGngs. It is very unlikely that 
a bank insGtuGon will ask customers to rate their products. To solve this problem, the 
research implemented a raGng algorithm that gives a weight depending on the number of 
transacGons and product usage from every customer of the dataset. Customer segmentaGon 
was used for targeGng the customers that were more prone to open and accept an investment 
from the banking insGtuGon. PyTorch helped to develop a Neural CollaboraGve Filtering 
model that was capable to predict the interacGon between the customer and future banking 
products. Finally, PySpark was used for the development of an ALS recommender system that 
generated banking products recommendaGons to the customers. This research contributes 
to future studies by experimenGng with mulGple recommender systems applied to the 
banking industry that will increase the value of customers and support decision making on 
implemenGng customer markeGng campaigns. 

 

Keywords Recommender system - Product - Banking - Machine Learning – PySpark - Deep 
Learning - Neural CollaboraGve Filtering – NCF - PyTorch - ALS - AlternaGng Least Squared 
Model 
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Chapter 1: Introduction 
 

The project starts with Chapter 1, where an introduction of the research is provided, with the 

background of principal concepts and explains in broader words the subject of study, the 

research aims and rationale are included. Continuing with Chapter 2 Literature Review, where 

different research materials are compared and analysed to contribute to the elaboration of 

the research question and shape the main objectives of this study. Followed by Chapter 3 

Research Methodology, includes Research Planning, Business Understanding, Data collection, 

Data Description and Data Pre-processing. Chapter 4 Apparatus, describes the technology 

used for the research. Subsequently, Chapter 5 Implementation and Results, includes the 

findings and experimentation of implementing different recommender systems approaches. 

Finally Chapter 6 Conclusion, contains the most relevant outcomes from the research and 

future work. 

 

1.1 Background  
 

A huge part of the recommender systems is based on improving the product sales by 

predicGng the right items for a determined user. This can be seen easily in the entertainment 

and streaming services, such as NeYlix, Disney Plus and  e-markets like Amazon and E-bay. 

This research will be driven by the aim of discovering the principal constraints and limitaGons 

for implemenGng a recommender system applied to the banking industry that will generate 

a recommendaGon product to their customers. Banking insGtuGons offers a wide range of 

products and services that includes credit cards, insurance, loans, investments, digital service 

products, debit cards and mortgage to name a few. (Oyebode and Orji, 2020). 

The research will be conducted on exploring investments, loans, credit, and debit card 

transacGons from customers for generaGng recommendaGons. In consequence, future 

markeGng campaigns can be tailored by the customer needs and increase the relaGonship 

between the banking insGtuGon and their customers. Machine Learning techniques will be 
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uGlized for experimentaGon. The first constraint of the study was the data sparsity and the 

lack of explicit raGngs from customers towards banking products.  

The customer preferences can be divided into explicit raGngs that are given by the customers 

to like or dislike a product and implicit raGngs that are not specified by the customer, instead 

it can be determined by the interacGon and behavior data such as (transacGons, purchases, 

deposits, etc.). Even though, collaboraGve recommenders  has proven to be one of the best 

soluGons in other areas, it may not be the case when it is used in the banking industry because 

of the scarcity of raGngs, it is very unlikely that a bank insGtuGon would ask their customers 

to rate their products, whereas in the entertainment and e-markets domains, this pracGce is 

highly prevalent. (Oyebode and Orji, 2020). 

The last issue that needs to be solved is the cold start problem. It can be defined in a simple 

manner as Confucius once said: “study your past to know your future”. Several studies had 

been conducted previously for finding a suitable soluGon. 

 

1.2 Research Aims  
 

The aim of this research is to observe and experiment different recommender systems. As 

well as understanding in depth the techniques used for making recommendations and 

furthermore, if its viable to implement one of these approaches to the banking industry. The 

following outcomes and objectives are intended to be focused on banking products. 

The expected outcomes from the research are: 

- Discover the principal constraints for a recommender system used on banking 

products. 

- Which recommender system has the best performance used on the banking industry. 

- How much impact does Deep Learning has in the recommender systems. 

The principal objectives are: 

- What elements and features are shared among  different recommender systems such 

as collaborative, content-based and hybrid recommenders. 

- To know how to clean and reshape data when there are not explicit ratings. 
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- Implement customer segmentation for recommending products. 

- Give an accurate product recommendation for a bank customer. 

 

1.3 Overview 
 

In this part of the study, important concepts will be defined for a better understanding of all 

the steps involved when developing recommender systems. In most of the research talking 

about recommender systems, it is very common to find concepts as “user” and “item” where 

user is the subject that interacts with the system and item is the object to interact with.  

Candidate Generation  

A common structure for recommendation systems includes the following parts: 

 

Figure 1 Candidate Generation Example 

 

The Figure 1 Candidate Generation Example above, states that candidate generation takes 

place where a selection of a smaller subset of candidates are extracted from a large corpus. 

Followed by scoring, the model gives a rank to the candidates and select the best ones to 

present them to the user. Lastly, re-ranking is when the system contemplates another 

constraint for the final ranking. 

 The first stage of a recommendation is where the system generates or suggest a set of 

relevant candidates given a determined query, we can divide them into the two most typical 

recommendation approaches: 
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Content-based filtering 

It refers as the similarity between items to recommend and items that are similar to what the 

user likes. For instance, if user A watches two skating videos, then the system can recommend 

skatepark tricks videos to that user.(Recommendations: What and Why? | Recommendation 

Systems, 2020). 

Collaborative-filtering 

Mainly refers as the similarities between queries and items simultaneously. In this case, if 

user A is similar to user B, and user B likes skating videos, then the system will recommend 

skating videos to user A. Even if user A has not seen any videos related to skates. 

Embedding Space 

This process can be described as the set of queries or items to recommend from a discrete 

set to a vector space. For better understanding, imagine a person watching a couple of movies 

on Netflix, therefore similar movies that are related to those movies are going to be close to 

each other in the embedding space 𝐸	 = 	ℝ𝑑. Under this circumstances, it can be measure 

how close they are between them with the similarity measures.(Recommendations: What and 

Why? | Recommendation Systems, 2020). 

 

Similarity Measures 

This concept is known as a pair of embeddings that returns a scalar, measuring how akin they 

are. The function can be expressed as: 𝑠 ∶ 𝐸	 × 	𝐸	 → 	ℝ  this is used for candidate generation 

given a query q ∈ 𝐸, therefore the system looks for item embeddings 𝑥	 ∈ 𝐸	that are close to 

q, that is define as the embeddings that are the most similar 𝑠	(𝑞, 𝑥). (Recommendations: 

What and Why? | Recommendation Systems, 2020). The most used techniques that help to 

measure the degrees of similarity in the recommendation systems are: 

Cosine 

The angle between two vectors. 𝑠(𝑞, 𝑥) = cos(𝑞, 𝑥). 
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Dot Product 

The dot product of two vectors. 𝑠(𝑞, 𝑥) = 	 〈𝑞, 𝑥〉 = 	∑ 𝑞𝑖	𝑥𝑖!
"#$ . 

Also given by 𝑠(𝑞, 𝑥) = 	 ‖𝑥‖	‖𝑞‖ cos(𝑞, 𝑥). 

If the embeddings are normalized, the dot product and cosine coincide. 

Euclidean Distance 

The usual distance in Euclidean space. 𝑠(𝑞, 𝑥) = 	 ‖𝑞 − 𝑥‖ = 	 9∑ (𝑞"!
"#$ −		𝑥")%:!" where a 

small distance indicates a higher similarity. It is important to point out that when we 

normalized the embeddings, the squared Euclidean distance will coincide with the dot 

product and cosine. Therefore, we can express this as: $
%
	‖𝑞 − 𝑥‖%	 = 1 − 〈𝑞, 𝑥〉.	   

 

 

Figure 2 Similarity Measures Example 

 

Content-based Filtering 

This type of model recommends items that are similar to what the user explicitly liked 

previously. To achieve this, similarity measures needs to be defined such as dot product, so 

the model can score each candidate with this metric. (Recommendations: What and Why? | 

Recommendation Systems, 2020). 
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Advantages: It does not need data from other users, because the recommendations are 

specific to the user. Therefore, it is easy to scale into larger numbers of users. 

Disadvantages: It requires a very good domain knowledge in order to work properly. The 

model can only make recommendations based on the interests of the 

user.(Recommendations: What and Why? | Recommendation Systems, 2020). 

 

Figure 3 Content Based-Filtering Example 

 

Collaborative Filtering   

The model uses similarities between users and items at the same time to give 

recommendations. It can solve some problems that are present by using content-based 

models.(Recommendations: What and Why? | Recommendation Systems, 2020). For a better 

comprehension, consider a music recommendation example, where the training data consist 

of a rating matrix. As a result, rows are the users and columns represent the items. The 

feedback of songs will contain two categories: Explicit feedback, where the user specifically 

rated the song. However, if the model detects the number of times a user played a particular 

song, it will infer that the user is interested and generate an implicit feedback. 
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When the user goes to the homepage, the system will recommend songs based on the 

similarity to other songs that the user liked in the past and songs that similar users 

liked.(Recommendations: What and Why? | Recommendation Systems, 2020). 

Advantages: There is no need for domain knowledge, the model learn the embeddings 

automatically. It also can discover new interest among the users. 

Disadvantages: Predictions for a user-item pair is given by the dot product of the 

correspondent embeddings. In other words, if the model missed and item during the training 

process, the system would not be able to create and embedding for it, and therefore, won’t 

be able to query the model with this item. This problem is referred as the cold-start 

problem.(Recommendations: What and Why? | Recommendation Systems, 2020). 

 

Figure 4 Collaborative Filtering Example 

 

Matrix Factorization 

This process is used as an embedding model such as matrix A ∈ 𝑅'() where m is the number 

of users (queries) and n the number of items.(Recommendations: What and Why? | 

Recommendation Systems, 2020). 

• A user embedding matrix 𝑈	 ∈ 	ℝ'(!  

• An item embedding matrix 𝑉	 ∈ 	ℝ)(!  
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Figure 5 Matrix Factorization Example 

 

Demographic-based filtering 

The model can find categories among the users based on demographic classes and different 

attributes. One of the most significant advantages about a demographic approach is that it 

does not need previous data of user’s ratings as in the collaborative and content-based 

models. 

Hybrid Recommenders 

The result for combining two or more recommender models will generate a hybrid model that 

could give a solution to problems where other systems previously failed. It is one of the most 

used recommender systems because it merges the advantages of the other models and 

reduce the disadvantages of them. 

Deep Neural Network Models 

These types of models (DNNs) are used to solve the limitations that matrix factorization has 

when learning embeddings.(Recommendations: What and Why? | Recommendation Systems, 

2020) Some of them are:  

• Difficult to use it for side features, in other words, any features beyond the query or 

item. The model only can query a user or item that is present in the training set. 

• Quality of the recommendations, where popular items are suggested for everyone, a 

better practice is to capture specific interests from the user. 
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DNNs can include queries and items features that are able to capture the individual interest 

of every user.(Recommendations: What and Why? | Recommendation Systems, 2020). 

The advantages and disadvantages against DNNs models and matrix factorization can be 

resumed as: 

• Matrix factorization are the best choice for larger corpus, because it is relatively simple 

to scale and cheaper to query. 

• DNNs are the best choice for capturing personalized preferences and scoring because 

they can use more features. The downside is that they are expensive to query and 

difficult to train. 

The present research was conducted by gathering the most relevant papers and studies from 

recommender systems, followed by extracting the key concepts and ideas in order to further 

understand the ecosystem inside recommender systems. Also, different datasets were used 

to experiment with various types of data applied to banking products, focused on the number 

of transactions per customers for generate ratings. 

 

1.4 Rationale 
 

This case study is meant to contribute to existing papers and reports about recommendation 

systems applied to other markets than commerce and entertainment. Most of the previous 

studies are related to the streaming services, such as movies, music, books, and so on. Very 

few studies had been documented when recommender systems are used in the banking 

industry and even less when they are combined with deep learning and neural networks 

techniques which lead the study to the research question in the next subchapter. 
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1.5 Research Question 
 

Which type of recommender system would be the best approach for product sales in the 

banking industry?    

Sub questions:  

Which are the best practices for tackling the cold-start problem? 

How to create a customer profile for product recommendation using the recommender 

system? 

How to deal with implicit ratings and sparsity of data? 

Which are the main constraints for banking recommender systems? 

Which is the future of recommender systems? 

 

The present research will try to give an answer to the previous questions by a conducted 

experimentation using python and machine learning models to extract the most relevant 

information and discuss the results.  
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Chapter 2: Literature Review 
 

2.1 Literature Introduction 
 

In this section, the project will discuss previous studies that were conducted on recommender 

systems. The present work overviews the application of these models in a variety of financial 

domains. Also, this study explores some of the challenges involved in previous research and 

review the key advantages of introducing recommender systems into the banking industry. 

The literature review is divided in the subsequent titles: Recommender Systems, Principal 

Constraints for Recommender Systems, Explicit and Implicit Ratings, Principal Constraints for 

Explicit and Implicit Ratings, Recommender Systems in the Banking Industry and Conclusion. 

 

2.2 Recommender Systems 
 

Recommender systems appeared in the 1900s, but the world paid attention to them until a 

streaming platform named Netflix, launch a prize for optimizing their model. In comparison 

to the common areas where we find recommender systems such as movies, books or music, 

the financial products require a greater commitment from the user, also the users are 

expected to be more careful about their personal data, causing a more complex challenge for 

personalization methods. The result of these privacy concerns in the banking industry 

provokes a significant loss of personal and transactional metadata, which causes user cold-

start problem for recommender systems. (Zibriczky, 2016). The problem that surged from 

recommender systems applied to the entertainment industry was that most of the future 

research were conducted solely on explicit ratings, leaving aside the implicit ratings and other 

research areas. 

Recommender systems can be classified into collaborative filtering (CF) and content-based 

filtering (CB). CF uses the previous interactions of the users to find the ones that are similar 

to each other (neighbors). The items that are presented to the user are based on their similar 

neighbors. CB works on studying the similarities of the items that the user already prefers to 
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give recommendations. Recommender systems that take advantage of both methods are 

considered hybrids. (Lerche, 2016). 

Collaborative Filtering models can be implemented to different domains because it only 

requires interactions to work. Its quality relies on the sparsity of data and the novelty of items 

(cold-start problem); moreover, it is difficult to explain the output of CF algorithms, which is 

a huge downside for the banking industry.(Zibriczky, 2016). The main advantages when 

compared against Content-Based filtering are items that no content is available can still be 

recommended to users because of the ratings of other users. Recommendations are based 

on the quality of items reviewed by experts, rather than content based that might be a wrong 

indicator of quality.(Ricci et al., 2011). 

Content-Based Filtering requires metadata and the individual interaction from the users. This 

type of system can get along with the cold start problem and the output given is easy to 

understand, but the model will depend directly on the quality of metadata and are less 

accurate than CF. (Zibriczky, 2016).The advantages when compared against collaborative 

filtering are the user independence when a user profile is created from the ratings given by 

the user, rather than ratings from other users in order to find the most similar users that have 

similar tastes. Also, the transparency on how the recommender system works in comparison 

to CF that are less cleared about giving a reason for an item recommendation. Lastly CB are 

capable of recommend items that are not yet rated by any user.(Ricci et al., 2011). 

Hybrid methods is the combination of more than two approaches. This type of systems takes 

the strengths of the other models and reduce their limitations. (Zibriczky, 2016). 

Deep Learning has proved great success in different areas from image recognition to natural 

language processing. Big companies like YouTube or Amazon are taking advantage of this 

approach. The first recommenders were based on techniques like matrix factorization and 

clustering algorithms, but due to the increase of data that is available nowadays, deep 

learning has taking the lead. 
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It is relevant to mention some of the most important reasons for implementing recommender 

systems: 

• Increase the number of items sold. The principal objective for a commercial 

recommender system is to present the items that are likely to suit the user needs. 

• Sell more diverse items. Another relevant function of recommender systems is to 

show the user items that might be difficult to find. A clear example is when YouTube 

suggest a certain type of videos to a user. 

• Increase the user satisfaction. A good recommender system can enhance the user 

experience with the site or application. This will cause the acceptance of the 

recommendations given and it will increase the system usage.(Ricci et al., 2011) 

• Increase user fidelity. The longer the user interacts with the system, the more accurate 

the model becomes. The user will feel more comfortable every time he or she enters 

the application. 

• Better understand of what the user wants. This feature can be achieved with the 

description of the user preferences collected by the system.(Ricci et al., 2011). 

 

2.3 Principal Constraints for Recommender Systems 
 

Scalability. A major problem is to discover how to embed the recommender techniques in real 

operational systems and how to manage the massive amount of data from the interactions 

of users with the items.  

Privacy. Recommender systems rely on the user data to give personalized recommendations; 

therefore, a better system needs to collect as much of the user’s data as possible. This can 

provoke that the users may think that the system knows too much about them.  

Time Value. This issue refers to the amount of time that items can be recommended, for 

example in a news website where news are the items, the user want to be given the most 

relevant news every day.(Ricci et al., 2011). 
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2.4 Explicit and Implicit Rating 
 

Explicit ratings are generated when users give a rating to an item for instance the popular like 

and dislike buttons that are implemented on Facebook and YouTube. 

Implicit ratings are more challenging to understand, it has all different types of user 

interactions that are not intended to provide ratings to the system, instead, these interactions 

can be studied and infer positive or negative ratings. (Zibriczky, 2016). 

The distinction between explicit and implicit ratings cannot be classified as a Boolean 

categorization, also is not always depicted in a consistent manner in previous studies 

literature. 

 

2.5 Principal Constraints for Explicit and Implicit Rating 
 

Transparency. It is easier for the user to comprehend the reasons for rating an item when 

explicit ratings are available. Implicit ratings are more challenging to interpret for the user. 

These problems can be expressed better with the following example. A recommender system 

presents a recommendation to the user and justify the given choice by putting “because you 

rated song B with 5 stars”. On the other hand if the given choice is justify by “because you 

listened song B”, in this last scenario the user might not have liked song B at all. (Lerche, 

2016). 

Lack of Negative Signals. There are no negative ratings for implicit ratings. The system can 

only learn the positive interactions between the users and the items. (Lerche, 2016). 

Abundance of Data. It can be difficult to implement machine learning models on large 

platforms and datasets, even more when there are no explicit ratings available. The 

computation of data points to be processed for giving ratings like the particular transaction 

of a determined user, increase the problem even more. It is not always easy to decide which 

of the multiple signals are the best ones to consider in the recommendation system. (Lerche, 

2016). 
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2.6 Recommender Systems in the Banking Industry 
 

Even though numerous research papers are available for recommender systems, it is very 

unusual to find studies about recommender systems for the banking industry. With the fast 

growth of information technology, the banking industry changed radically in the last decade. 

A clear example is the online banking development and mobile banking applications.  

Yahyapour and Asosheh conducted a study for Iranian banks about the adoption of 

recommender systems using Technology Acceptance Model. The results from their 

questionnaire, discovered the latent necessity for introduce these kinds of systems in the 

banking industry. (Zibriczky, 2016). 

Another research taken by Gallego and Huescas and Vico and Huescas was focused on 

exploiting the value of contextual information of transactional data. They developed their 

model based on the credit card and geolocation data for generating personalized 

recommendations by using a clustering based method. (Zibriczky, 2016). 

While Felfernig preferred a knowledge-based recommender system because of the flexibility 

for applying it to various banking products. He chose this approach over the common 

recommender systems such as collaborative and content-based filtering, because they were 

most efficient in multi-criteria based financial decisions. (Felfernig and Burke, 2008). 

Zhao developed a demographic-based recommender that utilized data from tweets to infer 

the purchases intention of the users and extract demographic information to detect the target 

customer from online reviews. This approach showed the importance of using demographics 

data for generating personalized recommendations, it is more suitable to areas like e-

commerce rather than banking. (Zhao et al., 2014). 

Mitra studied the insurance domain and used a hybrid recommender that combined CF and 

CB approaches to recommend insurance policies to the users. The system gives the 

recommendation based on the type of insurance product; the problem is that it may not be a 

good idea to implement this technique for banking products because it depends on explicit 

ratings from the user that are unavailable in banking. (Mitra, Chaudhari and Patwardhan, 

2014). 
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2.7 Conclusion 
 

For giving personalized recommendations, the system needs to contain information about 

the user, which will lead the system to the creation of the user profile that will have previous 

interactions from the user with the system. For example, the number of clicks on a website, 

the ratings given to items or number of watched videos. For instance, CF is used in different 

areas where the product itself is well defined, but it fails with complex recommender 

problems. Therefore, hybrid recommenders that combined CF and CB have more relevance. 

Most of the research conducted before are focused on the entertainment industries and e-

commerce markets like Amazon, or Netflix, therefore, explicit ratings were easily found and 

the rule of thumb in the past for recommender systems. Nowadays, with the implementation 

of tracking devices, mobile phones and the Internet of Things, implicit ratings will be the 

future of recommender systems, because a huge amount of information is available from 

different sources rather than just relying on explicit ratings. 

As recommender systems increase in popularity and demand, the interest of implementing 

them into new applications and markets grows as well. It can be seen from the previous pages 

that recommender systems are expanding in many and diverse directions and moreover new 

areas of study are emerging for further investigation. (Ricci et al., 2011). 

Considering the use of recommender systems in the banking industry, it may be too 

challenging to implement them at the moment because of the lack of explicit ratings from the 

customers and data privacy issues. A question to think about might be if the customer would 

feel overwhelmed by the recommender system and become untrusty towards the bank 

institution.  
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Chapter 3 : Research Methodology 
 

3.1 Research Planning 
 

This section includes the methodology that shaped the process to follow for the intention of 

the research objectives. The main objective is to implement a recommender system for a 

banking institution, using machine learning techniques for increasing the effectiveness of 

targeting a determined product to the right customer. Several models across different python 

libraries were utilized for experimentation; the most relevant models are included in the next 

sections. 

 

3.2 Business Understanding 
 

Banking institutions are investing in new technologies for targeting their customers more 

effectively. The best practice to achieve this is a better understanding of the customer needs. 

The main constraint is the lack of ratings among banking products, but a proposed solution is 

using recommenders systems to segment and study the transactions of the customers for 

generating implicit ratings and offer the best possible product for the customer. A good 

recommender system will increment the customer value and moreover support the decision 

of generating a marketing campaigns tailored specifically for a customer segment.  

 

3.3 Data Collection 
 

The majority of the collected data was unstructured and taken from a secondary data 

collection, the reason for this was that generally, banking institutions have strong measures 

for data privacy and protection. Primary data collection from a banking institution is almost 

unreachable because of the previous statement. The other challenge to consider for primary 

data collection was the recent pandemic that took the world by surprised and the multiple 

restrictions that were implemented across the country. 
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The datasets for the research were gather from UCI Machine Learning Repositary and 

data.world. Both of these datasets contains historical transactions and different attributes 

from customers that will be explored in detail in the next sections. 

 

3.4 Data Description 
 

The first dataset from UCI Machine Learning Repositary attributes are described as follows: 

Customer Data: 

• age: (numeric)  

• job: (categorical). The type of job for every customer (admin, blue-collar, 

entrepreneur, housemaid, management, retired, self-employed, services, student, 

technician, unemployed, unknown). 

• marital: (categorical). Marital status of the customer(divorced, married, single, 

unknown). 

• education: (categorical). Education of the customer(primary, secondary, tertiary, 

unknown). 

• default: (categorical). If the customer has credit in default(yes, no, unknown). 

• housing: (categorical). If the customer has mortgage(yes, no, unknown). 

• loan: (categorical). If the customer has a personal loan(yes, no, unknown). 

• balance: The balance of the customer. 

Last contact of the current marketing campaign: 

• contact: (categorical). The type of contact communication(cellular, telephone). 

• month: (categorical). The last contact month of the year(jan, feb, mar,…nov, dec). 

• day: (categorical). The last contact day of the week(mon, tue, wed, thu, fri). 

• duration: (numeric). The last contact duration in seconds.  

Other attributes: 

• campaign: (numeric). The number of contacts performed during the current 

campaign. 
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• pdays: (numeric). The number of days that passed by after the customer was last 

contacted. 

• previous: (numeric). The number of contacts before this campaign and for this 

customer. 

• poutcome: (categorical) : The result of the previous marketing campaign(failure, 

nonexistent, success). 

Output variable:  

• y: (binary). If the client accepted the product, in this case an investment(yes,no). 

 

3.5 Data Description of the Second Dataset 
 

The dataset collected from data.world and created by Liz Petrocelli  is described as follows: 

• client_id: (numerical). The customer unique identifier. 

• account_id: (numerical). The account number of the customer. 

• sex: (numerical). The gender of the customer. 

• age: (numerical). The age of the customer. 

• city: (categorical). The city where the customer lives. 

• state: (categorical). The state where the customer lives. 

• zipcode: (categorical). The zip code from the city of the customer. 

• frequency: (categorical). Frequency of the deposits of the customers. 

• loan_id: (numerical). The unique loan identifier. 

• amount: (numerical). The amount of the loan from a customer. 

• duration: (numerical). The duration of the loan. 

• purpose: (categorical). The purpose of the loan. 

• deposit: (numerical). The deposits to pay the loan. 

• description: (categorical). The description of the deposit. 

• trans_id: (numerical). The unique transaction identifier. 

• type: (categorical). The type of operation. 

• operation: (categorical). The type of operation. 

• fulldate: (datetype). The date of the transaction. 
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3.6 Data Pre Processing  
 

Data cleaning is the process of getting the data prepared for the specific problem that needs 

to be solved. It also includes the preparation for machine learning algorithms and perform 

further analysis. Most of the datasets are untidy with a great amount of inconsistency among 

the variables and containing spelling mistakes, incorrect data types, duplicate values and 

missing values. It is imperative to not underestimate this step because, it could compromise 

the entire analysis procedure.  

3.6.1 Data Consistency. 
 

When a new dataset is loaded, the first step is to check the data types of the columns by using 

.dtypes() attribute or the .info() attribute. Another crucial step is to have data consistency, 

most of the times the attributes and columns contains spaces or capitalisation in one column 

and not in the others. In the same way, an easy approach to solve this are the method of 

.upper() and .lower(). For removing the spaces the attribute of .strip() is useful. 

3.6.2 Missing Data. 
 

Dealing with missing data is one of the most relevant data cleaning constraints. It can be 

represented as NA or NaN, but also can be 0 or another arbitrary chosen value. Depending of 

the purpose of the study, the missing values can be dropped, imputed with the average of 

other statistical value or replacing with another choice. 

3.6.3 Feature Scaling. 
 

Feature scaling refers to the method of scaling the values of the features to have the same 

values. On the one hand, normalization scaled features that are converted to values between 

0 and also retain their proportional range among them. On the other hand, standardization is 

the process of transforming the values to have the same mean (0) and standard deviation of 

(1). 
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3.6.4 Encoding Categorical Data. 
 

Machine learning models understand numerical features rather than text attributes for 

performing calculations, with LabelEncoder, as far as is concerned, categorical features can 

be transformed into numerical values and therefore been interpreted by the chosen model. 

 

3.6.5 Train-Test-Split. 
 

After data cleaning and preparation, the dataset needs to be divided into train and test sets, 

a rule of thumb that gives good results is to splitting the data into 80:20 ratio, where the 80% 

of the data is used for training the model and the 20% is used for the test set. 

 

3.6.6 Spark Schemas. 
 

Spark provides a built-in function for validating the datasets with schemas, this is a primary 

step for data cleaning inside the PySpark environment. A schema defines and validate the 

number and types of columns for a given dataframe. It can contain different types of values 

such as integers, floats, dates, strings and arrays. Spark can deal with large quantities of data 

within a single framework. Creating a defined schema helps with the data quality and import 

performance. (Learn R, Python & Data Science Online | DataCamp). 
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Chapter 4: Apparatus 
 

4.1 Jupyter Notebook 
 

The jupyter notebook is an open-source web application that help the user to share and 

create documents that contain code, equations, visualisations and also narrative text. It is 

popular for data manipulation, such as data cleaning and transformation, statistical 

modelling, machine learning and so on. It supports over 40 programming languages, including 

Python, the one used for this research. (Project Jupyter). 

 

4.2 Python 
 

Python is a high-level programming language and open source, which means that it is free to 

use. It can run on different systems like Windows, Mac, Unix, etc. Python is considered a 

scripting language. It is design to be easily readable and frequently uses English keywords 

rather than punctuation used in other programming languages. Some of the most relevant 

features are:(Welcome to Python.org). 

• Python is Interpreted. Python is processed at runtime by the interpreter, therefore 

the necessity of compiling the program before executing it is not necessary. 

• Python is Interactive. It supports object-oriented style for encapsulate codes within 

objects. 

• Python is a Beginner’s Language. It is great for beginners and enrich the development 

of a variety of applications from simple text processing to advance models. 

• Python is Portable. It can run in different platforms keeping the same interface. 

• Python Support Databases. It its compatible with all major commercial databases. 
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4.3 PySpark 
 

Apache Spark is an open-source cluster-computing framework that its main purpose is 

operating fast and fairly straightforward to use. It ensures data processing more efficiently 

and supports different programming languages. PySpark is the collaboration between Apache 

Spark and Python. It merges the simplicity of Python with the computational power of Apache 

Spark to handle big data. The first step for using Spark in Python is connecting to a cluster. 

In real practice, the cluster will be hosted on a remote machine that is connected to all the 

nodes. The master, refers as one computer that have the control over the data for splitting 

and perform computations. The other computers that are connected to the master are called 

the workers.(‘PySpark Programming | What is PySpark? | Introduction To PySpark’, 2018). 

 

4.4 PyTorch 
 

PyTorch is a machine learning library from Python that was developed by the artificial 

intelligence team from Facebook. It works by recording in detail the operations that are 

performed and simplify the gradients. If users want to create a custom model, they can use 

the PyTorch nn.module that allows them to implement different types of layers like 

convolutional layes, recurrent layers etc. The process of creating a PyTorch neural network 

consist on the next steps:(PyTorch, 2019) 

• Prepare train and test data 

• Implement a dataset object to serve up the data in batches 

• Design the neural network 

• Train the neural network 

• Evaluate the model 

• Save and use the model to make predictions 
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Chapter 5 : Implementation and Results 
 

In this chapter the implementation and results will be stated by using two different datasets, 

starting with the dataset from UCI Machine Learning Repository  and secondly the Data 

Transactions dataset from data.world.  

The first dataset helped to understand in depth the different customers attributes and 

behaviour. In order to achieve this, several techniques were used for customer segmentation 

and determined clusters among them. The final goal for this experimentation was to predict 

if a determined customer was more prone to accept an investment product from a particular 

segment.  

 

5.1 EDA of Machine Learning Repository Dataset 
 

For the first exploratory analysis of the dataset, a descriptive statistics method is 

implemented, where was discovered the average age that is 41 years old, with the minimum 

being 18 and the maximum 95. There is no more relevant information to extract from here, 

because most of the attributes of the dataset are categorical values. While looking for null 

values it was conclude that this dataset had no missing values which is fairly uncommon in 

most of the datasets. 

 

5.1.1 Occupation against Management 
 

The occupation attribute revealed that the management occupation is the most popular in 

the dataset, also the most elder customers and the retirees from management had the 

greatest balance in their accounts. 
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Figure 6 Job and Deposit Chart 

 

5.1.2 Campaign Duration against Investments 
 

In regard of the campaign duration, it was found a relevant correlation between investments 

and duration. 77% of the customers that were above the average campaign duration (374.76) 

opened and investment, therefore it its worth notice to target customers with this 

characteristic. 
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Figure 7 The Impact of Duration for Investments 

 

 

5.1.3 Stratified Sampling 
 

Stratified sampling is a technique used in classification and regression models for preventing 

overfitting when combined with cross validation. For this is necessary to split the data into 

train and test sets with a stratified shuffle. Consequently, categorical features need to be 

encoded, using one hot encoding, standardscaler and pipelines from sklearn preprocessing. 

After feeding the models with the transformed dataset, all the models performed  around 

84% of accuracy.  
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Figure 8 CrossVal Scores 

From the previous experimentation, the classifiers predict an 84% accuracy for a potential 

customer that will commit to an investment. The most important findings are targeting 

customers above the average duration, a marketing campaign focused on this customer 

segmentation would be very successful. Another finding worth to mention is the customers 

that are retired, or studying are more likely to open an investment, rather than other 

segments. 

 

5.2 EDA of Bank Transactions Data  
 

The dataset collected from data.world and created by Liz Petrocelli is stitched with several 

transactions and products from different real bank institutions. It contains accounts linked by 

identifiers, geospatial data, addresses, zip codes, loans, transactions, and date. Different 

models and techniques were utilised for implementing a recommender system throughout 

the study where some of them were unsuccessful, because of the lack of explicit ratings across 

the dataset. In the upcoming sections, the results for the experimentations are discussed in 

depth. 
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5.2.1 Data Exploration. 
 

The first step for the exploration with this dataset was selecting the most relevant attributes 

for building a recommender system. Out of all this attributes, we extract the following 

attributes: account_id, trans_id, type, operation, amount, and fulldate. 

An exploratory analysis revealed that cash withdrawal operation was the most popular 

transaction with a total of 434,918 and the time range from the transactions comprehend 5 

years giving a total amount of transactions of 873, 206. The minimum number of transactions 

per customer was 9, the mean was 255 and the maximum number was 594 transactions. 

 

5.2.2 Ratings. 
 

The most challenging part and time consuming of this experiment was to generate implicit 

ratings out of the number of previous transactions per customer. To achieve this, the number 

of transactions and type of operation per customer for a determined time was giving a weight, 

where 5 is the highest rating and 1 being the lowest.  

 

 

Figure 9 Count of Total Ratings 
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Now that the dataset has ratings, the minimum ratings per transactions were 8036, the 

average ratings were 1746 and the minimum ratings from a user were 9 with the average 

being 194. 

 

5.2.3 Data Transformation. 
 

Traditionally, recommender systems are based on methods such as KNN, matrix factorization 

and clustering algorithms. Deep learning is taking the place of more of these approaches in 

different areas. This research implemented a deep learning model approach to observe the 

results for using it in the banking industry. 

In order to reduce the memory of the system and computational time, the dataset will be 

randomly select (30%) from the original dataset. There are 815,737 rows of data from 8,496 

users. Each row of the dataset is linked to a product ranking made by a single customer. 

 

5.2.4 Train-Test-Split. 
 

Fulldate column will be used for implement the train-test-split by the leave-one-out 

approach. For every customer the most recent rating is used for the test set and the rest will 

be used for the training set. The experiment is to convert the dataset into an implicit rating 

dataset, for this, the ratings were binarized to “1” .This value represents that the customer 

has interacted with the product. The aim is trying to predict if the customer will interact with 

the banking product, rather than predict a rating for them. After transforming the data, the 

problem that we have now is that every sample is now positive. Therefore, negative samples 

are required also to train the model. It might be incorrect to assume that a customer is not 

interested in a product because there is no previous interaction among them, but for practice 

it usually works rather good. A ratio of 4:1 negative samples was chosen for generate negative 

samples. After this data pre-processing, we need to define a PyTorch dataset for ease of 

training. 

 



32 
 

5.2.5 Neural Collaborative Filtering. 
 

The model that was used for conducting this research is the Neural Collaborative Filtering 

(NCF). Before we continue, it is important to remember the embedding definition. A 

dimensional space that represents the relationship of vectors from higher dimensions. We 

can use an arbitrary number of dimensions to represent our customers, but the larger the 

number, the more complex, for this study 8 dimensions were used. For learning the weights 

of the embedding layers, collaborative filtering was the solution to find similar customers and 

products, creating customers and products embeddings learned from existing ratings. 

 

Figure 10 Model Architecture 

 

The inputs of the model are the customers and products transformed with one-hot encoded, 

the embedded customer and product vector are joint before going across the fully connected 

layers. After the Sigmoid function was applied for obtaining the most probable class. The NCF 

model was trained with 5 epochs using PyTorch Lightning. 
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5.2.6 Model Evaluation. 
 

The aim for this recommender was to capture the interaction from the customer with the 

product. It is not necessary for the customer to interact with every product, but only to 

interact with at least one product to succeed in the recommendation. This evaluation method 

is known as the hit ratio @ 10. It works by randomly select 99 products that the customer has 

not interacted with and combine them with the test product, therefore 100 products are 

selected. Then, the top 10 products from the 100 set are selected and if the test set product 

is among these 10 products is a hit. The Hit Ratio from this model was 0.12, that means 12% 

of the customers were recommended the product that they eventually interacted with. 

 

5.2.7 Alternating Least Square model. 
 

The other experiment was performed using PySpark for implementing an Alternating Least 

Square model (ALS). This algorithm can recommend products to the customer even if they 

have not interacted with those products in the past. To explain this, think about a person on 

Netflix or YouTube looking for a video or movie to watch. ALS will compare your preferences 

with the users that are similar to you and rated the same content as you did, then compared 

which videos or movies you have not watched yet and the users that are similar to you did. 

As an example, if you have not watched Batman but you rated positive a Spider Man movie 

and the most similar users to you rated positively Batman, ALS will recommend you the 

Batman movie and more important, it is highly probable that you will enjoy it. There is no 

surprise about why the big companies are taking advantage of this powerful technique, it is 

fairly common to find phrases like “Because you rated that movie, we think you will like this 

movie” or “Users like you also watched this movie.” According to previous research, more 

than 75% of the movies that customers watched on Netflix came from the recommendation 

of the algorithm. 
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5.2.8 Matrix Multiplication. 
 

Matrix multiplication is crucial in the ALS algorithm, for example if there are two squared 

matrices, we need to make pairs of the values from both matrices and add the product of 

those pairs. It starts at the very top on the left corner of each matrix, creating pairs moving to 

the right on the first matrix and moving down on the second matrix. The final sum or result is 

the number that will be put on the final matrix. It is relevant to mention that the number of 

columns of the first matrix need to match with the number of rows of the second matrix. 

 

 

Figure 11 Matrix Multiplication 

 

    

5.2.9 Matrix Factorization. 
 

Matrix factorization is the opposite of matrix multiplication, It works by dividing the matrix 

into two or more and then multiplied together to represent an accurate approximation of the 

original matrix. ALS performs a factorization process called the non-negative matrix 

factorization. The model that we used  to perform this experiment returned only positive 

values. 
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It is relevant to notice that in some cases the dimensions of the matrices will not match 

completely, but have a different number of columns or a different number of rows. This 

unmatched dimensions receive the name of the rank or latent features. This technique is used 

to solve the problem of data sparsity for filling the blanks inside the matrix. (Learn R, Python 

& Data Science Online | DataCamp). 

 

Figure 12 Matrix Factorization 

5.2.10 Data Sparsity. 
 

The .show() and .columns() methods are used for understanding better the context of the 

dataset, after we need to compute how sparse our data is. Sparsity refers to the concept of 

measuring how empty and what percentage of the matrix is empty. By doing this, we need to 

count the number of the ratings and the number of unique users, then multiply the number 

of users and transactions, divide them and subtract the result from 1. 

 

5.2.11 Group By. 
 

The .distinct() method is useful to return the unique values of a column, for instance the 

number of unique operations in a table. GroupBy works by organising the data with the 

unique values of a target column and output subtotals of those unique values. Filter method 

is a powerful approach of analysing the dataset, which allows us to subset the data that we 

specifically need to observe. 
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5.2.12 Data Preparation. 
 

The data preparation for using the ALS model in Spark needs to be reshaped and modified, 

the first step is to print the schema and discover the different attributes and data types. We 

then, need to convert the data types of userId and transId columns to integers. In order to 

achieve this, we need to extract the unique values from the userId and transId and assign a 

unique integer value to each id. This can be done easily with the technique called 

monotonically increasing ID. 

ALS require that the dataset needs to be converted into a row-based format. Therefore, the 

data is the same, but the first column will contain the userId, column 2, the feature names 

and column 3 the value of that feature for that user.  

 

5.2.13 Parameters and Hyperparameters. 
 

The parameters and hyperparameters of ALS helped to generate the best accurate 

predictions. To understand them better, a definition of them might be useful. The column 

names indicate spark which columns have the values of the userId, transId and ratings.  

The first hyperparameter is the rank, where we can choose the number of latent features in 

our model. Cross-validation helped to find the best value for the rank.  

The MaxIter operates as telling the model how many times needs to iterate forwards and 

backwards between the factor matrices. The downside is the more iterations you perform, 

the more time consuming will be to complete them, and the fewer iterations could provoke 

a great amount of error.  

The RegParam can be found in several machine learning models, where lambda is added to 

an error metric to prevent overfitting in the training set. Alpha is only useful for implicit 

ratings. Non-negative is set to True for returning just positive values.  

The coldStartStrategy is set with the “drop” option to indicate the model that it needs to focus 

on users that have ratings in training and test sets. Impicit preferences can be tuned by setting 

the argument to True or False and finally fit and transform the data to perform the 

predictions. 
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After building and fitting the model to the data, the next step is to evaluate the model 

performance. We can do this by using an evaluator, the regressionEvaluator, which calculates 

the RMSE will be used for the purpose of this test. 

 

5.2.14 ParamGridBuilder. 
 

In order to enhance the performance of our model and discover the best possible 

combinations of parameters and hyperparameters, these tools are very powerful. 

ParamGridBuilder operates by telling the model the values you want it to try. We need to 

import it from the package with the same name and instantiate it after. We call the 

param_grid() method and add each hypeparameter with .addGrid(). Now that we finished to 

fill the hyperparameters the last step is calling .build() to complete the process. 

 

Figure 13 ParamGridBuilder Example 

 

5.2.15 CrossValidator. 
 

This function works by fitting the model to different portions of the training set called the 

folds, followed by giving predictions for each portion of the dataset to observe their 

performance. For taking advantage of this method, we first need to import the package with 

the same name and instantiate it. Next, indicating to use the model as an estimator with the 

estimator argument, we need to set the estimatorParamMaps that will be equal to our 

param_grid() that we previously built. Finally, the name given to our evaluator will be the 

same “evaluator” and setting the numFolds argument to 5. 
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Figure 14 CrossValidator Example 

 

5.2.16 Best Model. 
 

This method can be done after Spark finished to iterated over all the possible combinations 

that we specified before. The model that performs better than the others is called the best 

model. 

 

 

Figure 15 Best Model Example 

 

The best parameters and metrics results given from the best model were Rank = 10, MaxIter 

= 10 and Reg Param= 0.01. Therefore, the next table contains the results from our Spark ALS 

model, where rating column is the actual rating from the customer and prediction is the 

output of the model. The RMSE gave us the result of 0.0591, that can be interpreted as 0.05% 

above or below the actual value. 

 



39 
 

 

 

Figure 16 ALS Predictions Results 

 

Root mean squared error worked by subtracting the actual values against the prediction and 

squared the differences to output positive values. Then, gives the average by dividing the 

number of observations and perform a square root to undo the squared values that were 

done previously. 
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Chapter 6: Conclusion 
 

The objective of this research was to experiment and document the process of implementing 

different machine learning techniques for the creation of a recommender system applied to 

the banking industry. Most of the previous research papers are meant to add value to the e-

commerce markets and streaming services. This study will help to upcoming research of 

recommender systems in the financial sector. 

The libraries and methodology adopted for generating recommender systems were chosen 

carefully considering their possible future adoption and adaptability in the real-world banking 

industry. PySpark is one of the best frameworks to work with for processing huge datasets 

and it is also compatible with various types of languages, it brings robust and cost-effective 

ways to run machine learning algorithms on billions of data distributed in clusters faster than 

traditional python applications. PyTorch is a powerful tool that is constructed in a more 

pythonic way than TensorFlow and the common choice for research-oriented developers 

because of their custom model generation and the advantage of executing the nodes as the 

model runs. Both technologies can be easily introduced to the banking sector for enhancing 

recommendation models. 

To answer the question of which type of recommender system would be the best for being  

introduced in the banking industry, it highly depends on the objectives that we try to achieve, 

from this study, the Alternating Least Squared model used with PySpark was the best in terms 

of accuracy, but future experiments with Neural Collaborative Filtering and deep learning 

could improve their results and give the advantage to this model. 

The challenge among all the experiments conducted was the lack of ratings from the 

customers towards the banking products. A proposed solution could be the introduction of a 

rating format that is not too aggressive for the banking customers to rate their products and 

gather relevant information. Even though, implicit ratings can give a momentary solution for 

inferring the ratings, it can be highly valuable to experiment with both explicit and implicit 

feedback from real customers to discover more insights. However, other limitation is the data 

privacy that it is useful to protect the customer but complicates the process of collecting data.  
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This research demonstrate that recommender systems can be applied to the banking industry 

for making recommendations and moreover, they can support important decision making 

such as the creation of marketing campaigns focused on a determined targeting group. 

Recommender systems can be helpful to discover similar products that are liked by the 

customer and offer the best possible product for the best customer. It is imperative to 

understand the customer needs for implementing a good recommender system and generate 

a more personalised recommendation. The future of recommender systems lies on deep 

learning techniques and implicit ratings to ensures a better interaction between the banking 

institutions and their customers.  

The Neural Collaborative Filtering model presented previously can be tuned and modified for 

further studies and improve the accuracy of the recommendations. The limitations of the 

study in regard of NCF was the lack of computational power and complexity of the 

hyperparameters. Future research focused on the interactions between customers and 

banking products in the online banking ecosystem could be an interesting approach for 

developing another recommender system using deep learning techniques. 
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