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Abstract 

Cyber-attacks are a major issue in the FinTech space, and a solution is needed that can 
provide a fast and effective way of malware detection. This paper aims to use machine 
learning classification to detect malware on computers using the Microsoft Malware 
dataset. The research followed Cross Industry Standard Process for Data Mining (CRISP-DM) 
methodology and comparatively analysed Logistic Regression, Decision Trees, and Naïve 
Bayes models. Gaussian Naïve Bayes Classifier was the best model with a recall score of 
76%. The split of the data that achieved the best result was at 70% train, 30% test. Ensemble 
methods were deemed unnecessary as they did not improve the recall score of the 
individual model. The most important features related to the size of the system on a 
computer, its build type, and products installed on it. It is recommended that FinTech 
companies use Gaussian Naïve Bayes modelling for intrusion detection systems.  
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Chapter 1 

1.1 Introduction 

Cybersecurity is an important issue across all industries. Studies by PwC between 2017 and 

2019 concluded that over half of CEOs expect that cybersecurity and data breaches will 

threaten stakeholder trust in their industries in the near future (PwC, cited in Allen, Gu and 

Jagtiani, 2020). Furthermore, it has been the financial industry that has witnessed the most 

incidents with data loss.  

As financial technologies advance and improve they bring about efficiency, inclusiveness, 

and reduce costs. However, this has led to the increased sophistication of cyber-attacks, 

making them harder and more complex to prevent. There are also increased cyber-risks due 

to data sharing processes such as data aggregation through an open Application 

Programming Interface (API) that allows a third party to access customer data directly from 

their bank account. This increases vulnerability and makes it more difficult to fully identify 

all the potential sources of vulnerability since the processes are usually more time-

consuming and expensive. Hence, FinTech companies, who are often start-ups and do not 

have the most advanced cyber-security systems are the prime targets for cyber-attacks.  

For example, a travel company, Travelex, with a FinTech platform, Travelex Business, was hit 

with a ransomware attack on New Year’s Eve, 2019. Hackers under the name REvil gained 

access to the company’s server and downloaded 5GB of sensitive customer data, demanding 

$6million for its return. Instead of coming clean about the cyber-attack, Travelex told their 

customers that there was “planned maintenance” on the website (Tidy, 2020). It took the 

company a month to get its money transfer systems back online and the main website 
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remained down for longer. The attack resulted in the company gathering a lot of 

reputational damage from the incident as well as huge financial costs. 

The cost of cyber-incidents can be detrimental to a FinTech firm. The direct costs are well 

understood, which involve the cost of a forensic investigation, legal fees, customer 

notification, and customer protection. However, the indirect costs are less visible and more 

difficult to quantify. These include reputational risks of brand names, negative impact to 

customer relationships, and depreciation of intellectual property value (Allen, Gu and 

Jagtiani, 2020). Thus, the true financial consequence of a cyber-attack is unknown. It has 

been shown that there is an abnormal return of -1.44% in the 5-day window surrounding 

the announcement of a data breach and the price decline does not reverse over the 

following month (Lin et al., 2018). There is significant evidence from Lin et al. (2019) that 

opportunistic insider trading takes place in the 3 months prior to breach announcements. 

There is no question as to the importance of ensuring that cyberattacks are prevented. Yet, 

it is still unclear as to the best policy response to cyber-risk. 

Due to innovation, physical systems and human intervention are no longer sufficient for 

monitoring and protecting infrastructures. With the incorporation of big data, there has 

been an increase in the hacking skills of cyber attackers. It also means that it is only possible 

to collect a relatively small amount of security information which prevents security data 

from being analysed due to its complexity (Mahmood and Afzal, 2013). There is therefore a 

need for more sophisticated cyber defence systems. They are required to be flexible, 

adaptable, and robust and be able to detect a wider variety of threats and make intelligent 

real-time decisions (Dilek, Çakır and Aydın, 2015). 
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Previous attacker action and defender responses can provide predictive information about 

future attacks. This is where predictive analytics can be utilised to proactively detect and 

prevent cyberattacks. Since attacker/defender behaviour coevolves, previous activity should 

provide an indication of future behaviour (Colbaugh and Glass, 2011). Although there has 

been a lot of research into predictive analytics for cybersecurity, there has been none, to 

the knowledge of the researcher, that is for the benefit of FinTech companies. Previous 

research has also focused on complicated or time-consuming methods and this research will 

focus on simpler methods that are less computationally demanding. The paper will aim to 

create a basic predictive model using the well-known Microsoft Malware detection dataset. 

It will aim to answer the following research question: 

Can malware be detected using a simple Machine Learning Classifier? 

Once this has been established the researcher will make the following recommendations to 

FinTech firms: 

1. The best scoring model(s). 

2. The best split of the data for training and testing. 

3. The most important features. 

4. Whether ensemble methods should be used. 

Answering these questions will save FinTech companies time and money and give them an 

area to focus so that they can create a suitable intrusion detection system for their 

company. In doing so, a company can accurately predict the presence of malware using 

uncomplicated methods, preventing a cyber-attack that could cost them millions and cause 

irreparable reputational damage. 
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1.2 Overview 

The problem has been introduced in Chapter 1. The rest of the applied research project is 

broken up as follows: Chapter 2 describes the background of the topic, followed by the 

problem statement, and research design. The literature review will then be outlined. 

Chapter 3 follows with an in-depth discussion of the methodology which follows the Cross 

Industry Standard Process for Data Mining (CRISP-DM) template. Chapter 4 outlines the 

results that have been obtained from the artefact, followed by a discussion of the results 

and a proposition for future work. Finally, Chapter 5 will conclude the research project and 

offer a recommendation to FinTech companies. 

 

Chapter 2 

2.1 Background 

Malware is described by the popular computer security company, McAfee, as “a catch-all 

term for any type of malicious software designed to harm or exploit any programmable 

device, service or network” (McAfee, 2021). It is used by cybercriminals to extract data that 

they can leverage over victims for financial gain. This is a particular issue for FinTech firms 

who hold a lot of financial, personal, and biometric data of their customers. 

Malware comes in many different forms, some of the most common include: 

 Viruses: which usually come in the form of an email attachment containing a virus 

payload. Once the attachment is opened, the device is infected, causing damage. 
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 Ransomware: one of the most profitable, and hence most popular, forms of 

malware. It installs itself on a victim’s machine, encrypts their files, and criminals 

demand a ransom to return the data to the owner. 

 Scareware: software that aims to scare users into thinking that their devices have 

been infected by a virus to convince them to purchase a fake application. 

 Worms: a type of malware that can copy itself from machine to machine, usually by 

exploiting a security weakness in software or operating system. It does not require 

human intervention to function and propagate. 

 Trojans: malicious code that masquerades as a harmless application tricking users 

into downloading and using them. Once it has been run, it can steal personal data, 

crash a device, spy on activities, or launch an attack. 

 Spyware: a program that can be installed on a device, without the knowledge of the 

user, which captures and transmits personal information, all forms of 

communication, or internet browsing details. 

 Adware: malware that pushes unwanted ads at users, typically by displaying 

blinking advertisements and pop-up windows. 

 Fileless malware: a type of malicious software that uses legitimate programs to 

infect a computer. These attacks leave no malware files to scan and no malicious 

processes to detect. Since it doesn’t rely on files and leaves no footprint, it is very 

difficult to detect and remove. 

(McAfee, 2021) 
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Fintech is defined as “a new financial industry that applies technology to improve financial 

activities” (Schueffel, 2017). Fintech firms are those that utilise these technologies to come 

up with innovative solutions to the problems in the financial sector. 

Predictive analytics is a broad term that describes any technique that is used to develop 

models that predict future events or behaviours. The form of predictive models vary 

depending on the behaviour or event that they are predicting (Nyce, 2007). In the event of 

malware detection, classification models are used since class labels will be detected. The 

goal of predictive classification is to accurately predict the target class of each value in a set 

of unseen data (Arul, Subburathinam and Sivakumari, 2013). 

 

2.2 Problem Statement 

It is a major issue when financial institutions have a security breach due to the volume and 

sensitivity of the data that they hold. Ideally, the risk of cyber-attacks would be eliminated 

by FinTech companies continuously updating their security systems and staying up to date 

with new types of attacks. However, security systems cannot keep up with innovation which 

leads to vulnerabilities. FinTech companies are at a higher risk since they are mostly start-

ups which usually have less capital and human resources, inhibiting them from spending 

more on cybersecurity (Najaf, Mostafiz and Najaf, 2021).  

This problem is observed all over the world, and it affects not only the FinTech organisation, 

but all their customers as well as any traditional banks that have collaborated with the 

company. The trend was first observed after the FinTech revolution occurred in 2014. It 

resulted in JP Morgan Chase facing a USD 76 million pay-out due to hacking that occurred 

only a few months after the collaboration with a FinTech firm (New York Times, cited by 
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Najaf, Mostafiz and Najaf, 2021). It has become even more relevant in recent years with 

more FinTech companies being more widely used and accepted by customers worldwide. 

The phenomenon has been observed through the number of cybercrimes that have been 

reported after the FinTech revolution. On average, institutions face 22 security breaches a 

year, with an average cost of USD 380,000 per breach (Bissel, Lasalle and Dal Cin, 2020). But 

it is not only the financial cost that can be detrimental to a FinTech firm. The reputational 

damage that comes with a data breach can be irreparable and has led to many companies 

going out of business.  

The solution is to detect the new attacks before they can cause damage to the system. 

FinTech companies should use machine learning (ML) classifiers to detect the presence of 

malware before it can wreak havoc on the system. The benefit of ML is that the model can 

use its trained knowledge to detect new anomalies that it has not seen before, thus staying 

up to date with new attacks. This research proposes a solution that is simple and efficient, 

avoiding overly complex algorithms that require too much computing power.  

FinTech companies need a new, innovative way to detect intrusions to their systems to 

avoid large financial and reputational damage. The solution proposed is prediction using a 

simple ML classifier. This will save FinTech companies time, money, and resources in the 

fight against cyber-crime. 

 

2.3 Research Design 

This research aims on providing solutions to a specific business problem that has been seen 

in FinTech companies. Hence, it is an applied project based on action research. It focuses on 



15 
 

providing a solution to the issue of malware detection in FinTech companies by means of 

predictive analytics. The research is evaluative since a solution will be proposed and 

implemented and then critically evaluated in line with the pain points that have been 

identified in FinTech companies. 

An experimental design was implemented to determine the casual relationship between a 

binary dependent variable (the detection of malware) and several independent variables. It 

is a comparative study of machine learning models, namely Logistic Regression, Decision 

Tree with entropy and gini decision criteria, and Naïve Bayes Classifier. Next, ensemble 

methods were used to increase the accuracy of the models. Stacking classifier, Bagging 

classifier, Adaboost classifier and XGBoost were the algorithms used. Python programming 

on Google Colaboratory was used to conduct the experiments. 

Research Question: 

Can malware be detected using a simple machine learning classifier? 

Hypothesis: 

It is possible to predict the presence of malware using a simple machine learning classifier. 

Scope: 

The scope of the project is the detection of malware using the dataset “Microsoft Malware 

Prediction” (Microsoft, 2018). The project is aimed at reaching FinTech companies. The 

objective is to make a working model with the best possible evaluation score. It is not meant 

as an end-point solution, rather as a starting point. Once the research question has been 

determined the researcher can make recommendations on the best ML model to use, the 

best split of the data, and the features which are the most significant in predicting the 
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presence of malware. A recommendation will also be made as to whether ensemble 

methods should be used, and future work will be outlined. It is expected that the hypothesis 

will hold true since it has been shown in many other research papers. Programming was 

used to answer the research question and provide a basis to which FinTech companies can 

build their own predictive model to detect malware. 

 

 

2.4 Literature Review 

There are many ways to tackle malware detection that have changed over the years. The 

use of ML technologies has become indispensable for fintech firms to become more 

efficient in recognising patterns that constitute a risk. Current malware analysis systems 

tend to have high detection rates for previously analysed malware where signals have 

already been generated. However, they fail to detect zero-day exploits for which signals are 

unavailable (Blount, Tauritz and Mulder, 2011).  

There have been many interesting methods suggested to tackle the issue of predictive 

analytics in malware detection. Some researchers used a mixture of static and dynamic 

analysis. Research suggests the use of static analysis for extraction of static features that 

were then used in a dynamic analysis. A malware runtime prediction model was generated 

to make predictions on required runtime for malware analysis and the malware family of a 

dataset of unseen malware. An accuracy of 90% was obtained for the prediction of malware 

analysis and a further 92% was obtained for the classification of malware families (Kilgallon, 

De La Rosa and Cavazos, 2017). 
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Other methods that have been incorporated for this problem are attack graphs. These are 

abstract representations of different scenarios and paths that an attacker may use to 

compromise the security of a system by using multiple vulnerabilities. Abraham and Nair 

(2015) built a stochastic model for security evaluation based on attack graphs that consider 

temporal factors associated with vulnerabilities that can change over time. The belief is that 

by understanding the relationship between vulnerabilities and lifecycle events, the future of 

cybercrime can be predicted.  

Ensemble methods were proposed as a solution in Almousa and Anwar (2019) to measure 

the risk of attacks and privacy breaches that are associated with visiting different websites 

and performing online activities using web browsers. They were proposed to obtain the best 

predictive performance, which would be evaluated through accuracy and validity. Another 

paper by Singh and Shrivastava (2021) suggested a hybrid model which when integrated 

with an intruder detection system would classify all types of security attacks. 

Another interesting method was proposed by Addae et al. (2019) in which users’ 

behavioural data was analysed as a possible aid in developing effective user models for 

adaptive cybersecurity. It was found that predictive analytics in the context of behavioural 

cybersecurity can aid in generating useful heuristics for designing and developing adaptive 

cybersecurity mechanisms. 

Several researchers have already tackled the issue of predictive analytics using the Microsoft 

Malware dataset. Researchers used different approaches to build ML models using this 

dataset. Only one model was used by Shahini, Farhanian and Ellis (2019), LightGBM (Light 

Gradient Boosting Machine) which achieved a cross-validation ROC-AUC (Compute Area 

Under the Receiver Operating Characteristic Curve) score of 74%. The paper also 
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determined that some of the most important features were related to location, firmware 

version, operating system, and anti-virus software. It stressed the importance of feature 

selection to reduce overfitting, improve accuracy, and reduce computation time.  

Another method that used GBM was a heuristic method by Lin (2019) in which a basic 

prediction was obtained and fine-tuned to fit the test set. The research relied on the 

assumption that training and future data are in the same feature space and have an 

independent and identical distribution. This is an important assumption since cyber-attack 

methods are constantly changing and always go beyond the scope of further knowledge. 

The data was sampled at a fraction of 1/50 and the best 20 features were selected to reduce 

computational power. The results obtained achieved slightly better scores than the baseline 

of the competition, with a final AUC (Area Under Curve) score of 0.6476.  

Other methods using the same dataset include integrating ML techniques with other 

methods. Yeboah-Ofori et al. (2021) integrated cyber threat intelligence (CTI) and ML to 

predict cyber-attack patterns and identify vulnerabilities. CTI was gathered and Logistic 

Regression, Support Vector Machine, Random Forest, and Decision Tree were used to 

develop predictive analytics. The authors found that Spyware/Ransomware and spear 

phishing were the most predictable cyber-attacks.  

Some of these methods were needlessly complicated and would take up too much time 

than what is feasible to the researcher. Hence a simpler method will be conducted, like that 

used by Mehmood and Rais (2016) in which supervised machine learning algorithms were 

used for an anomaly detection model using the KDD99 (Knowledge Discovery and Data 

Mining) dataset. The models analysed were Support Vector Machine, Naïve Bayes Classifier, 
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Decision Tree, and Decision Table. It was concluded that decision tree performed the best in 

this case due to its ability to work well in the presence of redundant features. 

There have been many papers outlining solutions for predictive analytics in cybersecurity. 

However, these solutions were not proposed for FinTech companies and many of these 

solutions were overly complex and relied on a large amount of computing power. All papers 

on this subject stress the ever-changing nature of cyber-threats and the need for a system 

to keep up with cyber-criminals.  

Many papers stress the effect of redundant features on model accuracy (Mehmood and 

Rais, 2016; LIN, 2019; Shahini, Farhanian and Ellis, 2019). As a result, this paper will focus on 

creating a simple classification machine learning model using only relevant features. Based 

on previous research, the models Logistic Regression, Decision Tree Classifier, Naïve Bayes 

Classifier, and several ensemble methods will be used. The research hypothesis is that it will 

be possible to predict malware using ML classification.  
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Chapter 3 

3.1 Methodology 

The Cross Industry Standard Process for Data Mining (CRISP-DM) approach was used to 

conduct this research. Since the project is goal-oriented and process driven, according to 

Martínez-Plumed et al. (2021), the approach is appropriate. It follows the following format: 

1. Business understanding. 

2. Data understanding. 

3. Data preparation. 

4. Modelling. 

5. Evaluation. 

6. Deployment. 

 

Figure 1: “CRISP-DM Methodology” (Martínez-Plumed et al., 2021) 
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3.1.1 Business Understanding. 

As early as 2015, there has been evidence of the malware threat landscape constantly 

evolving, with over one million new strains of malware generated every day (Harrison 

and Pagliery, 2015). The attacks mainly focused on old computer bugs that have not 

been patched. However, recently cybercriminals have gotten more innovative and 

resourceful. 

Cyber-attacks are one of the biggest threats to FinTech firms due to their increasing 

frequency, unpredictability, potential for widespread systematic impact, and the many 

gaps that exist in risk management. Cyber-risks are getting larger with the increased 

interconnectivity from developments in technology which increase access points and the 

potential for attacks to have a system-wide impact. 

When cyber-attacks are successful, it can erode confidence in technology-driven 

business models. This can slow down the uptake of digital financial products and hamper 

the overall development of the Fintech industry (Lukonga, 2018). Reports have shown 

that policy makers in several countries have increased their attention to cyber-risks, and 

investments in cyber technology are high and increasing. However, investments in 

employee training have not kept pace and governance structures are not well developed 

(PwC, cited in Lukonga, 2018). 

Increasing interconnections in financial systems continue to elevate cyber-risks which 

have gained a geo-political angle. They have been likened to wars in cyberspace 

(Phadke, 2020). Research has shown that China has contributed to over 27% of 

cyberattacks, while USA made up approximately 22% of the attack targets (Allison, 
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Winkleman and Turrisi, 2019), two countries which incidentally are in the middle of a 

trade war. 

The new technology that is used by fintech firms is facing security and privacy issues 

which need to be addressed to improve the acceptability of it among users. A 

comprehensive survey by Mehrban et al. (2020) provides an analysis of security issues, 

detection mechanisms, and security solutions that were proposed for fintech. The paper 

finds that prediction and prevention of cyber-risks is difficult in the cloud-based 

operating environment. It also states that the classification of cyber-risks is difficult due 

to the presence of wide cross disciplines as well as complex entity to entity 

relationships. It concludes that there is a dire need for financial services industries to 

come up with new technologies that can make them less vulnerable to attacks and 

threats. 

It is clear from the evidence shown that new methods need to be put in place to slow 

down cyber-attacks. The innovation that has been shown by cyber-criminals must also 

be shown by those in the financial technology space. The researcher suggests using 

machine leaning to predict malware attacks. The question to be answered is: 

Can malware be detected using a simple machine learning classifier? 

 

3.1.2 Data Understanding. 

Secondary data was used to develop and test a solution to the research problem. The 

dataset used was a competition proposed by Microsoft on Kaggle in 2018. The goal was 

to predict a Windows machine’s probability of being infected by malware based on 
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different properties of that machine. The data was collected by Microsoft’s endpoint 

protection solution, Microsoft Defender, and was generated by combining heartbeat 

and threat reports. The dataset has 8,921,483 rows and 83 columns. 

Each row in the dataset corresponds to a unique machine, identified by the label 

“MachineIdentifier”. The goal was to predict the target variable, “HasDetections” which 

indicates whether malware has been detected in the machine, 0 indicates no, 1 indicates 

yes. 

Limitations to the dataset were outlined on the competition page. The sampling 

methodology was designed to meet business constraints, considering user privacy and 

the period that the machine was running. Malware detection is a time-series problem 

which is made more complicated by factors such as the introduction of new machines, 

machines coming online and offline, machines that receive patches or new operating 

systems. Additionally, the dataset is not representative of machines in the real world, it 

was sampled to include a much larger proportion of machines with malware (Microsoft, 

2018). 

The 15 most significant columns that were used in the machine learning models were 

described as: 

“Census_ProcessorCoreCount - Number of logical cores in the processor” (Microsoft, 

2018). A categorical variable with 24 categories ranging from 1-192. 

“Census_PrimaryDiskTypeName - Friendly name of Primary Disk Type - HDD or SSD” 

(Microsoft, 2018). A categorical variable with values either HDD, SSD, or unknown. It is 

broken up as 65% HDD, 28% SSD, and 7% unknown. 
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“Census_SystemVolumeTotalCapacity - The size of the partition that the System volume 

is installed on in MB” (Microsoft, 2018). A categorical variable with 70,650 different 

categories ranging from 7,227-11,443,610. It has a mean of 381,323 and standard 

deviation (SD) of 327,399. 

 “Census_HasOpticalDiskDrive - True indicates that the machine has an optical disk drive 

(CD/DVD)” (Microsoft, 2018). A binary categorical variable with 1 indicating an optical 

disk drive and 0 indicating none. It has a mean of 0.076 and SD of 0.26 indicating it is 

more likely to have no optical disk drive. 

“Census_OSArchitecture – Architecture on which the OS is based. Derived from 

OSVersionFull. Example - amd64” (Microsoft, 2018). A binary categorical variable with 

amd64 making up 91% of instances and x86 making up 9%. 

“Census_OSBuildRevision - Build revision extracted from the OsVersionFull. Example - 

OsBuildRevision = 1000 or 16458” (Microsoft, 2018). A categorical variable with 227 

instances ranging from 0 - 17,976. It has a mean of 978 and SD of 2,943. 

“Census_OSEdition - Edition of the current OS. Sourced from 

HKLM\Software\Microsoft\Windows NT\CurrentVersion@EditionID in registry. Example: 

Enterprise” (Microsoft, 2018). A categorical variable with 20 categories. Most of the 

instances are either Core (39%) or Professional (35%) with the other categories making 

up 26%. 

“Census_ActivationChannel - Retail license key or Volume license key for a machine” 

(Microsoft, 2018). A categorical variable with 6 categories. Retail makes up 53%, 

OEM:DM makes up 38% of instances and the other categories make up 9%. 
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“Census_IsVirtualDevice - Identifies a Virtual Machine (machine learning model)” 

(Microsoft, 2018). A binary, categorical variable with 1 indicating it is a virtual device and 

0 indicating it is not. The mean is 0.007 and the SD is 0.08 indicating that most machines 

are not virtual. 

“Census_IsTouchEnabled - Is this a touch device?” (Microsoft, 2018). A binary, 

categorical variable with 1 indicating touch it is a touch device and 0 stating it is not. The 

mean is 0.126 and the SD is 0.33 indicating most devices are not touch. 

“Census_IsAlwaysOnAlwaysConnectedCapable - Retreives information about whether 

the battery enables the device to be AlwaysOnAlwaysConnected” (Microsoft, 2018). A 

binary, categorical variable with 1 indicating the device is always on and 0 indicating it is 

not. The mean is 0.058 and the SD is 0.234, indicating most devices are not always on 

and connected. 

“Wdft_IsGamer - Indicates whether the device is a gamer device or not based on its 

hardware combination” (Microsoft, 2018). A binary, categorical variable with 1 

indicating it is a gaming machine and 0 indicating it is not. The mean is 0.274 and the SD 

is 0.446, hence most machines are not for gaming. 

IsSxsPassiveMode  - “SxS Passive Mode means Microsoft Defender Antivirus is running 

alongside another antivirus/antimalware product, and limited periodic scanning is used” 

(Microsoft, 2021). A binary, categorical variable with 1 indicating the machine is in 

passive mode and 0 indicating it is not. The mean is 0.0176 and the SD is 0.132, so most 

machines are not in passive mode. 
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AVProductsInstalled simply means the number of AV products installed. It is a 

categorical variable ranging from 1-5 with most machines having 1 AV product installed. 

Wdft_RegionIdentifier indicates the region that the machine is located. A categorical 

variable ranging from 1-15 with the most values in region 10. 

 

3.1.3 Data Preparation. 

Since the Microsoft Malware Dataset is so large, it was sampled similarly to LIN (2019) 

and a random sample was taken at a factor of 1:50 to get a dataset with 178,430 rows 

and 83 columns. Hence runtime was reduced, and computing power was saved during 

the experiment.  

Next, feature selection was implemented since a large number of samples with high 

dimensionality of features is impractical, computationally expensive and can cause a 

reduction in classification accuracy (Walowe Mwadulo, 2016). Feature selection was 

chosen for dimensionality reduction because it does not reduce the original dataset and 

rather selects a subset by eliminating the features which do not positively affect the 

learning model, preserving the original semantics of the features and making them 

easier to interpret (Chandrashekar and Sahin, 2014). 

Selecting an optimal subset of relevant, non-redundant features is a challenging task. If 

too many features are selected, the classifier will have a large workload with a decrease 

in classifier accuracy. However, if too few features are selected there is a possibility of 

eliminating features that would have increased the accuracy of the classification. Filter 

methods were used to determine which features would be used in classification. These 
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are techniques that evaluate the relevance of features by looking at the intrinsic 

properties of the data without the classification algorithm. They are advantageous 

because they are fast, scalable, and only need to be performed once. However, they lack 

interaction with the classifier which means they generate general results which can lead 

to a lower classification accuracy than other feature selection methods (Walowe 

Mwadulo, 2016).  

Feature selection was achieved in four steps: 

1. Columns with too many missing values were removed. The percentage of NaN (Not a 

Number) values were found for each column and those with more than 70% of 

values missing were removed. Since features were categorical, the remaining missing 

values were replaced with the mode of each feature. 

2. Features with extremely low variation were removed. If a feature contains all or 

mostly the same value, it does not contribute anything to the model and is hence 

removed. 

3. Pairwise correlation was reduced. The multicollinearity of each feature was 

determined and those with high correlation were removed. The variance inflation 

factor (VIF) for each feature was determined. Variances of estimated coefficients are 

inflated when multicollinearity exists, and the factor quantifies by how much they 

are inflated. The VIF for the jth predictor is determined by 𝑉𝐼𝐹𝑗 =  
1

1−𝑅𝑗
2 where 𝑅𝑗

2is 

the R2 value obtained by regressing the jth predictor on the remaining predictors. A 

VIF of 1 means that there is no correlation between the jth predictor and the 

remaining predictors. Any VIF greater than 5 warrants investigation and were hence 

removed (The Pennsylvania State University, 2018). 
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4. Features with low correlation with the target variable were removed. This left only 

the most important features that contributed to the learning algorithm. 

Once all these steps were carried out, 15 features were left in the model which were 

correlated as follows: 

 

Figure 2: Feature Correlation 

 

The number of values in each class were 89,791 in class 0 and 88,639 in class 1. Since 

these values were relatively equal, there was no need to use oversampling or 
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undersampling for modelling. The dataset was of size (178430, 16) when the data 

preparation was complete. 

 

3.1.4 Modelling. 

Classification models were used from the data library scikit-learn in python. The models 

that were compared were Logistic Regression (LR), three classes of Naïve Bayes (NB) and 

Decision Tree (DT) using the entropy decision rule and gini index decision rule. 

  

Logistic Regression. 

Logistic Regression is used to model the probability of a certain event occurring or 

the likelihood that an outcome will be in a certain class. Responses are categorical 

variables with two levels, which can be denoted 0 and 1. Predictor variables (xi’s) can 

be categorical and/or numeric.  

LR uses the logit function as the link function.  

𝑙𝑜𝑔𝑖𝑡(𝑝) = log (
𝑝

1 − 𝑝
) 

Where p is the probability of the ‘event’ occurring (in this case the probability of 

detecting malware), 1-p is the probability of the ‘event’ not occurring (the 

probability of not detecting malware). And 
𝑝

1−𝑝
 is the odds, ie. The ratio of the 

probability of occurrence to the probability of the event not occurring (the 

probability of the detecting malware to the probability of not detecting malware). 
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Figure 3: “Logistic Sigmoid Activation Function Representation” (Kumar, 2020) 

As shown above, weights (wi) are associated to each independent variable (xi) which 

are summed to form the net input function. The sigmoid activation function converts 

the outcome into a categorical value. By calling the sigmoid function the probability 

that an input belongs to class 1 can be obtained. This is then fed into the threshold 

function which states that probabilities ≥ 0.5 belong to class 1 and all probabilities < 

0 belong to class 0. 

Advantages of LR include its ease of use and easy interpretability of model 

parameters. It is also attractive for probability prediction because it is 

mathematically constrained between 0 and 1 and can converge on parameter 

estimates relatively easily (Eftekhar et al., 2005; Westreich, Lessler and Funk, 2010).  

It can be disadvantageous due to its use of linear combinations of variables which 

means it would not be suitable for modelling nonlinear, complex interactions. 

Logistic regression also assumes linearity between independent variables and log 

odds and multicollinearity can be an issue (Eftekhar et al., 2005; Westreich, Lessler 

and Funk, 2010). 
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Decision Tree Classifier. 

Decision trees represent rules which can be easily understood by humans. A DT 

consists of nodes, which test the value of a certain attribute; edges, which 

correspond to the outcome of a test and connect to the next node or leaf; and 

leaves, which are terminal nodes that predict the outcome of a test. An outcome is 

predicted from the leaf node in the following way: 

 

Figure 4: Classifying an example using a decision tree. 

 

Two different splitting criteria were used in this research, namely GINI index and 

entropy. GINI index is a measure of impurity that states that for a given node t:  

𝐺𝐼𝑁𝐼(𝑡) = 1 −  ∑[𝑝(𝑗|𝑡)]2

𝑗

 

3. Continue 
performing test until 
leaf node is reached.

2. Follow edge 
corresponding to 

outcome.

1. Start at root and 
perform test.

Root 
Node

Node

Leaf Leaf

Node
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32 
 

Where 𝑝(𝑗|𝑡) is the relative frequency of a class j at node t. The smaller the index 

the better, with 0 representing the most interesting and desirable scenario of all 

records belonging to one class. 

When a node p is split into k partitions or “child nodes”, the quality of the split is 

denoted as: 

𝐺𝐼𝑁𝐼𝑠𝑝𝑙𝑖𝑡 =  ∑
𝑛𝑖

𝑛
𝐺𝐼𝑁𝐼(𝑖)

𝑘

𝑖=1

 

Where 𝑛𝑖 is the number of records at the child node i, and 𝑛 is the number of 

records at the parent node p. With binary attributes, the parent node splits into two 

partitions with larger and purer partitions sought after. 

 The other splitting criteria used was entropy, which is described at a given node t as: 

𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝑡) =  − ∑ 𝑝(𝑗|𝑡) log 𝑝(𝑗|𝑡)

𝑗

 

It measures the homogeneity of a node. The minimum value of 0 provides the most 

interesting and desirable information as it indicates that all records belong to a 

single class. When a parent node, p is split into k partitions, the information gain of 

the split is defined as: 

𝐺𝐴𝐼𝑁𝑠𝑝𝑙𝑖𝑡 = 𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝑝) − (∑
𝑛𝑖

𝑛
𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝑖))

𝑘

𝑖=1

 

This formula measures the reduction in entropy achieved due to the split. The most 

desirable is the split that achieves the most reduction, and hence the maximum gain 

is chosen. The disadvantage is that this method prefers splits that result in a large 
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number of partitions, each small but pure, which leads to oversplitting. To overcome 

the disadvantage of information gain, a gain ration is introduced where: 

𝐺𝑎𝑖𝑛𝑅𝐴𝑇𝐼𝑂𝑠𝑝𝑙𝑖𝑡 =  
𝐺𝐴𝐼𝑁𝑠𝑝𝑙𝑖𝑡

𝑆𝑝𝑙𝑖𝑡𝐼𝑁𝐹𝑂
 

Where 𝑆𝑝𝑙𝑖𝑡𝐼𝑁𝐹𝑂 =  − ∑
𝑛𝑖

𝑛

𝑘
𝑖=1 log

𝑛𝑖

𝑛
. 

This adjusts the information gain by the entropy of the partitioning, SplitINFO. 

Higher entropy partitioning, ie. A large number of small partitions is penalised using 

this method. 

The advantages to DT classification include its speed in implementation, its ability to 

work with all types of features, its insensitivity to outliers, its few tuning parameters, 

its efficiency in handling missing values, and its interpretable model representation. 

The flexibility of the model makes DT classifiers an attractive option for a wide range 

of applications, whether it be for improving classifier performance in general or in 

applications where multi-level decision logic is the only practical approach (Swain 

and Hauska, 1977). 

The disadvantages are that it is not effective at approximating linear or smooth 

functions, its prone to overfitting, always includes high-order interactions, has a 

large variance, and each split is conditional on all its previous splits. It also often does 

not handle new, unseen data well, which leads to false negatives (Arul, 

Subburathinam and Sivakumari, 2013). 
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Naïve Bayes. 

The Naïve Bayes classifier is probabilistic and generative. It makes a probabilistic 

model of data within each class. It is based on the Bayesian rules which state that: 

𝑃(𝑐|𝑥) =  
𝑃(𝑥|𝑐)𝑃(𝑐)

𝑃(𝑥)
  ie. 𝑃𝑜𝑠𝑡𝑒𝑟𝑖𝑜𝑟 =  

𝐿𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑 𝑥 𝑃𝑟𝑖𝑜𝑟 

𝐸𝑣𝑖𝑑𝑒𝑛𝑐𝑒
 

𝑃(𝑐|𝑥) is known as the discriminative model, where 𝑐 =  𝑐1, … . , 𝑐𝐿  and 𝑥 =

(𝑥1, … . , 𝑥𝑛). C denotes the various classes in a model and x denotes an input. 

Training a discriminative classifier involves all examples of different classes jointly 

used to build a single discriminative classifier. The output is L probabilities for L class 

labels. 

𝑃(𝑥|𝑐) is the generative probabilistic model. L probabilistic models are trained 

independently, only on the examples of the same label. The output is L probabilities 

for a given input with L models. “Generative” means that the model produces data 

subject to the distribution via sampling. 

Maximum A Posterior (MAP) classification rule states that for an input 𝑥 =

(𝑥1, … . , 𝑥𝑛), find the largest one from L probabilities output by a discriminative 

probabilistic classifier 𝑃(𝑐1|𝑥), … , 𝑃(𝑐𝐿|𝑥) and assign 𝑥 to the label 𝑐∗if 𝑃(𝑐∗|𝑥) is 

the largest. 

For Bayes classification, 𝑃(𝑥) is a common factor for all L probabilities so we can 

write:   𝑃(𝑐|𝑥) =  
𝑃(𝑥|𝑐)𝑃(𝑐)

𝑃(𝑥)
 ∝ 𝑃(𝑥|𝑐)𝑃(𝑐) = 𝑃(𝑥1, … , 𝑥𝑛|𝑐)𝑃(𝑐) for all 𝑐 =

 𝑐1, … , 𝑐𝐿 . 

However, learning the joint probability 𝑃(𝑥1, … , 𝑥𝑛|𝑐) is infeasible, hence Naïve 

Bayes Classification is used. This method presumes that all input features are class 
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conditionally independent. Applying the independent assumption gives 

𝑃(𝑥1, … , 𝑥𝑛|𝑐) =  𝑃(𝑥1|𝑐)𝑃(𝑥2|𝑐) … 𝑃(𝑥𝑛|𝑐). Then the MAP classification rule is 

applied to the largest value. 

For discrete valued features in Naïve bayes, the learning phase was made up of a 

training set S of F features and L classes. For each target value of 𝑐𝑖 =  𝑐1, … , 𝑐𝐿, 

�̂�(𝑐𝑖) is the estimate of 𝑃(𝑐𝑖) with examples in S. For each feature value 𝑥𝑗𝑘 of each 

feature 𝑥𝑗 (𝑗 = 1, … . , 𝐹; 𝑘 = 1, … , 𝑁𝑗), �̂�(𝑥𝑗 = 𝑥𝑗𝑘|𝑐𝑖) is the estimate of 𝑃(𝑥𝑗𝑘|𝑐𝑖) 

with examples from S. The output is F*L conditional probabilistic, generative models.  

The test phase consists of given, unknown instances 𝑥′ = (𝑎′
1, … , 𝑎′

𝑛). “Look up 

tables” that were created in the learning phase are then used to assign the label 𝑐∗ if 

it is the biggest probability ie. If [�̂�(𝑎′
1|𝑐∗) … �̂�(𝑎′

𝑛|𝑐∗)]�̂�(𝑐∗) >

[�̂�(𝑎′
1|𝑐𝑖) … �̂�(𝑎′

𝑛|𝑐𝑖)]�̂�(𝑐𝑖) where 𝑐𝑖 =  𝑐1,…,𝑐𝐿 and 𝑐𝑖 ≠ 𝑐∗. So, in terms of this 

dataset, if 𝑃(𝑚𝑎𝑙𝑤𝑎𝑟𝑒|𝑥’)  >  𝑃(𝑛𝑜𝑡 𝑚𝑎𝑙𝑤𝑎𝑟𝑒|𝑥’), the instance would be labelled 

as malware. 

There are three types of NB Classification. Gaussian NB is used when features follow 

a normal distribution, Multinomial NB is used when features are discrete counts, and 

Bernoulli NB is used when feature vectors are binary. It is expected that Multinomial 

NB will yield the best results since the data is made up of discrete counts. 

The Naïve Bayes Classifier is both simple and computationally efficient. All the 

probabilities are computed in one scan and the model can be updated easily, so the 

training is linear in both the number of instances and attributes. Compared to other 

classifiers, Naïve Bayes requires relatively little training data, it trains quickly and 

requires little storage space during both training and classification. It is also easily 
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implemented and does not have a lot of parameters. The model takes evidence from 

many attributes into account to make the final prediction and is very transparent. NB 

can perform well when there are moderate dependencies in the data and 

performance improves when redundant features are removed. It is naturally robust 

to missing values as these are just ignored and it is also robust to noise making it a 

popular classifier for researchers (Al-Aidaroos, Bakar and Othman, 2010; Arul, 

Subburathinam and Sivakumari, 2013). 

However, Naïve Bayes classification has some downfalls. It can suffer from 

oversensitivity to redundant or irrelevant attributes. If two or more attributes are 

highly correlated, they receive too much weight in the final decision as to which class 

an example belongs to, leading to classification bias. Although NB works well where 

the attribute independence assumption is violated, the probability estimation is less 

accurate and performance degrades when attribute independence does not hold (Al-

Aidaroos, Bakar and Othman, 2010). 

 

Ensemble Methods. 

Multiple ensemble methods were used to improve the best performing model. 

Ensemble methods are meta-algorithms that combine several ML techniques into 

one predictive model. They are a combination of several base models and are used 

for continuous learning. There are several reasons why different ensemble methods 

may be used. Bagging is used to decrease variance, boosting can decrease bias, and 

stacking can improve the overall prediction. Stacking Classifier, Bagging Classifier, 

Adaboost Classifier, and XGBoost Classifier were used. 
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There are two types of ensemble methods, sequential and parallel. Sequential 

methods require base learners to be generated sequentially, eg. Adaboost. This is to 

exploit dependence between base learners and the overall performance can be 

boosted by weighing previously mislabelled examples with higher weight. Parallel 

ensemble methods are base learners that are generated in parallel, eg. stacking. This 

exploits the independence between base learners since error can be reduced 

dramatically by averaging.  

Bagging stands for bootstrap aggregation and is used to reduce the variance of an 

estimate by averaging multiple estimates together. It performs random sampling 

with replacement to train different classifiers (Arul, Subburathinam and Sivakumari, 

2013). For example, M different trees can be trained on different subsets of data 

chosen randomly with replacement and the following ensemble can be computed: 

𝑓(𝑥) =  1
𝑀⁄ ∑ 𝑓𝑚(𝑥)

𝑀

𝑚=1

 

Bagging uses bootstrap sampling to obtain the data subsets for training base learners 

and for aggregating the outputs of base learners, it uses voting for classification. 

Bagging is advantageous because it is stable against noise. However, it needs 

comparable classifiers which may lead to some issues (Arul, Subburathinam and 

Sivakumari, 2013). 

Boosting is a family of algorithms that can convert weak learners into strong 

learners. Sampling is performed based on a distribution that is constantly updated 

(Arul, Subburathinam and Sivakumari, 2013). Systems such as Adaboost fit a 

sequence of weak learners (models that only perform slightly better than random 
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guessing) to weighted versions of the data with more weight given to examples that 

were misclassified in earlier rounds. Predictions are then combined through a 

weighted majority vote to produce the final prediction. Base learners are trained in 

sequence on a weighted version of the data (scikit-learn, no date).  

XGBoost is a scalable ML system for tree boosting. Its scalability is due to several 

important systems and algorithmic optimisations and its parallel and distributed 

computing makes learning fasters which enables quicker model exploration (Chen 

and Guestrin, 2016).  

Boosting is popular among researchers due to its excellent performance and its 

computational efficiency with large datasets. It has the advantage of improving 

margins but is unstable against noise (Arul, Subburathinam and Sivakumari, 2013). 

Stacking is an ensemble learning technique that combines multiple classification 

models via a meta-classifier. The base models are trained based on a complete 

training set, then the meta-model is trained on the output of the base level model as 

features. The base level often consists of different learning algorithms and hence, 

stacking ensembles are often heterogeneous (scikit-learn, no date). 

Stacking is advantageous because the concept is based on combining the predictions 

from different classifiers which improves generalisation. It handles the bias-variance 

trade-off more efficiently than individual classifiers and is advantageous for 

unbalanced datasets (Rajagopal, Kundapur and Hareesha, 2020). However, stacking 

can be disadvantageous since it takes a very long time to run and is inefficient unless 

it provides a very large increase in accuracy (Syarif et al., 2012). 
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Ensemble methods can give an improved output; however, they are harder to 

interpret and more costly in computer power than other algorithms. So, if they do 

not improve the score of the model and/or variance significantly, it is pointless to 

use ensemble methods. 

 

3.1.5 Evaluation 

An evaluation metric is a tool that measures the performance of a classifier. Different 

metrics evaluate different characteristics of the classifier; hence it is important to 

choose the right metric depending on the goal of the project.  

Evaluation metrics are used to evaluate the generalisation ability of a trained classifier 

when tested with unseen data. Additionally, they are used as evaluation for model 

selection ie. To determine the best classifier among different types of trained classifiers. 

They can also be used to select the optimal solution among all generated solutions 

during classification training. 

For binary classification, the evaluation of the optimal solution during classification is 

defined based on the confusion matrix: 

Table 1: Confusion Matrix 

 ACTUAL POSTIVE CLASS ACTUAL NEGATIVE CLASS 

PREDICTED POSITIVE CLASS True positive (TP) False positive (FP) 

PREDICTED NEGATIVE CLASS False negative (FN) True negative (TN) 
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TP and TN denote the number of correctly classified instances while FP and FN denote 

the number of misclassified instances. With regards to the dataset, TP indicates when a 

computer is correctly classified to have malware, TN denotes when a computer is 

correctly classified not to have malware. FP denotes when a computer is classified to 

have malware when it does not, FN denotes when a computer is classified not to have 

malware when it does. From the confusion matrix, many commonly used metrics can be 

generated. 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 (𝐴𝑐𝑐) =  
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝐹𝑃 + 𝑇𝑁 + 𝐹𝑁
 

Accuracy measures the ratio of correct predictions to the total number of instances 

evaluated. 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 (𝑃) =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

Precision measures the positive patterns that are correctly predicted from the total 

predicted patterns in a positive class. 

𝑅𝑒𝑐𝑎𝑙𝑙 (𝑅) =  
𝑇𝑃

𝑇𝑃 + 𝑇𝑁
 

Recall measures the fraction of positive patterns that are correctly classified. 

𝐹 − 𝑀𝑒𝑎𝑠𝑢𝑟𝑒 (𝐹1) =  
2 ∗ 𝑃 ∗ 𝑅

𝑃 + 𝑅
 

F1 is the harmonic mean between precision and recall. (Hossin and Sulaiman, 2015) 

Accuracy is the most used evaluation metric for binary classification since it measures 

the quality of the produced solution based on the percentage of correct predictions to 

total instances. It is advantageous since it is easy to compute with little complexity and is 
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easy to understand. However, it produces less distinctive and less discriminable values. 

It also can be less informative than other metrics and has bias to the majority class data 

(Hossin and Sulaiman, 2015). 

Since this research is the detection of malware, it would be detrimental if a computer is 

labelled to not have malware when it does, leaving a company open to attack. False 

negatives need to be minimised to obtain the best classifier for this problem. Hence, the 

recall score was calculated to determine the best model to classify whether a computer 

has malware. Recall determines how many positive classes were correctly classified, 

which minimises false negatives. It would be better for a computer to be misclassified as 

having malware than the alternative. All the above evaluation metrics were performed 

but the most emphasis was given to the recall score. The F1 score was also considered 

as it provides a more even outlook, considering both precision and recall scores. 

To evaluate the ensemble methods a cross-validation score was used with 10 folds. This 

means that the model is run 10 times and each time the data is split differently into 10 

subsets, with 1 subset acting as the testing data and the other 9 acting as the training 

data. This method reduces bias since most of the data is used for training with a 

minimum used for testing and it also improves the effectiveness of the model since 

different subsets were used each time.  

 

3.1.6 Deployment 

The deployment stage is a working model that can provide a prediction as to whether a 

computer is infected with malware. A suitable model will be provided which fits the 

business requirements and communicated in a manner that a business can understand 
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and deploy it. In addition, the following recommendations will be detailed to FinTech 

companies to aid in the fight against cyber-threats. 

1. The best model is suggested based on the recall scores obtained. 

2. The best split of the data is recommended for training and testing data. 

3. The most important features are outlined. 

4. A recommendation is made as to whether ensemble methods should be used. 

The above recommendations can act as a starting point that Fintech companies can use 

to create their own predictive models. Ultimately, there is a lot more that needs to be 

done for an adequate intrusion detection system which is made up as follows: 

 

Figure 5: "Intrusion detection system" (Arul, Subburathinam and Sivakumari, 2013) 

 The data gathering device collects data from the monitored system. 

 The detector processes the data collected to identify intrusive behaviour and 

send an alarm to the response component if malware is detected. 

 The knowledge base contains pre-processed information provided by network 

experts and collected by sensors. 
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 The configuration device provides information about the current state of the 

whole system. 

 The response component initiates a response when an intrusion is detected, the 

response depends on what is detected. 

(Arul, Subburathinam and Sivakumari, 2013) 

This research provides a basis to which a FinTech company can build an adequate 

detector for their intrusion detection system. It is hoped that once this is achieved to an 

acceptable level of accuracy, the detrimental impact of cyber-attacks will be reduced 

and even eliminated. 
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Chapter 4 

4.1 Results 

The models that were evaluated were Logistic Regression, Decision Tree classifier with 

decision criterion gini and entropy, and three types of Naïve Bayes Classifier: Gaussian, 

Binomial, and Multinomial. They were evaluated using accuracy score, recall score, precision 

score, and F1 score. 

Table 2: Evaluation Scores for Each Model 

 ACCURACY 

SCORE 

RECALL SCORE PRECISION 

SCORE 

F1 SCORE 

LOGISTIC 

REGRESSION 

0.513 0.55 0.506 0.527 

DECISION TREE 

(GINI) 

0.536 0.522 0.528 0.525 

DECISION TREE 

(ENTROPY) 

0.536 0.529 0.526 0.527 

GAUSSIAN NAÏVE 

BAYES 

0.563 0.76 0.54 0.632 

BINOMIAL NAÏVE 

BAYES 

0.586 0.667 0.569 0.614 

MULTINOMIAL 

NAÏVE BAYES 

0.52 0.561 0.512 0.536 

 



45 
 

Since Gaussian Naïve Bayes (GNB) had the highest recall and F1 score, it was considered the 

best model. Binomial NB was the second-best model, with the second-best scores for recall 

and F1. 

Next, the best split was tested for GNB. When plotted it was as follows: 

 

 

Figure 6: Recall of different splits of train and test sets. 

 

The split that achieved the best result was at 30% test set with a recall score of 0.758 and a 

confusion matrix of [
32571 47611
21512 58893

] which corresponded to 32,571 true positive 

allocations, 47,611 false positive values, 21,512 false negative values, and 58,893 true 

negative values. 

To improve the results of the experiment, ensemble methods were used. Since GNB was the 

best model, it was used as the level 0 classifier in the stacking model. It was also used as the 
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base estimator in the Bagging Classifier and in the Adaboost Classifier. XGBoost was used 

with no base estimator. The results were as follows: 

 

Table 3: Cross validation Scores of Ensemble Methods 

 CROSS VALIDATION SCORE STANDARD DEVIATION 

GAUSSIAN NAÏVE BAYES 0.758 0.004 

STACKING CLASSIFIER 0.694 0.007 

BAGGING CLASSIFIER 0.757 0.005 

ADABOOST CLASSIFIER 0.393 0.243 

XGBOOST CLASSIFIER 0.660 0.006 

 

The best score with the lowest standard deviations was achieved by GNB with no ensemble 

methods. Adaboost classifier achieved the worst score with the highest standard deviation. 

The scores and standard deviations can be visualised with a boxplot as follows: 

 

Figure 7: Boxplot visualisation of ensemble methods. 



47 
 

 

4.2 Discussion  

Ultimately the research hypothesis was proven to be true. It is possible to predict the 

presence of malware using a simple ML classifier. This result was expected as there have 

been many previous research papers that have determined this already. Once it was 

determined, the more interesting questions were tackled. 

GNB scored the highest with a recall score of 76%, both against other models and against 

ensemble methods. This was not expected because the features used in modelling were 

made up of discrete counts and not normally distributed. The test for the best split returned 

the highest recall score at 30% test, 70% train. This was expected as it is best to have most 

of the data for training purposes. 

A possible reason that NB scored better than the other models is that all redundant features 

were removed. Hence, the model was able to use only the relevant features to create the 

best prediction, which is an environment in which NB thrives. It is possible that LR did not 

score highly since it only works well when the independent variables are linear. It does not 

expect there to be complex interactions between independent variables which may have led 

it not to perform well. DT is prone to overfitting which may have led it to create a more 

complex tree that was not representative of the data. DT can also struggle with unseen 

data, leading it to misclassify instances. 

Unexpectedly, the score for GNB without ensemble methods achieved the highest recall 

score. Since ensemble methods take longer to run and take up more computing power, it is 

pointless to use them if they do not improve the score of the models. The worst score with 

the highest standard deviation was achieved by Adaboost Classifier with GNB as a base 
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estimator. A possible reason that it did not perform well is because outliers were not 

removed from the data and boosting does not perform well with noise. Stacking may not 

have performed well because it works well with unbalanced datasets and the Microsoft 

Malware dataset was very balanced. Bagging performed relatively well but still did not 

supersede the individual classifier of GNB. 

Additionally, it was determined in the data understanding phase that the mean of each 

feature was skewed in one direction or the other, indicating imbalance in the data. This may 

have led to a less accurate result. There also may have been outliers affecting the results of 

the model which were not considered. Another issue was with the data which, by design, 

was not representative of malware detection in real life. This may lead to complications 

when modelling real data in a FinTech firm. The evaluation metric of recall led there to be a 

very large number of false positives which, although better than false negatives, can still be 

tiresome in an intrusion detection system.  

 

 

4.3 Future Work 

There were many things that could have improved the detection of malware using ML 

classification models but due to time constraints, availability of data, and abilities of the 

researcher they could not be implemented. The next steps for the detection of malware for 

FinTech companies are: 
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1. Remove outliers and skew from each feature in the dataset. It would be beneficial to 

create normally distributed features that benefit GNB for a better score. It may also 

affect the evaluation scores of the other models. 

2. Build a time-series model that is more representative of real-life data. The Microsoft 

Malware dataset has limitations that are discussed above in chapter 3, one of which 

is that it is not representative of real-life events. 

3. Modify the model so that detects the type of malware that is in the computer. The 

Microsoft Malware dataset only states whether a computer has malware or does 

not. Using another dataset (for example the well-known KDD Cup 1999 data (The UCI 

KDD Archive, 1999)) a researcher could determine not only whether a computer is 

infected, but also which type of malware was detected. This would be beneficial 

since it is useful to detect certain kinds of attacks such as phishing which is becoming 

more and more prominent. Also, different attacks lead to different outcomes and 

require different methods of removal. 

4. Create a model that reduces false positives while maintaining a high recall score. Due 

to the design of the model, a high number of false positives will be generated which, 

although better than the alternative of false negatives, are still not ideal and would 

waste the time of a cybersecurity team.  
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Chapter 5 

5.1 Recommendation 

1. Based on the research that has been conducted it is recommended that FinTech 

companies use a Gaussian Naïve Bayes Classification model to detect the presence of 

malware. This is because the model achieved the highest recall score out of the other 

classification models tested, indicating that it was the model that gave the fewest false 

negatives. 

2. The best split of the machine learning model was found to be 30% test and 70% train. It 

is recommended that FinTech companies use the same split to maximise their recall 

scores. 

3. Using Chi Squared Correlation it was found that the most significant features were 

Census_SystemVolumeTotalCapacity, Census_OSBuildRevision, and AVProductsInstalled. 

It is recommended that FinTech companies look out for similar features and include 

them in their own models when creating their system. 

4. Since the recall score and standard deviation for Gaussian Naïve Bayes was higher than 

all ensemble methods tested in this experiment it is not recommended that companies 

use ensemble methods in classification. They use up extra computing power and time 

that is deemed unnecessary. 

 

5.2 Conclusion 

It is important to have an adequate detection of malware on computers, especially in 

today’s technological driven world when defence systems struggle to keep up with the ever-
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changing threat landscape. The aim of this research was to determine whether a machine 

learning classification model could be used to determine whether a computer had malware 

based on a number of features using the Microsoft Malware dataset.  

The evaluation technique of choice was recall since it was important to minimise false 

negatives as these would have a highly negative impact on a FinTech company, allowing a 

hacker to infiltrate the system.  

It was found that the Gaussian Naïve Bayes Classification model had the highest recall score 

of 76%. Even though this is not a perfect model, it is still a high score and can be used along 

with other methods to eliminate cyber-threats to FinTech companies. It is a similar score 

that was achieved by other researchers but uses less complex algorithms and would be easy 

to replicate. 

A disadvantage of the model is that since recall score was used, there will be a lot of false 

alarms. Hence, it is suggested that a FinTech company uses the algorithm along with 

another technique to create a more advanced intrusion detection system. It must be 

stressed that this model is not an endpoint system and there are still many adjustments and 

improvements to be made. 

This research attempts to provide a starting point to which a FinTech company can begin 

making their own predictive model for malware detection using machine learning classifiers. 

It is the recommendation of the researcher that cybersecurity teams of FinTech companies 

use this research as the basis to create their own machine learning algorithms that will assist 

in the detection and prevention of malware in computer systems. 
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