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Abstract 

Data analytics and statistics have seen increasing usage in professional sports in recent 

years, with many professional organisations expanding the usage of data analytics to 

improve team performance. Similarly, organisations adjacent to professional sports, such 

as gambling and sportsbooks have traditionally been one of the largest groups utilising 

statistical analysis for sports outcome prediction. With the wealth of data and techniques 

available now, the question naturally becomes how accurately can the outcome of a 

sporting event be predicted. This project aims to build and quantify a regression-based 

machine learning model for the prediction of the outcome of a game of baseball, first by 

determining the statistical value of individual players, and then by determining the 

relative statistical value of the teams they play on. Baseball has traditionally been the 

most statistically driven professional sport, with over 100 years of complex recorded 

statistics. However, despite the sheer amount of data available, the simple classification 

question of which of two teams will win a game between them remains impossible to 

answer. Existing models from simple Naïve classifiers to complex artificial neural 

networks have largely been limited to classification accuracies of <60%. The plethora of 

unquantifiable factors in any sport leads to it surely being impossible to ever definitively 

solve these problems. The aim of this project is to build an adaptive regression-based 

model that can be used and further tuned to improve predictive capability as both a 

classifier and probabilistic predictor. The current version of the model combines a 

multilinear regression-based model and a logistic regression-based model to produce a 

predictive model that presents a classification accuracy of 56.6%, an AUC of 0.549, and 

a Brier Score of 0.244.
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Chapter 1:  Introduction 

1.1 Introduction 

Sports analytics is a modern keystone of any sporting event, with any broadcast of any 

sport presenting numerous statistics in an attempt to quantify relative performance of 

teams and athletes to the fan. Indeed, globally the sports analytics field is a multi-billion-

dollar industry with large projected growth in the coming years (MarketsAndMarkets, 

2020). When thinking of sports analytics, it is difficult to not associate it with the sport 

of baseball. No other sport can be as completely and precisely reported with statistics as 

baseball, with detailed records kept of every professional game since the mid-1800s. With 

the introduction of Sabermetrics in the late 1970s (“Understanding sabermetrics: an 

introduction to the science of baseball statistics,” 2008), and the global sensation 

Moneyball (Lewis, 2003), baseball statistical analysis has become the poster child for 

sports analytics. Sports outcome prediction has therefore come to the forefront, with 

organisations and amateur fans all attempting to make the most accurate predictions, in 

particular due to the growing popularity of sports betting (Stekler et al., 2010).  

1.2 Motivation 

Major League Baseball was chosen as the topic of study for this thesis for multiple 

reasons. Primarily, due to the deterministic nature of the game, and the discrete outcomes 

possible for any particular matchup between pitcher and batter, the game has always lent 

itself to statistical recordkeeping. Every player and every game have extremely detailed 

statistics associated with it, allowing for numerical analysis. Due to the quantity and 

quality of data available various kinds of models have already been built at player level 

all the way to game level. This project aims to build a more universal model that is 

modular in nature, that gives predictions and quantifications at all levels from player to 

game in order to provide detailed and precise information to inform decision making. 

There are also many positive potential implications of building a flexible model for 

baseball outcome prediction. Namely, it has the potential of being applicable to other 

sports since regression-based models tend to not require tuning of hyperparameters, 

leading to optimisation only requiring knowledge of the source data and not necessarily 

of the model workings. It is therefore the hope that the model and the principles used to 

build it, should be useful to amateur baseball fans trying to win their fantasy league as 
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well as technically literate analysts working for the front offices of Major League Baseball 

franchises.  

1.3 Baseball Statistics 

There are many common statistics and terms used within baseball to describe and 

compare player and team performance. These statistics are listed and defined in the 

Glossary and they’re abbreviated terms will be used from here.  

Baseball players can be, for almost all cases, be divided into two categories, hitter and 

pitcher. Hitters are the primary offensive component of a team, responsible for taking 

ABs and scoring. Half of MLB in the American League also utilises a DH, meaning that 

AL pitchers are almost never required to also be a hitter. Pitchers on the other hand are 

responsible primarily for the defensive component, pitching the ball to opposing hitters 

with the aim of preventing hits, walks, and scoring in general. Their statistics are also 

divided into two distinct categories and across almost all data sources are separated as 

such. In recent years, modern sabermetric component statistics, such as WAR have also 

been created, which while applying to both categories of players, should still only be 

compared within the same category as their components are still unique to the player 

position (MLB, n.d.). Hitter statistics can also be further divided into offensive hitting 

and defensive fielding categories, for when the opposing team has the ball and hitters are 

hitting and when the hitters’ team has the ball and hitters are fielding, respectively. For 

the purpose of this project, due to the difficulties in obtaining reliable and consistent 

fielding statistics across time, and difficulties in integrating them into the overall model, 

only hitting statistics are considered for hitters. Similarly, pitcher statistics can be 

subdivided into pitching and fielding, although both are defensive in this case. Due to the 

same difficulties in incorporating reliable fielding statistics as for hitters, only pitching 

statistics are used in this study. 

Furthermore, as with any sport there have been large changes to the game. For example, 

from the beginning up to as late as the 1960s, many starting pitchers would pitch an entire 

game, whereas nowadays there is a heavy emphasis on the usage of relief pitchers such 

that starting pitchers only pitched an average of 5.18 innings in the 2019 season. As such, 

this project will aim to only use the most modern version of statistics and relevant data.
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Chapter 2:  Literature Review 

2.1 Introduction 

Many studies have been conducted in both academic and technical capacities on the topic 

of win-loss prediction in baseball and other professional sports at large. Classification 

and predictive models that currently exist cover a wide range of mathematical and 

computational complexity and specificity. Models and simulations exist from as broad as 

predicting the win-loss total of any team over the course of a season (“Pythagorean 

Winning Percentages | Glossary | MLB.com,” n.d.) to as specific as predicting the catch 

probability of any in play ball or the exact spin rate of any pitch (“Statcast,” n.d.). There 

also exist models at in-play level where the win probability of a given team can be 

predicted during any point in the game depending on the current score, time in game, and 

other fixture level data (“Win Expectancy,” n.d.). With all these statistics available, and 

the introduction of new technology to track more detailed metrics, models for win-loss 

prediction have also naturally developed alongside. Different categories of models are 

discussed to help understand the context of a regression-based model developed in this 

project. 

2.2 Pythagorean Win Expectation 

The most basic and commonly used statistical model available currently was developed 

by Bill James and known as Pythagorean Win Expectation, so called due to the form of 

the equation bearing a resemblance to Pythagoras’ Theorem (Heumann, 2016; 

“Pythagorean Winning Percentages | Glossary | MLB.com,” n.d.). This method predicts 

the number of games a team should expect to win in each season based upon the number 

of runs they score and allow. This is typically applied in either a reverse engineering 

method, where a team’s performance is scrutinised at the end of the season to determine 

whether or not they won as many games as they should have given how many runs they 

scored against how many runs they allowed. It can also be applied in a predictive capacity 

by calculating how many runs a team should score and allow in an upcoming season in 

order to determine how many wins a team should expect in that upcoming season. The 

Pythagorean Win Expectation Model in its original form is expressed as a simple 

equation: 

𝑊𝑖𝑛 % =
(𝑅𝑢𝑛𝑠 𝑆𝑐𝑜𝑟𝑒𝑑)2

(𝑅𝑢𝑛𝑠 𝑆𝑐𝑜𝑟𝑒𝑑)2 + (𝑅𝑢𝑛𝑠 𝐴𝑙𝑙𝑜𝑤𝑒𝑑)2
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This approach is intuitive and logical. Naturally a team that scores more runs than it 

allows should win more games than they lose. Of course, this is an oversimplification so 

modern developments to Pythagorean Win Expectation have included extra statistics such 

as 1-run wins/losses and extra-inning wins/losses in an attempt to produce a more 

accurate model, as well as tuning the exponent hyperparameter to give a more accurate 

representation of the relationships expressed in the model. These improvements utilise 

even more statistically based approaches such as using Poisson distribution models for 

win ratio prediction (Davenport and Woolner, 1999; Heumann, 2016). These 

developments aimed to improve this method’s flexibility and adaptability at the cost of 

its simplicity and interpretability. However, the incremental improvements were deemed 

not significant enough to justify further complexity so the original formula persists as the 

most commonly used, as well as seeing expansion to use in other sports such as NBA, 

NFL, and NHL with the tuning of some hyperparameters (Dayaratna and Miller, 2012; 

Inc et al., 1993; Miller, 2007; Schatz et al., 2011). The main drawback of Pythagorean 

Win Expectation is its rigidity, relying on aggregated team statistics of runs and only 

capturing mean performance. However, it’s principles are based on sound logic and 

mathematically rigorous and are important building blocks in almost all predictive models 

of win-loss outcome (Cui, 2020).  

2.3 Player Level Forecasting 

While Pythagorean Win Expectation uses aggregate team level statistics i.e., runs 

scored/allowed by a whole team, there also exist models for forecasting individual player 

statistics and performance which can then be contributed towards the team level 

aggregate statistics. Player performance prediction models are typically regression-based 

models, relying on a specific player’s past statistics to forecast for future performance 

(Bailey et al., 2020; Clark, 2016). Each of these models explores different baseball 

statistics and their potential underlying relationships in order to find the best possible 

combination for prediction of future performance. While there does not currently exist a 

single player rating system, bWAR, fWAR, and WARP are commonly used as a form of 

“all-in-one” number for evaluating a player relative to his peers. However, WAR cannot 

be used for future seasons or future outcome prediction as all of these are relative figures 

based upon current performance for a given season. As such, predictive models predict 

statistical performance of individual statistics such as AVG, OPS, ERA, etc. which can 
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limit its use for large scale game level prediction. There also exists kNN models that 

relate similar player attributes from player history such as statistical performance at a 

particular age, to project for future performance based on comparison to historical players 

(Koseler et al., 2019; Koseler and Stephan, 2017). In order to relate these forecasted 

player statistics to game level win-loss prediction, Pythagorean Win Expectation or 

similar calculations are the standard method. Sabermetric statistics such as wRC+ and 

DRS quantify player performance in how many runs they create or prevent relative to 

other players and so can almost directly be fed to win expectancy calculations. Therefore, 

the performance of any win expectancy model is still reliant on the final win expectancy 

calculation, even if it captures player level data. This also require enhancements to the 

model such as to Pythagorean Win Expectation mentioned previously leading to less 

interpretability and more complexity. 

2.4 Game Level Forecasting 

Game level outcome prediction models exist both as binary classifiers and regression-

based models that predict trends over time. The simplest way of framing this machine 

learning problem is as a binary classification problem, which of two teams will win. There 

exists a wealth of work that explores this problem, comparing many algorithms including 

kNN, SVM, decision trees, random forest, and ANNs, all applied as a binary classifier 

(Bunker and Thabtah, 2019; Soto Valero, 2016). While undoubtedly framing this project 

and problem as binary classification problem is valid, it does not necessarily capture the 

entire complexity of the problem domain. Even the best teams cannot win all the time, 

which a binary classifier would surely predict would happen, suggesting that potential 

binary classification model accuracy could not exceed certain amounts, and indeed, does 

not exceed approximately 65% (Cui, 2020; Haghighat et al., 2013), which would be the 

approximate accuracy of a naïve model only predicting the team with the best record 

always wins. Therefore, it is potentially better to approach this problem with a logistic 

regression model. 

(Clark, 2016) Developed a regression analysis model to predict the percentage of wins a 

team would achieve in a given season, similar to Pythagorean Win Expectation. However, 

this does not give game level probability predictions as logistic regression would. Studies 

do exist that have built logistic regression models but only in limited capacities (Pontius, 

n.d.; Qureshi, 2020). No logistic regression models currently exist that aim to predict the 
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probability of a team winning a given game. This approach should be the most logical as 

it explicitly attempts to assign a probability of a given outcome and should give more 

information than a simple binary classifier, in particular in uses such as sports betting or 

direct player comparison – combining a logistic regression model with individual player 

statistics allows for comparison of which player is potentially more valuable. A game 

level logistic regression model would allow for more detailed outcome prediction where 

potentially every single game played in MLB would have a predicted outcome, both for 

binary classification where the higher win probability team is assigned as the winner, and 

a probabilistic outcome which is useful for further in-depth analysis beyond simple 

classification. Furthermore, by forecasting an entire season, win expectancies can also be 

calculated for the season giving similar information as Pythagorean Win Expectation and 

a general regression model. 

2.5 Logistic Regression  

Logistic regression is a common algorithm in machine learning, in particular for outcome 

classification and probability prediction. As applied in this project, it is a regression 

model of the form of a logistic function, used to model a binary dependent variable as a 

function of a set of independent variables (Walker and Duncan, 1967). Mathematically a 

logistic model has a dependent variable of two discrete outcomes, typically labelled as 

“0” and “1”, and independent variables of flexible form. The logistic function then 

described the logarithm of the odds for the value labelled “1” as a linear combination of 

the independent variables (Tolles and Meurer, 2016). The logistic function is a sigmoid 

function of the general form: 

𝑓(𝑥) =
𝐿

1 + 𝑒−𝑘(𝑥−𝑥0)
 

with input variable x, sigmoid midpoint x0, curve maximum value L, and logistic growth 

rate k (Verhulst, 1838). This function describes the probability of the outcome being “1”, 

across a range of [0:1]. In this project, the scikit-learn is used as the solver to implement 

a logistic regression model in Python. This solver treats the regression as an optimisation 

problem of minimising a cost function: 

𝑚𝑖𝑛
𝑤,𝑐

1

2
𝑤𝑇𝑤 + 𝐶 ∑ log (exp (−𝑦𝑖(𝑋𝑖

𝑇𝑤 + 𝑐)) + 1)

𝑛

𝑖=1
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for a  binary class penalised logistic regression, with regression coefficients being 

estimated using maximum likelihood estimation (“1.1. Linear Models - scikit-learn,” 

n.d.). This model therefore produces a prediction of probability of the outcome class “1”, 

which in this project is the higher rated-team winning. 

2.6 Summary of Literature 

There exist examples of many models used in baseball outcome prediction, from simple 

Pythagorean Win Expectation to complex neural network-based models. There is, as 

always, a significant trade off between flexibility and accuracy, complexity and 

interpretability. Even the most complex of game-level predictive models can only achieve 

accuracies of up to 65%, in complete black box computational environments, with simple 

models being significantly lower in predictive capability. There also exist many examples 

of regression models for player evaluation. A logistic regression model is therefore 

proposed and explained as a potential model that can combine both levels of detail to 

produce a model that is simple of the surface for game outcome probability prediction, 

with a solid statistical basis to provide player-level detailed inputs for a logistic regression 

model. 
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Chapter 3:  Methodology 

3.1 Introduction 

The goal of this project is to build a model capable of predicting the probability of a given 

team winning a baseball game. The solution of interest here is a binary classification 

based on probability. As such, the algorithm of choice is logistic regression where the 

two “ratings” of the teams playing are used as independent variables to predict the 

outcome of: 

1 The higher rated team wins 

0 The higher rated team loses 

In order to generate inputs for a logistic regression model comparing two teams of certain 

ratings, first these ratings must be assigned. The approach taken in this project is based 

on the approaches of player value forecasting and of the Sabermetric WAR statistics. Two 

multivariate linear regression models, one for hitters and one for pitchers, are built to 

quantify the value of an individual player. A global player value model is then created by 

combining the results of these two separate models. To create these regression models, 

individual player statistics are selected and regressed upon the number of wins that 

player’s team won in a given season, identifying statistics that should contribute towards 

the success of an entire team. With this regression model, values to any player can then 

be assigned and aggregated into a team wide value, enabling the assignment of relative 

strengths of each team. These aggregated team values are used as the independent 

variables for the logistic regression model.   

3.2 Software  

All data extraction, transformation and loading, as well as model building and evaluation 

was conducted through Python 3.8 (Https://www.python.org/downloads/release/python-

380/, n.d.). The primary modules used within python were pandas for data manipulation 

and scikit-learn for model building and evaluation (“DataFrame - pandas 1.2.1 

documentation,” n.d., “scikit-learn,” n.d.). Visualisation of model outputs were created in 

Tableau  

3.3 Data Sourcing and Preparation 

Player data, player information, and individual player statistics, as well as team data, team 

information, team statistics are obtained from the Lahman Baseball Database and from 
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Baseball Savant (“Baseball Savant,” n.d., “SeanLahman.com,” n.d.). Data of all game 

results, game logs and box scores are obtained from the Lahman Baseball Database and 

Retrosheet (“Retrosheet,” n.d., “SeanLahman.com,” n.d.). All obtained data was in a CSV 

format and loaded into dataframes with pandas. Baseball Savant data included more 

Sabermetric data, as well as more detailed statistics so it was necessary to combine both 

Lahman data and Baseball Savant data to ensure the most complete and consistent data 

for model building. Player IDs, a unique key for identifying each player, did not exist in 

a universal format across dataset and so, in order to ensure each player data point has a 

unique primary key, player IDs from the Lahman data was used. Temporary IDs using 

unique statistics for each player were used to join Baseball Savant data to Lahman data. 

Two datasets of player data were prepared for model input, one for hitters and one for 

pitchers, since each category of player has different statistics associated with it. Players 

who have statistics in both categories are treated as two separate players in the initial 

stage, and only joined together on their player ID at the final stage value determination 

before input into the logistic regression model.  

Game data was obtained from Retrosheet and were in the form of game logs, with data 

including the teams that played, the date of the game, final score, as well as detailed 

breakdowns of game level statistics. This data was compared to player data to ensure 

consistent team IDs as unique identifiers for teams. The scores of the games were then 

compared to identify the winning team of each game.  

Player data and team data was divided further into each year that they played so that each 

player, although a single player, was considered as multiple data point, one for each year 

they had data for, e.g. Mike Trout 2017 and Mike Trout 2018 are considered separate data 

points. Similarly, this is the case for teams as well. This is due to the fact that many players 

change teams over the course of different seasons so that the same team one year may 

have a completely different roster of players the next. By subdividing data points across 

each season, more data can be used and with more thoroughness. 

3.4 Variable Selection 

There were many variables considered as predictors for both the player value regression 

model and the game outcome predictive logistic regression model. Due to the changes in 

the game of baseball since its inception, it was decided that only games from 2006 and 

onwards would be considered as this is the most modern era of baseball. Furthermore, in 



A Regression Based Approach for Prediction of Major League Baseball Game Outcomes 

Chapter 3: Methodology 

 

  

Gerry Hughes  2022  Page 16 

order to only include player data of players that played a statistically relevant amount, 

only data for hitters with at least 100 PAs in a season and data for pitchers with at least 

18 IP in a season are included.  

 

Figure 1. Hitters Statistics Correlation Heatmap. 

 

Figure 2. Pitchers Statistics Correlation Heatmap. 



A Regression Based Approach for Prediction of Major League Baseball Game Outcomes 

Chapter 3: Methodology 

 

  

Gerry Hughes  2022  Page 17 

All traditional statistics for both hitters and pitchers such as AVG, OPS, RBI, ERA, 

WHIP, were considered, as well as modern Sabermetric statistics such as xBA, xSLG, 

FIP, wOBA. In order to maintain as simple and as applicable a model across time periods, 

it was decided to use as few modern Sabermetric statistics as possible, until this approach 

for player evaluation was mathematically robust. Correlation heatmaps were created for 

hitters and pitchers to determine any redundant variables and final variables for a player 

evaluation regression model were decided. For hitters, OPS, SB, RBI, K%, and BB% 

were chosen as independent variables. For pitchers, ERA, K%, BB%, and (opposing) 

OPS were chosen. These statistics are the most traditional counting stats for baseball 

players and are available in almost every era as well as being a good representation of 

player performance, and are chosen for this reason. Each player data point also had data 

on the win percentage of the team they played on, which was used as the regressor 

dependent variable. Finally, in order to compare players that participated in different 

amounts of games and PAs, IPs and PAs were used to create a standardised multiplicative 

factor so that player value could be scaled by the amount of contribution they made to 

their team, e.g. if two players had the exact same statistical evaluation but one had 500 

PAs and another only 100, the former would have a higher value to their team than the 

latter. Naturally, depending on model bias, changing these statistics will also change how 

players are valued and should be the first stop for future work in developing this model 

and improving performance.  

3.5 Linear Regression Model for Player and Team Evaluation 

In order to provide aggregate team value for input into the logistic regression model, each 

team’s players must first be evaluated and assigned a standardised rating. All independent 

variables were standardised with themselves to ensure consistency of magnitude. A 

regression model was then trained and cross-validated, regressing the above chosen 

independent variables on the dependent variable of team wins. This provided two 

functions, one for hitters and another for pitchers, that predicts how many wins a player 

contributes to relative to another. These rating values are then scaled to PAs and IPs for 

hitters and pitchers respectively so player value is also a function of how much they 

participated in a season relative to another player of their role.  

Each player data point is then associated with a team data point and then a particular 

team’s aggregate value is then calculated by the sum of all player values for that team. 
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These team values could then be used as input variables for the following logistic 

regression model. 

3.6 Logistic Regression Model for Game Outcome Prediction 

From the previous team evaluation regression model, independent variables for the 

outcome prediction model have been obtained. The dependent variables must therefore 

also be defined. As this modelling approach as a whole is based on relative strength of 

teams and their players, it was decided that the best method of classifying a game’s 

outcome was based upon a team’s aggregate value. Therefore, the dependent variable, the 

probability of a particular team, was based upon the higher rated team winning being 

classified as 1, and the higher rated team losing being classified as 0. Each game could 

then be given a classification of 1 or 0 depending on whether the higher rated team won 

or not, allowing for consistent treatment of every game outcome.  

The logistic regression model was then trained on the aggregate scores of the two teams 

playing to regress onto the outcome of the game as stated above. The logistic regression 

model used was the scikit-learn logistic regression model with the lbfgs solver (“1.1. 

Linear Models - scikit-learn,” n.d.). This produced a model that would calculate the 

probability of the higher aggregate team winning.   

3.7 Model Evaluation 

The player evaluation linear model was evaluated by considering model coefficients as 

well as the goodness-of-fit score. However, as the regressor variable is team win 

percentage, it is not expected that the linear model as is would have a particularly good 

fit. This model is only used as a way of evaluating players mathematically and 

objectively, and would likely need significant improvement or human input to ensure the 

best evaluation of players. 

The logistic regression model for game outcome prediction was evaluated as both a binary 

classifier and as a regression model. Its classification capability is measured using the 

sklearn metrics library with a confusion matrix, classification report, log loss score and 

AUC/ROC (Hossin and Sulaiman, 2015; “scikit-learn,” n.d.). Its probabilistic predictions 

were evaluated by Brier Score (BRIER, 1950; Roulston, 2007). However, as there are no 

other models of this form in the open domain, its Brier Score cannot be compared to 

others, but future versions of this model can be compared relative to the current one to 
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benchmark performance. It is also potentially worthwhile to compare probabilities 

produced by this model to implied odds given in the sports betting industry to create a 

relative performance index with other probabilistic models that are not in the open 

domain.
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Chapter 4:  Results and Discussion 

4.1 Introduction 

For model evaluation we use the metrics and methods outlined above. Classifications and 

win probability predictions made by the logistic regression model are compared to real 

life holdout data not used in model training.  

4.2 Player and Team Value Model Evaluation 

The player value models exhibited R2 values of 0.44 and 0.83 for the hitter model and 

pitcher model respectively. The pitcher model exhibits significantly better performance 

than the hitter model, likely due to the more consistent statistics used for pitchers. Pitcher 

statistics are often directly linked to a team’s winning chances, with a statistic such as 

lower ERA naturally inferring a team is more likely to win since they have allowed less 

runs. Similarly, K% is directly linked with improved winning chances since a baseball 

game is limited not by time but by number of outs. Naturally striking out more opposing 

hitters means pitchers are contributing to more outs and effectively reducing the chances 

of the opposing team scoring. In contrast, hitter statistics do not necessarily directly mean 

runs scoring. The only statistic used as an input variable in this model that directly relates 

to runs being scored is RBIs. A hitter can have an extremely high OPS, getting on base 

every plate appearance but unless those hitters following up are able to drive in a run, it 

is of no use. However, the main purpose of these models is to generate a value for players 

relative to other players, in which the regression is able to do, valuing players based on 

their contributed statistics that relate to team wins. 

The predicted distribution of player ratings can be seen in the figures below, as a function 

of their teams’ wins and as a population distribution. The player values are standardised 

such with a mean of 0.0 and a standard deviation of 1.0, shown by the population 

distribution as being approximately normally distributed with a slight skew towards 

positive. Therefore, players with a value of 0 are exactly average and players with a value 

of 1 are statistically in the top ~16% of all players across the dataset. Highlighted player 

ratings are those of MVP winners in a given year. It can be seen that, while many MVP 

winners come from teams with winning records, there are still a significant percentage 

that come from teams with below .500 records, demonstrating that they were deemed as 

having outstanding statistical seasons personally despite their teams’ shortcomings. 

Similarly, they are rated highly by the value model, indicating the model is capable of 
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capturing outstanding individual performance and identifies underlying relationships of 

individual statistics that contribute to winning teams. 

 

Figure 3. Predicted Player Value Population Distribution. 

 

Figure 4. Predicted Player Value as a function of Team Wins. 
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Figure 5. Predicted Team Value Population Distribution. 

 

 

Figure 6. Predicted Team Value as a function of Team Wins. 

 

Similarly, the predicted values of teams featured in this dataset are shown above. Based 

purely upon player statistics and their relation to their team wins, the model assigns teams 
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with more wins a higher value. This is clearly seen in Figure 6, with an upward trend 

where team values are plotted against true team wins, indicating that teams that are more 

highly valued by the model would be predicted to win more games, an intuitive result.  

There are many significant improvements that can be made to this section of the model 

however. Most notably, inclusion of better, more descriptive statistics, in particular for 

hitters, is of paramount importance e.g., inclusion of defensive statistics. Modern 

sabermetric statistics such as WAR would also be of huge benefit as these seek to quantify 

players’ contribution in terms of wins for their team, in essence what this model attempts 

to achieve. Also, modern counting statistics such as OPS+ and ERA+ likely more accurate 

to use than their traditional counterparts as it allows for better comparison of players 

across different time periods, which would lead to better regression results and ideally 

more robust player value assignment. Furthermore, there may also be more robust 

dependent variables to regress upon than simply team wins, which was used here because 

of the goal to assign player values based on their contribution to their team’s winning 

probability in any given game.  

These predicted results and assigned values are then used as independent variables in the 

logistic regression model for individual game outcome prediction. 

4.3 Game Outcome Prediction Model Evaluation 

The Win-Loss game outcome prediction model was evaluated by comparing predicted 

outcomes to true outcomes of the dataset. As a classifier, the logistic regression model 

exhibits the following metrics and confusion matrix: 

Accuracy 0.566 

Sensitivity 0.999 

Specificity 0.009 

Precision 0.566 
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Figure 7. Confusion Matrix of Win-Loss Prediction Model. 

 

Figure 8. Logistic Model ROC Curve. 
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As a classifier, this logistic regression model exhibits poor accuracy at 56.6%, better than 

a randomly guessing model but lacking the performance of other machine learning 

models that currently exist (Koseler and Stephan, 2017; Soto Valero, 2016). The reason 

for this lack of accuracy is apparent in the confusion matrix, where true positives are 

accurately classified but true negatives are very rarely seen. Instead, the model predicts a 

significant number of false positives. This is likely due to the classes used in the logistic 

regression, where a 1 is assigned as the outcome when a higher rated team wins, and a 0 

assigned when they lose. Intuitively, if a human were to assign values to teams and predict 

which teams would win games between two of them, of course the higher rated team 

would be predicted to win. This is the nature of prediction between two teams. The 

logistic regression model captures this in the same way, as it is trained on the premise that 

a successful outcome if the higher rated team winning, and a failure if they lose. With this 

logistic regression model, when predicting the outcome, only the probability of the higher 

rated team winning is considered, which is almost always going to be above 50%. 

Therefore, the model will naturally predict an outcome of 1, the higher team winning. 

This leads to nearly all outcomes being predicted as 1, leading to many true positives but 

also many false positives. This performance is also exhibited by a log loss score of 0.68 

and the ROC/AUC figure above, where the AUC is 0.55, little better than a naïve guessing 

model. To improve upon this model’s performance as a classifier, it is likely to require 

better classes as the dependent variable. However, this approach is based upon the concept 

of team ratings being an aggregate of individual player ratings, which would require a 

complete review of this approach if looking for a better classification model.  

 However, the main purpose of this logistic regression model is as a probabilistic predictor 

of which team will win a given game. As such, it is more important to consider the Brier 

Score of this model: 0.244. The Brier Score measures the accuracy of probabilistic 

predictions by the method of applying a cost function of the form of a mean squared 

difference between the predicted probability of an outcome and the true outcome. It is 

expressed in the general form for binary events as: 

𝐵𝑟𝑖𝑒𝑟 𝑆𝑐𝑜𝑟𝑒 =
1

𝑛
∑(𝑓𝑡 − 𝑜𝑡)2

𝑛

𝑡=1

 

where ft is the probability that was forecast, ot is the true outcome of an instance t, and n 

is the number of forecasting instances (BRIER, 1950). The Brier Score is a value between 
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0 and 1 as a mean squared difference, with a score of 0 being perfect prediction and a 

score of 1 being perfectly incorrect prediction.  

 

Figure 9. Predicted Win Probability Population Distribution, correct and incorrect predictions 

 

The score of the logistic model of 0.244 indicates the model may perform significantly 

better than the classification model metrics suggest. This is due to the fact that for games 

where the prediction of the higher rated team winning is incorrect, the probability given 

for that game is close to 50%, whereas games where the higher rated team does win is 

predicted with a higher probability, leading to a lower mean squared error in the 

prediction log-function. This is the true potential behind this approach, where probability 

of outcomes is being taken into account, requiring better understanding of the underlying 

statistics being used as input variables. By considering player level statistics in this case, 

team ratings can be better informed, and therefore independent variables for a logistic 
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regressor can also be better formulated, leading to better probabilistic predictions, even if 

it performs poorly as a classifier. This can also be seen in Figure 9 above, where, at lower 

higher rated team win probabilities near 50%, there are an approximately equal number 

of correct and incorrect predictions. However, as the win probability predictions increase, 

the proportion of correct predictions also increase, suggesting that the probability model 

is performing correctly and able to make correct predictions when probability is 

considered, and not just simple binary classification. However, it is difficult to truly 

quantify the accuracy of this probabilistic model as there does not exist any other models 

of this form in the open domain. One potential method that could be used to benchmark 

this model is by obtaining historical odds offered by bookmakers, implied probabilities 

of a given team winning. These could be used to compare predictions made by this model 

to determine whether or not this approach could lead to a better model than available 

through traditional non-mathematical means or in industry currently. Unfortunately, due 

to the difficulty in accessing historic data from a heavily data-protected industry, this path 

may be impossible to thoroughly investigate. 
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Chapter 5:  Conclusion 

5.1 Conclusion 

In this project, the aim was to explore a regression-based approach for building a model 

for the prediction of win probability of a given team in Major League Baseball. This was 

done by considering highly detailed, player level statistics, in order to build a model that 

could assign the value of an individual player in contributing to their team winning. This 

would then allow the same approach of assigning teams value, based upon the value of 

their players. Using the value of these teams, a logistic regression model was trained to 

predict the outcome of any given game between two of these teams, a higher rated team, 

and a lower rated team. While classification accuracy at 56.6% was poor and not better 

than most currently available models, probabilistic predictions with a Brier Score of 0.244 

suggest significant promise for this approach. The model was capable of probability 

predictions that could take into account relative strength of teams, rated by an all-in-one 

figure. For future work, it is proposed that the player and team rating systems be explored 

further to identify better statistics and modern metrics to quantify player performance and 

their contribution to a team’s winning probability. By following this approach of player 

level detail being brought to game level outcome prediction, it is possible that future 

developments on this model may lead to a highly accurate probability prediction model 

for Major League Baseball games.  
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Appendix A: Title here 

Glossary of Terms 

All abbreviated baseball terms used above, as well as any complementary terms, are 

outlined in this glossary with a description of their meaning. All terms are retrieved from 

(“Glossary MLB.com,” n.d.) where more detailed descriptions can be found. 

AB At-bat. When a hitter reaches base via a fielder’s choice, hit, or an error, or 

when put out on a non-sacrifice.  

AVG Batting Average. A basic measure of hitter success, calculated by dividing a 

player’s hits by total ABs for a number between 0.000 and 1.000. 

BB% Walk Rate. Frequency with which a pitcher walks a hitter or the rate at which 

hitters walk. 

DH Designated Hitter. A player who bats in place of the pitcher. 

DRS Defensive Runs Saved. Estimate of a player’s defensive contribution in terms 

of how many runs a defender saved. 

ER Earned Run. Any run scored against a pitcher without the benefit of an error 

or a passed ball. 

ERA Earned Run Average. Number of earned runs allowed by a pitcher per nine 

innings. 

ERA+ Earned Run Average Plus. ERA adjusted to account for external factors such 

as ballpark or era. 100 is league average, 150 is 50% above average, 50 is 

50% below average etc. 

FIP Fielding Independent Pitching. Similar to ERA but only considering 

strikeouts, unintentional walks, hit-by-pitches and home runs. 

IPs Inning Pitched. Measure of the number of innings a pitcher remains in a game. 

Each out recorded represents one-third of an inning pitched. 

K% Strikeout Rate. Frequency with which a pitcher strikes out a hitter or the rate 

at which hitter strike out. 

OBP On-base Percentage. Rate of hitter reaching base per plate appearance.  
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OPS On-base Plus Slugging. Measure of hitter success, calculated by adding OBP 

and SLG. 

OPS+ On-base Plus Slugging Plus. OPS adjusted to account for external factors such 

as ballpark or era. 100 is league average, 150 is 50% above average, 50 is 

50% below average etc. 

PA Plate Appearance. A hitter’s turn at the plate to bat. 

RBI Runs Batted In. When a player’s PA results in a run being scored. 

RC Runs Created. Estimate of a player’s offensive contribution in terms of total 

runs. 

SB Stolen Base. When a baserunner advances by taking a base to which they are 

not entitled. 

SLG Slugging Percentage. Measure of the total number of bases a player records 

per AB, valuing extra-base hits more highly. 

WAR Wins Above Replacement. A measure of a player’s value in all facets of the 

game, relative to a replacement-level player at the same position. There are 

different methods of calculating WAR: fWAR refers to Fangraphs’ WAR, 

bWAR/rWAR refers to Baseball Reference’s WAR, and WARP refers to 

Baseball Prospectus’ WARPlayer. 

WHIP Walks and Hits Per Inning Pitched. A measure of how well a pitcher keep 

runners off base, calculated by the sum of a pitcher’s walks and hits, divided 

by their total inning pitched. 

wOBA Weighted On-base Average. Version of OBP accounting for how the player 

reached base, weighting by method. 

wRC+ Weighted Runs Created Plus. RC adjusted to account for external factors such 

as ballpark or era. 100 is league average, 150 is 50% above average, 50 is 

50% below average etc. 

xBA Expected Batting Average. Statcast metric measuring the likelihood that a 

batted ball will become a hit. 
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xSLG Expected Slugging Percentage. Statcast metric measuring the likelihood that 

a batted ball leads to a certain number of bases. 
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