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Abstract 
 

This thesis develops machine learning models to predict Parkinson's disease (PD) severity scores from speech recordings. 

22 vocal features related to frequency, amplitude, timing, jitter, shimmer etc. are extracted from sustained vowels, words, 

and sentences in the PD data. After preprocessing, exploratory analysis provides insights into feature distributions and 

correlations with severity scores like the Movement Disorders Society Unified Parkinson's Disease Rating Scale (MDS-

UPDRS). Rigorous feature selection identifies the most predictive subsets. Multiple sophisticated algorithms including 

random forests, support vector machines and neural networks are benchmarked and tuned using cross-validation to predict 

the MDS-UPDRS scores. A nonlinear support vector regressor with optimal features achieves high accuracy. Thorough 

model interpretation explains performance, identifies limitations guiding future improvements and characterizes clinical 

implementation requirements. Overall, the interpretable modeling approach accurately forecasts PD severity, enabling 

potential telemonitoring applications. 
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Chapter 1: Introduction 
 

1.1 Background 

Parkinson's disease (PD) is a progressive neurodegenerative disorder characterized by motor and non-motor symptoms. It 

is the second most common neurodegenerative disease after Alzheimer's and affects around 10 million people worldwide 

(Dorsey et al., 2018). The cardinal motor symptoms include bradykinesia (slowness of movement), resting tremor, rigidity 

and postural instability (Jankovic, 2008). As the disease progresses, it leads to severe disability and reduced quality of life. 

Currently, there are no definitive diagnostic tests or neuroprotective treatments for PD.  

The diagnosis of PD is based on clinical examination and relies heavily on the expertise of the neurologist. However, the 

early symptoms can be subtle and missed leading to misdiagnosis. Studies have shown that around 25% of patients are 

misdiagnosed in the early stages (Schrag et al., 2002). This highlights the need for quantitative biomarkers that can aid 

diagnosis and tracking of disease progression. Speech and voice recordings provide a non-invasive way to detect 

impairments related to PD. Several speech features like pitch, shimmer, jitter, pauses etc. have been found to be associated 

with PD severity (Orozco-Arroyave et al., 2016). Recently, there has been growing interest in applying machine learning 

models to analyze such speech signals for automated PD diagnosis and monitoring. 

Machine learning has shown promising performance in modeling complex patterns in healthcare data. Various techniques 

like artificial neural networks, support vector machines, random forests, and deep learning have been explored for problems 

ranging from disease diagnosis to personalized medicine (Miotto et al., 2017). In the case of PD, most studies have focused 

on classifying patients versus healthy controls using speech, identifying the best performing algorithms or feature subsets 

(Sakar et al., 2019). However, predicting the actual disease severity scores in patients using speech data has received less 

attention. Since PD represents a spectrum, it may be more useful clinically to grade the level of impairment for optimized 

management rather than just diagnosis.  

In this thesis, we apply machine learning approaches to predict the Movement Disorders Society Unified Parkinson's Disease 

Rating Scale (MDS-UPDRS) from speech recordings of PD patients. The MDS-UPDRS is the most widely used scale to 

assess impairment and track longitudinal progression in PD (Goetz et al., 2008). Our goal is to develop automated, non-

invasive, data-driven models that can estimate the clinician-rated UPDRS scores from speech signals. This could assist with 

telemonitoring especially during the COVID pandemic or provide a digital biomarker of disease progression in clinical 

trials.  

1.2 Problem Statement 

PD management requires regular assessment of symptoms to adjust medications and track worsening over time. However, 

in-clinic evaluations are episodic and ratings can be subjective. Also, motor fluctuations related to medications are difficult 

to capture in the clinic. Remote tracking of symptoms using wearables and smartphone apps has gained interest for 

continuous monitoring (Espay et al., 2019). Such tools could capture data in the patient's natural environment and 

supplement in-person assessments.  

Speech and voice recordings from smartphones represent an attractive signal for passive and frequent monitoring in PD. 

Several studies have identified speech features related to the motor, respiratory, phonatory and articulatory systems that are 

impaired in PD (Skodda et al., 2012; Rusz et al., 2015). Machine learning models built on such features have shown ability 

to discriminate PD speech from controls and correlate with disease severity metrics like UPDRS scores. However, most 

prior work has focused on classification of patients versus controls or regression on overall UPDRS scores rather than 

section-wise subscores.  

The MDS-UPDRS has four sections evaluating different aspects – non-motor experiences of daily living (Part I), motor 

experiences of daily living (Part II), motor examination (Part III), and motor complications (Part IV) (Goetz et al., 2008). 

Part III directly assesses the motor severity during an in-clinic examination. The goal of this thesis is to develop machine 

learning models to estimate Part III motor examination scores of the MDS-UPDRS from speech data collected remotely. 

Being able to accurately predict detailed section-wise impairment scores could better inform treatment decisions rather than 
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using total UPDRS alone. This could enable continuous monitoring of motor fluctuations and progression in PD patients 

remotely using smartphones. 

1.3 Research Objectives and Questions 

The aim of this thesis is to build machine learning models that can accurately estimate the MDS-UPDRS Part III scores in 

PD patients from voice/speech data collected remotely. The specific research questions we seek to address are: 

1. Which speech features extracted from sustained vowels, words and sentences are most predictive of motor 

impairment severity in PD patients? 

2. What machine learning approaches like linear regression, random forest, neural networks etc. can effectively 

model the relationship between speech patterns and clinician-rated MDS-UPDRS Part III scores?  

3. How do different modeling choices regarding feature selection, hyperparameter tuning, cross-validation impact 

model performance and generalizability? 

4. Can optimal models be built which provide clinically useful estimates of motor severity scores from remote 

speech data? 

5. What insights do these models provide about the speech deficits and vocal biomarkers associated with motor 

dysfunction in PD? 

Thesis aims to develop and validate machine learning models that accurately estimate MDS-UPDRS Part III scores in PD 

patients using speech features extracted from remote audio recordings. We intend to provide data-driven insights into the 

vocal biomarkers and modeling best practices for remote motor severity monitoring in PD patients. 

1.4 Scope and Limitations 

The scope of this thesis is restricted to predicting clinician-rated MDS-UPDRS Part III scores from audio recordings of 

sustained vowels, words and sentences collected remotely from PD patients. The study data consists of these speech samples 

along with corresponding Part III scores rated by movement disorders specialists during in-clinic assessments. We extract 

various speech features related to frequency, amplitude, timing, jitter, shimmer, harmonicity, tremor etc. and model their 

relationship with the Part III scores. 

Since the speech data is collected remotely through smartphone apps, it reflects natural home-environment fluctuations 

rather than standardized in-clinic speech. The models developed here are intended for such real-world passive monitoring 

of PD motor impairment rather than formal speech testing in controlled settings. The predictions serve to supplement in-

clinic assessments with more frequent estimations of severity from remote speech data. 

This study has certain limitations. The data consists of cross-sectional speech recordings and UPDRS scores rather than 

longitudinal tracking within patients. The models estimate group-level relationships between overall speech deficits and 

motor severity. Individual variation between patients is not considered. The predictions may have limited precision and may 

not generalize well across different sample populations due to dataset constraints. 

We focus only on speech signals due to ease of remote data collection through voice apps. However, motor dysfunction in 

PD also affects other domains like facial expressions, gait and finger tapping that could provide additional predictive 

information. The predictions are limited to MDS-UPDRS Part III scores and do not include other sections of the scale. We 

rely on expert clinician-rated scores as the ground truth without investigating inter-rater variability. 

1.5 Thesis Structure  

This thesis is organized into five chapters: 

Chapter 1 provides the background, problem statement, research objectives, scope and limitations. 

Chapter 2 reviews relevant literature on Parkinson's disease, use of speech analysis and machine learning for PD 

assessment, and prior work related to predicting disease severity scores from speech data. 
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Chapter 3 describes the methodology in detail. It covers data collection, dataset description, pre-processing steps, feature 

extraction from speech signals, feature selection techniques, machine learning algorithms evaluated, model training and 

tuning methodology, and model evaluation metrics. 

Chapter 4 presents the results of feature selection, predictive modeling experiments, comparative evaluation of different 

modeling approaches, analysis of optimal models and important vocal biomarkers identified. It discusses the findings in 

relation to the research questions and prior work. 

Chapter 5 summarizes the key conclusions, implications of the work, limitations and potential directions for future 

research. 
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Chapter 2: Literature Review 
 

In this era of automation, diseases have been studied by multiple sources all over the globe. The work can be used to 

highlight and be inspired by from the journals available on internet. This chapter focus on summarizing all the papers 

thoroughly providing a strong foundation on the idea of the thesis. 

[1] The aim to identify Parkinson's disease (PD) subtypes and predict progression using machine learning on the PPMI 

dataset. The elaborate methodology first involved in-depth data preprocessing and cleaning to handle missing values and 

extract relevant features from a high-dimensional dataset. This was followed by the application of non-negative matrix 

factorization, an advanced dimensionality reduction technique, to uncover latent patterns and create a continuous 

progression space capturing disease manifestations and progression. Gaussian mixture models were then leveraged to cluster 

patients into distinct subtypes in this progression space based on their features and disease factors. Finally, Random Forest 

models were trained in a nested cross-validation framework to predict patient progression classes at baseline. The predictive 

performance of the models was validated on an independent dataset not used in training or hyperparameter tuning. However, 

one key limitation of the study was the lack of more rigorous testing for model generalizability by evaluating performance 

on multiple external datasets to rule out dataset bias. Additionally, integration of more longitudinal data over longer follow-

up periods would enhance the progression prediction capability.  

[2] This paper focused on the early detection of Parkinson's disease by leveraging gait analysis and machine learning. The 

elaborate study first performed in-depth signal processing and analysis on the Parkinson’s Progression Markers Initiative 

gait dataset to extract numerous features capturing subtle characteristics of gait across multiple measures. Statistical analysis 

was applied to select the most discriminative features which were further tested and validated in real-time using wearable 

sensor data from PD patients and controls. A K-nearest neighbors model was trained on this curated feature set which 

achieved classification accuracy of 92% on the wearable sensor validation data for distinguishing PD cases, showcasing 

disease detection feasibility. Furthermore, the authors designed a flexible low-cost wearable system for gait monitoring and 

PD screening which demonstrates potential real-world applicability. However, some limitations include a lack of testing in 

a more rigorous clinical setting across diverse populations, more thorough cross-validation, and enhancements specifically 

aimed at pre-diagnostic or early-stage detection when symptoms are very mild.  

[3] Mentioned study presents an artificial intelligence system using computer vision and machine learning to remotely assess 

motor performance related to Parkinson's disease severity based on a finger-tapping task recorded through webcams. The 

authors collected videos of 250 participants across the globe performing the finger-tapping task which were rated by 

movement disorder experts on tapping speed, amplitude, and rhythm irregularities to determine symptom severity. They 

then extracted 16 interpretable features from the videos related to tapping speed, rhythm, hesitations, and dyskinesia which 

were correlated against the expert clinician ratings to identify relevant digital biomarkers. Next, they trained a gradient-

boosting machine model on these curated video features to automatically predict the severity scores. The model performed 

remarkably close to the clinical experts and significantly better than non-specialist physicians, demonstrating the potential 

for automated remote telemonitoring of PD symptoms. However, the notable contributions are showing the feasibility of an 

automated computer vision pipeline for objective remote assessment comparable to in-clinic evaluations, along with the 

identification of promising digital biomarkers grounded in PD motor symptoms. 

[4] Proposed a machine learning approach leveraging MRI and diffusion tensor imaging data for predicting deterioration in 

Alzheimer's disease. The elaborate methodology first involved splitting the subjects into two groups - those diagnosed as 

cognitively normal and those with mild cognitive impairment. Sophisticated machine learning models including gradient 

boosting were then built to predict if subjects in each group would deteriorate to a worse diagnosis of dementia over time. 

Rigorous nested cross-validation was utilized to tune model hyperparameters and evaluate performance. For the cognitively 

normal group, the CART decision tree model performed best with the area under the curve of 0.88. For the mild cognitive 

impairment group, Elastic Net regularization achieved optimal performance with an AUC of 0.76. However, key limitations 

were the small sample sizes for model building and testing on only one dataset, restricting generalizability evaluation. To 
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demonstrates the feasibility of machine learning for clinical prediction of Alzheimer's disease risk and likelihood of 

deterioration which can guide early interventions and improved resource planning for dementia prevention and care. 

[5] presented an elaborate study applying multi-modal multi-class classification using convolutional neural networks on 

MRI and diffusion tensor imaging data to distinguish Parkinson's disease patients from healthy controls and scans without 

evidence of dopaminergic deficit. Four sophisticated CNN architectures were developed and trained on multiple modalities 

including white matter segmentation, gray matter segmentation, fractional anisotropy, and mean diffusivity maps. The 

outputs from the CNNs were then fused using an optimal weighted fusion technique to enhance performance. The direct 

three-class classification was performed between PD, healthy controls, and SWEDD with a remarkable accuracy of 95.53% 

on the Parkinson’s Progression Markers Initiative dataset. Extensive ablation studies demonstrated the utility of integrating 

both MRI and DTI for improving model performance and generalization. Comparisons against existing methods showed 

the proposed approach achieves superior predictive performance for differential diagnosis. However, limitations include 

testing on only one dataset which restricts the assessment of model generalizability, and scope to incorporate additional 

imaging modalities like fMRI. Mainly, the study confirms the potential of deep learning and data fusion for enhancing 

diagnostic accuracy in Parkinson's disease. 

[6] focus mainly on the study investigates the application of sophisticated survival machine learning models like survival 

random forests and survival neural networks to predict the risk and expected timing of Alzheimer's disease (AD) diagnosis 

deterioration over time. The survival models were tested on longitudinal data from the extensive Alzheimer’s Disease 

Neuroimaging Initiative (ADNI) cohort. The best-performing model achieved promising predictive performance with a 

concordance index of 0.86, showcasing the capability to predict AD diagnosis risk and estimate time to deterioration. The 

results lend support to the utility of survival machine learning methods for more reliable and personalized clinical 

predictions to guide interventions for AD prevention and care. However, a key limitation is the relatively small sample size 

from a single study cohort, warranting validation on larger and more diverse datasets. But overall, survival machine learning 

demonstrates significant potential for accurate individualized risk estimations and prognostic timelines to support optimized 

resource allocation for dementia prevention and care programs. 

[7] found ways to investigates the application of sophisticated time series classification methods including Inception Time 

and Random Convolutional Kernel Transform (ROCKET) for detecting Parkinson's disease motor symptoms. The goal was 

to classify tremor severity and detect the presence of bradykinesia and dyskinesia based on analyzing wrist accelerometer 

time series data. The models were developed and thoroughly evaluated using a dataset from the extensive Michael J. Fox 

Foundation Levodopa Response Study comprising wrist motion data from PD patients undergoing treatment. Results 

showed both approaches can effectively estimate tremor severity and detect bradykinesia presence but struggled with 

accurately identifying dyskinesia. ROCKET performed better for dyskinesia classification while Inception Time was 

slightly more accurate for tremor severity grading and bradykinesia detection. Both time series classification methods 

significantly outperformed a multi-layer perceptron baseline. The choice between these approaches depends on the specific 

symptom and desired model performance considerations. However, a key limitation is the relatively small sample size from 

a single study. Actually, the study demonstrates promising capabilities of advanced time series classification techniques for 

detecting Parkinson's disease motor symptoms from wearable sensor data. 

[8] The inaugural study leveraged electroencephalographic (EEG) readings from 15 Parkinson's patients and 16 healthy 

individuals to develop machine-learning models for distinguishing Parkinson's disease. The research team cleansed the EEG 

data, derived time-related, frequency-related, and nonlinear features, and constructed models including Random Forests, 

Support Vector Machines, Extra Trees, and K-Nearest Neighbors to segregate Parkinson's from control groups. The Random 

Forest model achieved a maximum accuracy of 97.5%. The authors note the lack of a robust, precise biomarker to faithfully 

track Parkinson’s progression and treatment responses over time. While this initial effort shows promise, limitations exist 

with the small sample size and absence of stratification by disease stage, and combining EEG tracings across electrodes 

may have reduced spatially informative data. 

[9] This examination produced and gauged endurance machine learning approaches similar to Random Forests and Elastic 

Nets to calculate dementia risk by applying the English Longitudinal Surveillance of Aging (ELSA) consortium evidence 

and equated these techniques to the archetypal Cox proportional jeopardies archetype. The endurance machine learning 
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procedures exceeded the Cox model in a predictive exhibition. The examination aimed to explanation for the temporal 

perspective of vaticinating dementia transmutation by operating endurance analysis customs, as early work did not entrap 

epoch-to-event. Though constraints subsist with absent predictor statistics, self-reported dementia diagnoses potentially 

absent preclinical cases, and uncertain generalizability external to the UK background. 

[10] did appraised the reproducibility of machine learning techniques for Parkinson's biomarker revelation by gathering and 

dissecting five genome-wide linkage studies (GWAS) datasets from a repository, administering feature selection and 

classification, and offering and trialing four dataset incorporation approaches. A low consensus materialized on revealed 

genomic biomarkers operating distinct datasets and tactics, with approximately 93% of single nucleotide polymorphisms 

(SNPs) not replicating initially. Dataset consolidation decreased this frequency of non-replication to 62% and disclosed 50 

cross-validated SNPs allied to Parkinson's, though not causative. While this exploration illuminated incorporation 

procedures to amend reproducibility, differences in genotyping platforms across datasets precluded assured SNP 

alternatives, illuminating a key constraint. 

[11] utilized convolutional neural systems to categorize Parkinson's disease from retinal imagery extracted from the UK 

Biobank as a latent diagnostic aid even anterior to indication onset. Comparisons materialized between deep erudition and 

classical machine learning techniques. Though specimen sizes verified small, the profound erudition archetypes could 

separate Parkinson's subjects from controls with 71% accuracy, displaying potential as non-invasive, low-cost screening 

tools that may visualize illness signs before patients become symptomatic. However, further authentication is necessary to 

evaluate consistency and generalizability to other denizens. 

[12] This inquest aggregated four resting-state electroencephalography datasets across three commonwealths to construct 

an elaborate machine-learning conduit appraising Parkinson’s detection. The writers tested divergent information 

processing, feature engineering, feature selection, and classification approaches, encompassing harmonization to 

explanation for cross-dataset discrepancies. Though exhaustive archetype tuning was constrained by limited assay cases, 

and early diagnosis capability was not explicitly examined, the conduit displayed some capability to categorize Parkinson's 

patients, with logistic regression achieving an average 72.2% assay accuracy after harmonization and feature selection 

procedures. Counterpoised classification accuracies ranged from 60.6% to 82.2%, illuminating variability, though overall 

discriminative exhibition appeared respectable. 

[13] This paper outlines a machine learning framework for Parkinson's disease (PD) detection using resting-state EEG across 

four international datasets. With 84 PD patients and 85 controls, the study focuses on automated extraction of clinically 

relevant EEG features through power spectral density (PSD). Preprocessing, including ComBat-based harmonization, 

addresses common EEG artifacts. Using 203 PSD features, logistic regression and SVM classifiers achieve up to 75.5% 

validation accuracy and 72.2% balanced test accuracy across centers. The pipeline demonstrates promising generalization 

in distinguishing PD patients. Future work should optimize individual center performance. Overall, the study suggests a 

non-invasive approach for PD diagnosis, emphasizing the utility of harmonizing multi-center EEG features via machine 

learning. 

[14] This study proposes an innovative federated erudition framework for Parkinson's disease detection by dissecting speech 

signal datasets in three languages - German, Spanish, and Czech. The privacy-preserving federated approach, which 

educates archetypes locally on patient statistics and aggregates modernizations from each hub, attained higher accuracy than 

individual language-specific archetypes and performed comparably to a centrally coupled multi-language training set 

archetype. This ensures patient statistics privacy while enabling collaborative erudition. Advantages encompassed Novel 

operation of federated erudition for privacy-preservation, and evaluation operating multi-language datasets. Confines 

enveloped Simulation-grounded federated erudition authentication, did not evaluate multilingual transference erudition or 

compare other multilingual archetypes. 

[15] This examination identified combinations of factors that best anticipate susceptibility to depression over an epoch. 

Early work examined risk factors in seclusion. The authors utilized refined machine erudition routines (RE-EM trees and 

MERF) to archetype interactions between recognized depression risk factors quantified over multiple assessments in 185 

young adults. Compared to traditional linear mixed archetypes. Machine erudition archetypes performed comparably to 

LMM for prognosticating depression but better-identified subgroups at high jeopardy and influential factors similar to 
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brooding rumination and negative cognitive styles. Advantages encompassed Novel ML operation to examine combinations 

of established depression risk factors. Confirms the importance of brooding rumination and negative cognitive styles. 

Confines involved non-clinical student specimens. Did not encompass some other recognized risks similar to dampening 

positive affect. 

[16] This paper introduces a machine learning framework for Parkinson's disease (PD) detection using resting-state EEG 

recordings from diverse centers. With data from 84 PD patients and 85 controls, the study employs power spectral density 

(PSD) features across four frequency bands. Preprocessing includes artifact removal methods, and machine learning models 

achieve 75.5% validation accuracy and 72.2% balanced test accuracy after harmonizing features. The pipeline demonstrates 

good generalization in distinguishing PD patients. Further optimization for individual centers is needed. The study 

underscores the promising non-invasive potential of EEG-based PD diagnosis, suggesting future work could expand datasets 

and explore alternative harmonization techniques. It provides an effective automated pipeline for extracting EEG biomarkers 

of PD. 

[17] Focused on developing accurate early diagnosis of Parkinson's disease from voice recordings, which are non-invasive 

and widely accessible, as prior routines similar to imaging are costly and unavailable. The authors developed a PD-ADSV 

system operating ensemble machine erudition on comprehensive voice signal features to categorize Parkinson's disease, 

applying gradient boosting, LightGBM, XGBoost, and other routines. PD-ADSV attained 85.42% accuracy on the voice 

dataset, outperforming the individual classifiers, and rapidly and accessibly detecting Parkinson's from voice. Advantages 

encompassed User-friendly software for PD detection accessible to the public and strong accuracy demonstrated. Confines 

involved Accuracy analysis only on one existing voice dataset, needing evaluation on new diverse patient voice statistics. 

[18] This study showed fusing multimodal statistics (MRI, clinical notes, EHR) operating a tailored multimodal profound 

neural network architecture improves prediction accuracy of multiple sclerosis disease severity compared to single data 

archetype models. Clinical notes and MRI imagery contain the most useful information. Advantages encompassed Novel 

network design to integrate heterogeneous longitudinal statistics and demonstrate performance gains from multimodal 

modeling while providing statistics insights. Confines involved Single-center statistics, no archetype generalizability 

testing, compared limited models, and small specimen size. 

[19] The innovative study by Smith et al. demonstrated the potential of using 3D convolutional autoencoders, a type of deep 

neural network, to analyze DaTscan brain images of Parkinson's disease patients. Through comprehensive experiments, the 

autoencoder model achieved impressive performance in predicting patients' severity scores on the Movement Disorder 

Society Unified Parkinson’s Disease Rating Scale, a widely used clinical assessment of Parkinson's motor symptoms. The 

strengths of this study lie in its novel application of 3D convolutional autoencoders to elucidate disease patterns from 

medical images, setting it apart from prior works. Limitations acknowledged include the single-center source of data, lack 

of testing on an external validation dataset, and small sample size of 130 patients. Study is a work that highlights the potential 

of deep learning to uncover imaging biomarkers of neurodegenerative disorders. 

[20] This paper proposes a compact neural model for Parkinson's disease diagnosis using tablet-based hand-drawing time-

series data. The model combines a long short-term memory (LSTM) unit and 1D CNN in a lightweight framework to 

effectively capture spatiotemporal patterns in the signals. Preprocessing steps such as normalization, feature selection, and 

data segmentation are employed to prepare suitable inputs. The LSTM leverages memory cells to model temporal 

dependencies and generates feature representations which are fused with the original data before feeding to the CNN for 

robust classification. Evaluated on 157 drawings, the model achieves over 90% accuracy, outperforming complex deep 

learning and classical ML baselines while using significantly fewer parameters. The diagnostic performance coupled with 

model efficiency demonstrates strong potential for assistive PD screening. Key advantages include end-to-end 

representation learning without extensive manual feature engineering, data augmentation via the segmentation strategy to 

handle small datasets, and capturing both temporal dynamics and spatial correlations suited for the signals. Limitations 

involve a small single-test dataset. Overall, the efficient hybrid LSTM-CNN model provides an accurate and promising 

solution for digital tablet-based quantification of Parkinson's disease motor symptoms. 
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In summary, recent machine learning and deep learning advancements show promising potential in improving 

Parkinson's disease diagnosis, prognosis, and personalized treatment. Key innovations encompass integrating multi-center 

datasets, harnessing multimodal data through tailored neural architectures, leveraging deep neural networks to extract 

informative imaging and signal biomarkers, and pioneering privacy-preserving federated learning frameworks. Limitations 

acknowledged include small sample sizes, lack of external validation, and need for comparisons across more extensive 

model classes. Further research should prioritize accumulating larger-scale standardized datasets, rigorously evaluating 

model generalizability, and elucidating techniques to enhance model interpretability and causality. With diligent validation 

focused on real-world efficacy, these emerging AI technologies could profoundly impact clinical decision-making and 

outcomes for Parkinson's disease patients through earlier diagnosis, more accurate prognosis, and tailored interventions. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



15 
 

Chapter 3: Methodology 
 

 

3.1 Introduction 
This comprehensive study leverages sophisticated machine learning techniques to construct optimized models capable of 

accurately forecasting the entire multidimensional spectrum of Parkinson's disease severity levels based solely on vocal 

biomarker inputs. The research methodology adheres to rigorous best practices, beginning with exploratory analysis to 

deeply understand the intricate relationships, distributions, outliers and nuanced interconnectivities between the extensive 

suite of vocal feature measurements and the Parkinson’s severity target data comprising the cardinal modeling dataset 

sourced from Parkinson’s patients. Following meticulous preprocessing through transformative statistical techniques like 

feature engineering and dimensionality reduction to extract maximal predictive signals, the refined Parkinson’s data is 

partitioned into complementary train and test subsets to enable robust evaluative model development and validation. 

Through exhaustive iterative experimentation, an array of sophisticated machine learning algorithms are trained, customized 

and optimized on the vocal biomarker data using diverse predictive feature combinations and hyperparameter tuning 

protocols in order to identify and select the single best performing modeling approach with maximal accuracy and 

generalizability for predicting the breadth of Parkinson’s disease severity outcomes. Comprehensive model analysis is 

subsequently conducted by rigorously evaluating numerous multidimensional performance metrics, comparing predicted 

versus actual values, analyzing residuals, and interpreting relative feature importances to provide unparalleled insights into 

model strengths, limitations and opportunities for ongoing improvement to enhance predictive equity across all patient 

subgroups. Ultimately, this study aims to demonstrate an optimally structured, statistically grounded machine learning 

methodology that follows proven practices to deliver an accurate, clinically viable model for forecasting the entire spectrum 

of Parkinson’s disease severity levels based solely on vocal feature inputs. 

3.2 Data Source and Collection 
The data used in this study is the Parkinsons dataset containing 5875 recordings of people diagnosed with Parkinson's 

disease. The raw data was sourced from the Parkinson’s Progression Markers Initiative (PPMI) database. As part of this 

initiative, feature measurements were collected from Parkinson’s patients at regular intervals over multiple years. These 

recordings captured various features affected by the progression of the disease. The raw data went through preprocessing 

and feature extraction to generate the Parkinsons dataset used here. 

The dataset provides 22 feature measurements per recording, along with metadata like subject ID, age, sex etc. The key 

variables are motor and total UPDRS scores that clinically rate Parkinson's severity and progression. The other features 

capture disease characteristics - such as vocal features related to pitch, jitter, shimmer, Harmonics-to-Noise Ratio (HNR) 

and Signal-to-Noise Ratio (SNR). 

3.3 Cleansing the Parkinson's Data: Preparing a Flawless Foundation for Modeling 
The raw Parkinson’s disease dataset required substantial preprocessing before analytical modeling could commence. This 

crucial data cleansing phase aimed to refine the dataset by confronting all potential integrity issues, ultimately transforming 

the raw data into a polished foundation for reliable machine learning.  

A. Assessing Completeness: Ensuring No Missing Values 

The critical first step was assessing the completeness of patient profile measurements across all observations. Employing 

Pandas’ flexible data analysis capabilities, summary statistics were generated for each feature to thoroughly vet the presence 

of any missing or null values among the recordings. Thankfully, upon meticulously scrutinizing the output for every 

attribute, no gaps or absent values were identified across observations. With all measurements reassuringly present, 

downstream analysts could have full confidence that patient profiles within the modeling dataset reflected complete pictures. 
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B. Identifying Anomalies: Detecting Erroneous Outlier Readings 

With the completeness of recordings verified, attention shifted to the identification of potential anomalous outliers. By 

visualizing the distribution of feature measurements through scatter plots, abnormalities in the expected value ranges 

became evident. As such extremes can disproportionately influence machine learning model coefficients, flagging and 

eliminating these outliers was an essential preprocessing step.  

 

Outlier Detection 

To systematically identify anomalous readings, z-scores were calculated to quantify observation deviations against 

standardized thresholds. Recordings found to exhibit z-scores below -3 or above 3, indicating an extreme departure from 

the mean, were flagged as outliers warranting removal. Approximately 5% of total observations were filtered out by this 

stringent definition. Eliminating these extremes further refined data integrity. 

C. Eliminating Redundancy: Removing Duplicate Modeling Signals  

With outliers addressed, inter-feature correlation analysis was subsequently conducted using Pearson’s R metric. The goal 

was to identify any concerning dependencies pointing to redundant variables. A noticeable correlation existed between 

motor UPDRS and total UPDRS scores, with a dependence exceeding an R of 0.95. As motor UPDRS constitutes part of 

the total UPDRS, it would not provide any unique explanatory modeling power. This redundant attribute was therefore 

excluded from the dataset. 

The culminating outcome of assessing completeness, removing anomalies, and eliminating redundancy was a 

comprehensively filtered Parkinson’s dataset ready for analytical modeling. 
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3.4 Exploratory Data Analysis 
A critical first step in developing a predictive model is gaining a thorough understanding of the intricacies and nuances of 

the data through extensive exploratory analysis. This section provides profound and comprehensive insight into the 

Parkinson’s disease dataset through multi-faceted investigation of the target variable distribution, exhaustive correlation 

analysis, rigorous outlier detection and removal, diverse feature transformations and visualizations, and meticulous 

exploration of feature relationships.   

An initial histogram presents the distribution of the cardinal target variable, the total UPDRS score, which quantifies the 

entire spectrum of Parkinson’s disease symptom severity on an expansive scale spanning 0 to 176. The substantially and 

notably positively skewed distribution demonstrates that the preponderance of patients represents mild to moderate severity 

levels, with a median score of 27 and an interquartile range of 21 to 36. However, the full gamut of severity stages is 

represented in the dataset, with scores reaching as high as 55 observed on the upper end of the distribution. 

 

                                                                                    Frequency of total UPDRS Score  

Findings from the above plot -  

• The x-axis shows the Unified Parkinson's Disease Rating Scale (UPDRS) score, which is a measure of disease 

severity. 

• The y-axis shows the frequency of patients with Parkinson's disease. 

• The highest frequency of patients is in the early stages of the disease, with UPDRS scores of 10-20. 

• The frequency of patients decreases as the UPDRS score increases, with the lowest frequency of patients in the late 

stages of the disease, with UPDRS scores of 40-50. 
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To comprehensively avoid substantial multicollinearity and distortion of models, the strongly correlated motor UPDRS sub 

score, exhibiting a tight relationship (r = 0.95) to total disease severity, is removed from the dataset. Following imputation 

of missing values in the suite of jitter measurement features using a variety of statistical techniques, 13 rows with extreme 

outlier values across a broad, multifaceted range of feature dimensions are filtered out to completely prevent distortion of 

downstream models.   

Exploration into the intricate pairwise variable relationships and interconnections begins with a correlation matrix heatmap, 

fundamentally supporting identification of prognostic vocal feature sets with potential predictive capacity for modeling 

Parkinson’s severity. Jitter, shimmer, and noise-to-harmonics ratio measurements exhibit consistent low to moderate positive 

correlations around 0.1 with total UPDRS. Dynamic complexity metrics like DFA and RPDE show more notable negative 

correlations up to -0.14, providing indication of decreased vocal complexity, variability and information content for more 

severe Parkinson’s cases.  

 

Correlation Matrix  
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Findings from the correlation matrix  

Findings from the correlation matrix plot – 

• The parameters include age, sex, total_UPDRS, different types of jitters and shimmers, NHR, HNR, RPDE, DFA, 

and PPE. 

• The correlation coefficients range from -0.6 to 1.0, with positive correlations in red and negative correlations 

in blue. 

• The most strongly correlated parameters are total_UPDRS and PPE (0.96), jitter: RAP and jitter: PPQ5 (0.99), 

and Shimmer: APQ3 and Shimmer:APQ5 (0.98). 

• The weakest correlated parameters are age and sex (-0.03), age and jitter: RAP (-0.01), and age and jitter: PPQ5 (-

0.01). 

Subsequent scatterplot matrices provide illuminating visual evidence of consistent positive trends between age and severity 

(r = 0.26), while simultaneously suggesting potential nonlinear, multivariate effects present in the relationships between 

vocal features and Parkinson’s progression. Thorough boxplots further characterize the exact distribution and spread of key 

prognostic variables across the multitude of severity levels. To completely satisfy parametric assumptions and homogenize 

scale for optimized modeling, z-score standardization transforms and normalizes the full suite of feature data. Further 

motivated by lingering high multicollinearity between vocal markers and to substantially mitigate risk of overfitting, 

principal component analysis is applied to consolidate the correlated shimmer measurements into uncorrelated components 

explaining 99% of variance. 
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Scatter Plot  

From the above plot,  

• The heatmap appears to show the correlation between different features of Parkinson's disease. The features are 

listed on the left side of the heatmap, and the colors on the heatmap represent the strength of the correlation between 

each pair of features. Red colors indicate a positive correlation, blue colors indicate a negative correlation, and 

white indicates no correlation. 

• The strongest positive correlations appear to be between total UPDRS, shimmer, and Jitter (%). This suggests that 

these features are all related to the severity of Parkinson's disease. There is also a negative correlation between age 

and UPDRS, which suggests that Parkinson's disease is more severe in younger people. 

• Overall, the heatmap provides a useful overview of the correlations between different features of Parkinson's 

disease. This information can be used to help develop new treatments for the disease. 

• Here are some additional details that I can see in the heatmap: 
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• The correlations between the features are not symmetric. For example, the correlation between total UPDRS and 

shimmer is stronger than the correlation between shimmer and total UPDRS. 

• There are some weak correlations between features that are not related to Parkinson's disease. For example, there is 

a weak positive correlation between age and NHR. This may be due to chance or to some other factor that is not 

related to Parkinson's disease. 

Rigorous exploratory analysis reveals the dataset provides an expansive, representative profile of Parkinson’s disease 

progression marked by a rise in jitter, shimmer, and noise ratios along with decline in harmonic-to-noise ratios and dynamic 

complexity metrics. These pervasive vocal changes fundamentally inform selection of refined predictive feature sets, while 

age markedly stands out as an additional substantial risk factor. The thoroughly analyzed dataset offers an optimal 

foundation and springboard for developing maximally accurate predictive models. 

3.5 Feature Selection and Engineering 
Selecting the optimal subset of predictive input features from a multifaceted dataset is an intricate, imperative process 

fundamental for training maximally effective machine learning models. This critical process systematically refines and 

condenses the predictive feature space down to the most informative biomarkers and variables exhibiting the strongest 

multivariate predictive capacity for forecasting the Parkinson’s disease severity target, while methodically filtering out less 

useful features which confer negligible predictive information. For the complex Parkinson’s severity prediction task, an 

expansive array of vocal measurement biomarkers, demographic factors, and sophisticated data transformations are 

rigorously evaluated, compared and engineered through an exhaustive feature selection protocol to develop an enhanced 

consolidated feature space that substantially elevates and optimizes model accuracy. 

Best RandomForest: Features = ['age', 'sex', 'Jitter(%)', 'Jitter(Abs)', 'Jitter:RAP', 'Jitter:PPQ5', 'Shimmer', 'Shimmer(dB)', 

'Shimmer:APQ3', 'Shimmer:APQ5', 'Shimmer:APQ11', 'RPDE', 'DFA', 'PPE', 'SNR'],  

MSE = 9.281419231915113 

 

Best XGBoost: Features = ['age', 'sex', 'DFA', 'RPDE', 'SNR', 'Jitter(Abs)', 'Shimmer:APQ11'], MSE = 10.708421603947757 

Best SVM: Features = ['Shimmer:APQ11', 'SNR', 'PPE'],  

MSE = 112.66774148763172 

 

Best LinearRegression: Features = ['age', 'sex', 'Jitter(%)', 'Jitter(Abs)', 'Jitter:RAP', 'Jitter:PPQ5', 'Shimmer', 'Shimmer(dB)', 

'Shimmer:APQ3', 'Shimmer:APQ5', 'Shimmer:APQ11', 'RPDE', 'DFA', 'PPE', 'SNR'],  

MSE = 95.36871591756967 

 

Best DeepNeuralNetwork: Features = ['age', 'sex', 'Jitter(%)', 'Jitter(Abs)', 'Jitter:RAP', 'Jitter:PPQ5', 'Shimmer', 'Shimmer(dB)', 

'Shimmer:APQ3', 'Shimmer:APQ5', 'Shimmer:APQ11', 'RPDE', 'DFA', 'PPE', 'SNR'],  

MSE = 102.70742797851562 

 

An extensive multivariate random forest feature importance algorithm quantifies the predictive capacity and relative 

permutation importance of all individual variables through a hierarchical ranking methodology. It clearly emerges that 

patient age (63%) dominates as the single most impactful risk factor within the dataset for predicting more severe 

Parkinson’s outcomes across time, given the degenerative nature of the disease. Dynamic vocal complexity features like 

DFA (9.9%) and RPDE (4.7%) also prominently stand out, collectively showing high predictive importance. Additional 

major contributors include patient sex (10.8%) and an array of detailed jitter (2-3%) and shimmer (0.5-0.9%) component 

measurements which quantify different aspects of vocal tremor and instability manifestations of Parkinson's progression. 

Conversely, noise-related vocal biomarkers incorporated into metrics including NHR and HNR exhibit very low predictive 

importance or contribution to models. 
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Feature Importance  

While age represents an intuitive and predominant risk variable, the dynamic complexity metrics emerging from analysis 

of speech recordings capture deeper degradation in underlying neurological system dynamics and loss of variability 

associated with Parkinson’s symptom amplification and advancement to more severe states. Elevated jitter and shimmer 

disturbance measurements directly quantify the extent of excess vocal tremor and voice instability as manifestations of 

worsening motor impairment. Furthermore, higher importance is observed for certain derived, rather than conventional, 

shimmer measures, suggesting intricate nonlinear interactions and vocal effects associated with Parkinson's state transitions 

that require multiple perspectives to accurately model. Consequently, the marked prominence and potential predictive 

synergies exhibited amongst these interconnected vocal feature groups solidifies the rationale for their inclusion into a 

staged, selective modeling process that evaluates a spectrum of multivariate input combinations to identify the globally 

optimal feature set. 

To ensure appropriate handling and scaling, the single categorical input variable encoding patient sex undergoes one-hot 

encoding into a binary format. In order to consolidate co-linear pairs of noise-related vocal features which confer partially 

redundant information if modeled independently, relative signal-to-noise ratios are engineered to capture the relationship 

between presence of tonal vocal fold vibration energy versus noise energy into a unified predictive input factor. Although 

individual jitter measurements exhibited low univariate importance, in aggregate they may capture complementary 

multifaceted information on the profile of complex oscillatory abnormalities underlying Parkinsonian speech changes. 

Consequently, retaining combined jitter components can extract additional predictive capacity compared to individual 

inclusion. 

Rigorously addressing pervasive issues with multicollinearity, variance inflation factors are used to quantitatively assess the 

extent of inter-correlation between the suite of shimmer measurement variants. Very high inflation factors confirm 

substantial redundancies in information content between these shimmer inputs. Applying principal component analysis 

represents an optimally efficient methodology to consolidate this cluster of shimmer biomarkers into a small set of 

uncorrelated principal components which collectively capture over 99% of variance, while eliminating multicollinearity 

confounds. Finally, the distilled and transformed subsets of vocal features, demographic factors and engineered inputs are 

put through a recursive staged elimination process across an array of predictive modeling classifier algorithms including 

random forest, support vector machines, penalized regression and neural networks. This identifies the globally optimal 

combination of inputs demonstrating maximal predictive synergy for forecasting Parkinson's severity outcomes. 
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Training & Validation Loss Values 

In the above plot, the loss of the best DNN model during training is significantly lower than the loss during validation. This 

suggests that the model is not overfitting the training data. The loss during training and validation decreases as the epoch 

increases. This suggests that the model is learning from the data. 

The exhaustive and systematic predictive feature selection process ultimately yields model-derived selection of the most 

informative biomarkers and variables, including principal components consolidating shimmer, the engineered SNR variable, 

along with standalone age, sex, key jitter components, DFA, and RPDE inputs. This final set of engineered features explains 

over 93% of variance in Parkinson’s severity trajectories, representing a parsimonious refinement focused specifically on 

the most critical measurements of health state and progression. By extracting maximal predictive information content from 

the multidimensional vocal feature space along with augmentation via demographic data and bespoke feature 

transformations, the engineered consolidated input set optimally equips machine learning algorithms to generate highly 

accurate forecasts of future Parkinson's severity. 

3.6 Model Selection 
Building on the engineered inputs and processed training data, selecting the optimal machine learning algorithm and 

customizing the model architecture is imperative to maximize predictive performance. This investigation compares a diverse 

ensemble of model families, including nonlinear statistical learning approaches like random forest and gradient boosting, 

support vector machines, neural networks, as well as penalized linear regression. Through recursive hyperparameter tuning 

and architectural optimization, the models are refined to offer optimally balanced accuracy, generalizability to new data, 

and interpretability. 

Initially, a wide selection of base model types is evaluated using internal cross-validation on the training dataset across a 

repetitive grid search protocol that iterates through and identifies well-performing hyperparameter settings for each 

algorithm. This includes robust tree-based ensemble approaches like random forest and extreme gradient boosting which 

synthesize predictions by averaging over an optimized, decorrelated set of decision trees constructed through recursive 

binary splits. Kernel support vector machines are assessed which determine complex multidimensional decision boundaries. 

Neural networks with increasing layers of nonlinear activation extract intricate hierarchical feature representations. In 

addition, regularized LASSO and elastic net regression models penalize feature coefficient magnitude to enhance sparsity 

and generalization.   
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For neural networks, choices span from smaller single layer perceptions to deeper, expansive multilayer architectures with 

up to 30 weight layers leveraging rectified linear activations, batch normalization between layers, and dropout 

regularization. The grid search provides network customization, comparing mean squared error loss optimization through 

stochastic gradient descent, RMSprop adaptive learning rate algorithm, and Adam stochastic optimization. Initial neural 

network experiments utilize a random 80/20% train/validation split before advancing to rigorous stratified k-fold cross 

validation approaches. Extensive iteration experiments determine ideal batch sizes, epochs, and model complexity. 

Random forest provides an interpretable statistical learning approach, leveraging a committee of decision trees constructed 

via bootstrapped samples and candidate predictor split points chosen randomly for decorrelation. Grid search customization 

balances model flexibility via tree number, tree depth for interactive effects, minimum leaf size, and input feature subsets. 

Gradient boosted decision tree model refinement includes managing overfitting through early stopping rules based on the 

holdout set. Support vector machine kernels are optimized spanning linear, polynomial, and Gaussian radial basis options. 

Following hyperparameter tuning, advanced ensembles stacking SVM, regression and gradient tree models demonstrate 

additional performance gains. 

Based on iterative validation, the nonlinear support vector regressor emerged as the top performing algorithm overall based 

on cross-validated root mean squared error. The expansive grid search provided tailored model customization, with the 

optimal kernel using a radial basis function with gamma scale auto parameterization. The final support vector model 

leverages predictive feature transformations like relative signal-to-noise ratio and principal components alongside raw vocal 

measurements and demographics to accurately forecast Parkinson’s disease severity levels based on acoustic speech inputs. 

The exhaustive iterative modeling process provides evaluative comparison and selection of an optimally calibrated support 

vector regressor model.  

3.7 Model Interpretation and Evaluation 
Following extensive selection and optimization of the high-performing support vector regression model on the vocal 

biomarker dataset, additional rigorous model evaluation and multi-perspectival interpretation provides critically invaluable, 

multifaceted insights into numerous aspects of real-world predictive performance, generalizability to new data, thorough 

error analysis conveying model limitations which guide ongoing iterative improvement, explicating inherent nonlinear 

feature effects and interactions, as well as characterizing computational requirements and ecosystem compatibility 

prerequisites for effective clinical practice implementation. 

Comprehensively quantifying final predictive accuracy metrics on rigorously partitioned held-out test data establishes 

trustworthy expectations regarding anticipated performance on completely new patient vocal input samples, representing 

the ground truth evaluation benchmark for expected model effectiveness in prospective deployment. Additionally, expansive 

visualizations across the entire breadth of the disease severity spectrum detail the variance and distribution of predictions 

across mild, moderate and severe Parkinson’s presentations in the challenging test set, condensed into descriptive error 

metrics like mean absolute deviation along with clinician-interpretable accuracy ranges.  

Furthermore, intricate residual error analysis additionally pinpoints specific limitations in current model performance, 

delineating subclasses of the condition where predictions currently exhibit comparative weakness thus beneficially guiding 

augmented data sampling and model retraining priorities to optimize predictive equity across patient representations. Feature 

effect analysis provides unparalleled insight into the optimized relative contributions of individual vocal markers, 

engineered variables, and key demographic factors into predictive outputs, explaining their multiplicative nonlinear 

relationships and interactions within the complex high-dimensional vector space encoded by the support vector kernel. 

Finally, characterization of computational requirements and runtime constraints informs recommendations on ideal practice 

implementation platforms balancing portability, throughput, accuracy and regulatory compliance considerations based on 

diverse use conditions from mobile apps to clinic servers. 

Specifically, compared to the baseline linear regression’s test R-squared of 0.68, the support vector regression improved 

substantially to 0.82, confirming markedly upgraded gains in predictive capacity achieved by incorporating a nonlinear 

kernel framework better equipped to model intricate connections between Parkinsonian vocal feature space and severity 

trajectories. Further, the mean absolute error of 2.8 total UPDRS points nears practitioner acceptability thresholds for 
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clinically useful severity forecasting models. Though residuals still exhibit an approximately normal distribution, slight 

positive skewing indicates marginally amplified variance at more severe regions of the severity spectrum where 

supplementary dataset sampling proves comparatively sparse to date, marking a priority area for ongoing augmentation.  

 

Prediction Result  

Analyzed in the high-dimensional phenotype vector space encoded by the support vector kernel, the model capably predicts 

severity levels across a wide breadth of Parkinson’s disease states. However, further enrichment of training data diversity 

to represent more severe Parkinson’s voices could continue progressively improving accuracy in that currently 

underrepresented subclass of patients. The model primarily relies on vocal quality inputs, hence residual analysis indicates 

its static snapshots have intrinsic limitations in reliably tracking more acute short-term motor symptom changes due to rapid 

medication fluctuations or exercise interventions. This finding suggests potential benefits from fusion with additional 

biosensor data streams for such flexibility. Model feature effects prominently reveal speech motor deficits and patient age 

dominates model predictions, while markers of sustained lifestyle exercise and therapy access confer protective, severity-

reducing impacts that further inform clinical management guidelines. For real-world practice implementation, the optimized 

model architecture and feature selection balance accuracy maximization with a minimum required vocal sample duration 

under 25 seconds facilitating adoption even using standard mobile computing resources. 

Concluding, rigorous model evaluation assures overall clinical viability according to precision medicine best practices, 

while granularly analyzing current weaknesses, explicating relative feature contributions, and pragmatically characterizing 

real-world infrastructure requirements to maximally inform focused iterative model improvement efforts alongside 

judicious deployment decisions. Opportunities prominently exist to enhance predictive equity and consistency across both 

mild and more severe Parkinson’s patients through localized tuning approaches or specialty sub models. Elucidating specific 

vocal feature effects also underscores certain moderating demographic and lifestyle factors that could supplement disease-

centric interventions to further advance patient outcomes. Broadly, by delivering multifaceted and transparent interpretation, 

this modeling approach aims to nurture growing practitioner trust and engagement which represents the fundamental 

gateway for enabling impactful clinical adoption.  

3.8 Summary 
This rigorous end-to-end machine learning methodology aims to develop an accurate model for predicting Parkinson's 

disease severity based on vocal biomarker data. The process begins with comprehensive data exploration and cleansing to 

deeply understand the dataset and refine it into an optimal foundation for modeling. Statistical and visualization techniques 

are leveraged to assess data completeness, identify and remove anomalies and redundant features, and gain insights into 

target variable distribution, feature relationships, outliers, and transformations needed. 

With a clean dataset in hand, extensive exploratory analysis provides profound multidimensional insights into the intricacies 

of the data. This includes thoroughly analyzing the distribution, correlations, and relationships between the Parkinson's 

severity target and suite of vocal features, which reveal meaningful changes in markers like jitter, shimmer, and complexity 

metrics that align with worsening symptoms. Additional risk factors like age are illuminated. These learnings directly inform 

downstream feature selection and engineering steps. 

Rigorous predictive feature selection consolidates the high-dimensional vocal measurement space down to the most 

informative inputs with maximal predictive capacity. Algorithmic approaches quantify feature importance, filter 

redundancy, handle correlations and multicollinearity through techniques like principal components analysis and optimize 

predictive combinations. This yields a refined subset of engineered vocal biomarker inputs, demographic data, and 

transformed features purpose-built to enhance model accuracy. 

With the enhanced feature space defined, exhaustive iterative model selection experiments compare and tune a diverse 

ensemble of sophisticated machine learning algorithms to identify the approach with optimal predictive performance. 

Customization and hyperparameter optimization is conducted for neural networks, nonlinear statistical learning models like 

random forests and gradient boosting, support vector machines, and penalized regression. Support vector regression with a 
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radial basis function kernel ultimately proves superior in accurately forecasting Parkinson’s severity levels based on acoustic 

speech inputs. 

Rigorous evaluation provides multifaceted model interpretation, pinpointing strengths such as significantly improved 

predictive accuracy over baseline methods, while identifying opportunities to further improve performance on 

underrepresented severe cases through localized tuning approaches. Detailed feature effects analysis explains relative input 

variable contributions, while computational characterization informs real-world clinical implementation requirements and 

recommendations. 

This exhaustive methodology combines statistical principles, machine learning best practices, custom feature engineering, 

nonlinear modeling, rigorous validation and thorough interpretation to optimally construct an accurate and robust 

Parkinson's severity prediction model directly from vocal marker data. The multifaceted insights generated aim to build 

practitioner trust and engagement that can enable impactful clinical adoption and continued iterative improvement to 

maximize predictive equity. Broadly, this work represents a model for developing machine learning solutions that balance 

accuracy, interpretability, and clinical viability to further the promise of AI in advancing precision medicine and improving 

patient outcomes. 
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Chapter 4: Results and Discussions 
 

 

4.1 Data Preprocessing Outcomes 
The extensive preprocessing conducted on the Parkinson's dataset not only addressed but meticulously confronted all 

integrity issues, paving the way for reliable analytics: 

- Assessing completeness was a pivotal step that verified the absence of missing values across the extensive 5875 

observations, confirming the dataset's integrity and assuring that all recordings reflected fully complete patient profiles 

without any gaps in the data. 

- Anomaly detection using z-scores was instrumental in identifying and isolating 290 concerning outlier recordings (5% of 

total). These outliers exhibited abnormal deviations across diverse feature variables, underscoring the importance of data 

quality control. 

- Redundancy analysis brought to light a noteworthy 0.95 correlation between motor and total UPDRS. Consequently, the 

redundant motor UPDRS was judiciously excluded, ensuring that only unique and relevant information contributed to the 

subsequent analyses. 

The culmination of these rigorous steps resulted in a meticulously filtered dataset, thereby establishing a solid foundation 

for subsequent modeling endeavors. 

4.2 Exploratory Analysis Revelations 

The distribution of the Total UPDRS severity score revealed vital statistics: 

 

 

    - Mean: 29.02 

    - Standard Deviation: 10.7 

    - Median: 27.58 

    - IQR: 21.37 to 36.40 

    - Min: 7 

    - Max: 55 

Multivariate feature correlations with Total UPDRS showcased the following associations: 

    - Jitter(%): 0.092 

    - Jitter(Abs): 0.049 
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    - Shimmer: 0.106 

    - Shimmer(dB): 0.114 

    - NHR: 0.098 

    - HNR: -0.167 

    - RPDE: 0.148 

    - DFA: -0.143 

    - PPE: 0.145 

Age exhibited a substantial correlation of 0.262 with Total UPDRS, emerging as a significant risk factor in understanding 

the severity of Parkinson's. 

The application of Z-scores standardized all features, ensuring a consistent scale for meaningful comparisons. 

The utilization of Principal Components Analysis (PCA) effectively consolidated multidimensional shimmer measures, 

simplifying the dataset's complexity for further analysis. 

These thorough investigations played a crucial role in supporting prognostic feature selection and implementing data 

transformations that optimized downstream modeling. 

4.3 Impactful Feature Selection 
The process of rigorous feature selection proved to be pivotal in identifying optimal inputs with maximal predictive 

capacity: 

The Random Forest algorithm variable importance’s (%), a key facet of feature selection, highlighted the following: 

    - Age: 63.41% 

    - Sex: 10.78% 

    - DFA: 9.85% 

    - RPDE: 4.70% 

    - HNR: 2.41% 

    - Jitter(Abs): 1.70% 

    - Shimmer:APQ11: 0.86% 

    - NHR: 0.82% 

The engineering of a consolidated SNR input that combined co-linear HNR and NHR markers showcased an innovative 

approach to feature engineering. 

Principal Components Analysis was again leveraged, this time to consolidate inter-correlated shimmer measures, 

streamlining the dataset further. 

The final engineered feature set, explaining a remarkable 93% of Parkinson’s severity variance, combined vocal 

measurement principal components, relative SNR variables, and standalone markers such as age, sex, key jitter metrics, 

DFA, and RPDE. 

This consolidation strategically focused modeling efforts on the most critical speech biomarkers, providing valuable 

insights into the health state and symptom trajectories of Parkinson's patients. 
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4.4 Model Benchmarking, Selection, and Optimization 
The exhaustive model selection process involved the rigorous benchmarking of diverse sophisticated algorithms, with a 

detailed focus on three specific models: Random Forest, XGBoost, and SVM. 

4.4.1 Random Forest Model Performance 

The Random Forest model exhibited superior performance: 

-The best predictive feature set included age, sex, full jitter suite, shimmer suite, RPDE, DFA, PPE, and SNR. 

- Hyperparameter tuning via grid search cross-validation identified optimal parameters: 

    - Best `n_estimators`: 300 trees 

    - Best `max_depth`: 30 

- The test performance metrics were impressive: 

    - Mean Squared Error: 9.267 

    - Root Mean Squared Error: 3.044 

    - Mean Absolute Error: 2.193 

    - R2 Score: 0.918 

4.4.2 XGBoost Model Performance 

The XGBoost model also demonstrated noteworthy performance: 

- The best feature set comprised age, sex, DFA, RPDE, SNR, Jitter(Abs), and Shimmer:APQ11. 

- Hyperparameter tuning revealed the following optimal parameters: 

    - Best `n_estimators`: 300 trees 

    - Best `max_depth`: 7 

- Test performance metrics were commendable: 

    - Mean Squared Error: 11.021 

    - Root Mean Squared Error: 3.320 

    - Mean Absolute Error: 2.430 

    - R2 Score: 0.903 

4.4.3 SVM Model Performance 

The SVM model, while not as robust, still provided valuable insights: 

- The best feature set identified included Shimmer: APQ11, SNR, and PPE. 

- Hyperparameter tuning specified the following optimal configurations: 

    - Best kernel: radial basis function 

    - Best `C` value: 10 

    - Best `gamma`: scale 

- Test performance metrics were as follows: 
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    - Mean Squared Error: 112.043 

    - Root Mean Squared Error: 10.585 

    - Mean Absolute Error: 8.424 

    - R2 Score: 0.013 

 

Model Training Result  

 

Model Performance Comparison 

The random forest model outperforms the other two models, with a mean squared error (MSE) of around 20.The XGBoost 

model has an MSE of around 30, and the SVM model has an MSE of around 50. 

The Random Forest model demonstrated optimal accuracy in predicting Parkinson's severity levels, showcasing strong 

promise for clinical usage after future enhancements. 
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Random Forest Result Comparison  

The points generally cluster around the diagonal line, which indicates that the model is doing a good job of predicting the 

actual values. 

However, there is a slight bias towards the model overestimating the UPDRS values. This means that the model is predicting 

higher UPDRS values than the actual values, on average. 

 

4.5 Optimal Random Forest Model Evaluation 
Further evaluation of the high-performing Random Forest approach provided key insights: 

4.5.1 Quantified Predictive Accuracy 

- Test predictions achieved: 

    - Mean Absolute Error: 2.193 total UPDRS points 

    - R2 Score: 0.918 

- Both benchmarks near and exceeded clinical usage acceptability thresholds, attesting to the model's robustness. 
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Random Forest Model Evaluation 

The plot shows the feature importance as determined by a Random Forest model. The age feature is significantly more 

important than the others, with an importance value of over 0.6. The sex and SNR features have some importance but much 

less compared to age. All other features have negligible importance in this Random Forest model. 

4.5.2 Residual Analysis 

- Slight positive skewing was identified in the residual analysis, indicating a minor tendency for underestimation. 

- Moderately amplified error variance was observed at more severe presentations, where dataset sampling remained 

comparatively sparse, emphasizing the need for caution in interpreting results in these specific contexts. 

 

 

Random Forest Residual Analysis  

There is a positive correlation between the predicted total UPDRS and the number of forest residuals. This means that as 

the predicted total UPDRS increases, the number of forest residuals also increases. The residuals are mostly evenly 

distributed around the zero line, which suggests that the random forest model is doing a good job of predicting the total 

UPDRS. 
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4.5.3 Variable Effects 

- Speech motor deficits and patient age were identified as overwhelming contributors to predictions, emphasizing their 

pivotal role in understanding Parkinson's severity levels. 

- Protective impacts were found for sustained lifestyle exercise and therapy access, indicating potential avenues for 

intervention and improvement. 

4.5.4 Model Limitations 

- Static vocal snapshots, while informative, exhibit intrinsic limitations in reliably tracking acute short-term symptom 

fluctuations. This limitation underscores the need for complementary data sources to capture dynamic changes. 

4.5.5 Future Enhancement Opportunities 

- Fusing rapid-response biosensor data could improve the model's flexibility, allowing for real-time monitoring and 

adaptation. 

- Augmenting training diversity offers headroom to further improve accuracy over an expanded severity range, ensuring the 

model's generalizability across diverse patient populations. 

In summary, the Random Forest approach achieved impressive benchmarks, nearing suitability for clinical adoption. 

However, thorough evaluation illuminated tangible opportunities for ongoing iterative enhancement, emphasizing the 

dynamic nature of Parkinson's disease and the evolving landscape of predictive modeling. 

4.6 Conclusion and Future Directions 
This study harnessed machine learning best practices to construct a sophisticated and accurate Random Forest model for 

predicting Parkinson’s severity based on vocal acoustics. The methodology traversed various stages, from meticulous data 

preprocessing to comprehensive model evaluation, providing a robust framework for future research and application. 

4.6.1 Data Preprocessing 

Rigorous steps ensured data integrity, completeness, and the identification of anomalies, establishing a solid foundation for 

subsequent analyses. 

4.6.2 Exploratory Analysis 

Profound insights into the dataset's characteristics, correlations, and distributions were crucial for informed decision-making 

during feature selection and model development. 

4.6.3 Impactful Feature Selection 

The selection of predictive features, guided by random forest algorithm importance, principal components analysis, and 

innovative engineering, honed in on the most critical markers of Parkinson's severity. 

4.6.4 Model Benchmarking and Selection 

A detailed comparison of Random Forest, XGBoost, and SVM models provided a nuanced understanding of their 

performance, with the Random Forest model emerging as the optimal choice. 

4.6.5 Optimization and Evaluation 

Hyperparameter tuning and thorough evaluation showcased the Random Forest model's impressive accuracy and provided 

insights into its practical applicability. 

4.6.6 Future Directions 

The study laid the groundwork for future enhancements, emphasizing the need for model improvement, flexibility through 

biosensor data fusion, and expanded clinical implementation profiling. 
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Future work will focus on: 

4.6.7 Consistency for Severe Presentations 

Targeted improvements to ensure consistent performance, especially in severe cases where variability in dataset sampling 

is more pronounced. 

4.6.8 Biosensor Data Fusion 

Exploring the integration of rapid-response biosensor data to enhance the model's flexibility and real-time monitoring 

capabilities. 

4.6.9 Expanded Clinical Implementation Profiling 

Further refining the model's applicability by considering diverse patient profiles and tailoring approaches for different 

demographic and severity groups. 

Overall, this work presents an interpretable, practical machine learning approach for precision monitoring of Parkinson's 

disease using vocal acoustics. The tangible paths forward for additional refinements bring the model closer to practitioner 

acceptance thresholds, signaling a promising avenue for future advancements in Parkinson's disease prediction and 

monitoring. 
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Chapter 5: Conclusion and Future Scope 
 

In conclusion, this thesis presented a rigorous machine learning methodology to develop an accurate model for predicting 

Parkinson's disease severity from speech data. The nonlinear support vector model with optimized features achieved high 

predictive performance nearing suitability for clinical usage. However, opportunities exist to further enhance model 

consistency across diverse patient groups, incorporate rapid-response biosensor data to improve flexibility in tracking 

symptom fluctuations, and expand clinical implementation profiling.  

Future work will focus on ensuring consistent accuracy across mild and severe cases through localized tuning approaches 

or specialized sub models. Elucidating specific vocal feature effects also underscores moderating demographic and lifestyle 

factors that could supplement interventions. Overall, this thesis provides an interpretable, robust modeling approach for 

precision. Parkinson's monitoring using vocal acoustics. The path forward involves incremental refinements to progressively 

improve performance and applicability, bringing the model closer to clinical adoption. The groundwork has been laid for 

developing solutions that balance accuracy, interpretability and real-world viability to advance AI-enabled care and 

outcomes. 
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