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Abstract 

Music recommendation systems play a pivotal role in user engagement, satisfaction, and 

retention on streaming platforms like Spotify. However, traditional methods often fall short of 

providing diverse and emotionally resonant song suggestions, leading to repetitive playlists and 

user dissatisfaction. This research therefore delves into the unexplored area of emotion 

detection within song lyrics to enhance personalized music recommendations on Spotify. The 

study investigates various machine learning models, including Logistic Regression, Support 

Vector Machines, Bidirectional LSTM, and DistilBERT, to understand the intricate emotional 

hints within song lyrics. Through a comparative evaluation of these models, the research 

identifies Bidirectional LSTM as the most effective, achieving an accuracy of 92%, followed 

by Random Forest at 82%, and Support Vector Machines and Decision Tree both at 70%. 

Additionally, the research examines hybrid recommender systems combining case-based k-

Nearest Neighbours and content-based filtering to offer users nuanced and emotionally 

connecting song recommendations. The project seeks to optimize music discovery, boost user 

engagement, foster industry innovation, and ensure a more inclusive representation of artists 

and genres. Ultimately, the research aspires to introduce a novel perspective to music 

recommendation systems, one that authentically resonates with user emotions, preferences, and 

satisfaction. 
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Chapter 1 

Introduction 

In the realm of music streaming platforms, the efficacy of recommendation systems stands as 

an important aspect for user satisfaction and engagement. However, the traditional methods 

employed in such systems often struggle with challenges surrounding diversity, leading to 

repetitive playlists that fail to captivate users over time. Notably, Spotify, a prominent platform 

in this domain, has encountered limitations in offering varied suggestions, often revisiting 

songs users have already heard or recommending tracks from familiar artists, potentially 

leading to monotony and frustration. (Germain and Chakareski, 2013) 

As the repository of music within platforms like Spotify continues to expand exponentially, the 

need arises for sophisticated models capable of understanding the subtle emotional nuances 

within song lyrics. Existing approaches predominantly reliant on audio characteristics and 

collaborative filtering techniques fall short in capturing the complexity of user preferences. 

Furthermore, the need for diverse and personalized recommendations necessitates a novel 

approach which can combine the strengths of different models. 

However, the area of emotion detection within song lyrics lacks comprehensive studies 

comparing the efficacy of diverse machine learning and deep learning models (Leong, Vetere 

and Howard, 2006). The absence of a standardized method for classifying emotions in lyrical 

content hampers the development of robust recommendation systems that authentically 

resonate with user preferences. 

This research project endeavors to bridge this gap through an exhaustive investigation and 

comparison of machine learning models such as Logistic Regression, Support Vector 

Machines, Bidirectional LSTM, and DistilBERT in decoding the emotional content embedded 

in song lyrics. Additionally, the project aims to explore hybrid recommender systems that 

synergize case-based k-Nearest Neighbours and content-based filtering. This integration aims 

to surpass the limitations of individual approaches, providing users with a more nuanced and 

diversified music recommendation experience. 

By exploring this area, the research project aspires to advance music recommendation systems, 

offering insights into the most effective models for emotion detection and proposing innovative 
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hybrid approaches for personalized song recommendations. The primary objective is to enrich 

the user experience by aligning music suggestions not solely with audio characteristics but also 

with the emotional mood conveyed in the lyrics. In doing so, this research project endeavors to 

revolutionize the way users discover and connect with their preferred music. 

Business Understanding: Music streaming platforms such as Spotify grapple with difficulties 

when offering diverse and personalized music recommendations to listeners. Commonly, these 

recommendation systems fall short in diversity, which can result in playlists appearing 

repetitive or missing the mark on appealing to users' emotional preferences. This issue holds 

potential to affect how satisfied users are, their engagement, and their desire to stay with the 

platform. 

Research Problem: This study revolves around the need for a better song recommendation 

method on Spotify. This system should properly include emotion detection in song lyrics, 

improving the diversity and personalization of recommended music. The study points out the 

lack of extensive research comparing different machine learning models. It shows how they 

understand emotional content in song lyrics. This gap hinders the growth of strong 

recommendation systems matching user preferences. 

Aim: The aim of this research project is to bridge the gap in music recommendation systems 

by conducting a detailed investigation and comparison of machine learning models' 

performance in understanding the emotional nuances in song lyrics. Additionally, the study 

aims to explore and develop hybrid recommender systems that seamlessly combine case-based 

k-Nearest Neighbours and content-based filtering for more nuanced and personalized song 

recommendations. 

Research Objectives 

● Evaluate and compare the efficacy of machine learning models (Logistic 

Regression, Support Vector Machines, Bidirectional LSTM, DistilBERT) in 

detecting emotional content within song lyrics. 

● Explore content-based models and case-based k-Nearest Neighbours for 

personalized music recommendations based on audio features and emotion from 

lyrics, respectively. 

● Develop a hybrid recommender system integrating content-based and case-

based approaches to overcome individual limitations and offer diverse, 

nuanced, and personalized song suggestions. 
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● Enhance the understanding of user preferences by aligning music 

recommendations with both audio characteristics and emotional mood 

conveyed in song lyrics. 

Hypothesis 

● Hypothesis 1: Machine learning models using deep learning architectures will 

outperform traditional models in accurately detecting emotions from song lyrics. 

● Hypothesis 2: Hybrid recommender systems integrating content-based and case-based 

approaches will provide more diverse and personalized song recommendations 

compared to individual systems. 

● Hypothesis 3: Recommendations aligned with both audio characteristics and emotional 

content in lyrics will enhance user engagement and satisfaction on music streaming 

platforms. 

Scope 

The research focuses on evaluating machine learning models for emotion detection in song 

lyrics, exploring content-based and case-based k-Nearest Neighbours models for music 

recommendations, and developing a hybrid recommender system. It targets the enhancement 

of music recommendation systems on Spotify or similar platforms by incorporating emotional 

content from lyrics. 

The succeeding segments offer an extensive examination of machine learning and deep 

learning techniques in interpreting the subtle emotional aspects present in song lyrics. This 

analysis leads to the introduction of hybrid recommender systems, which combine emotion 

analysis and audio features to deliver personalized and enhanced music recommendations. 
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Chapter 2 

Related Work 

Music recommendation systems have become increasingly essential on modern music 

streaming platforms like Spotify, aiming to enhance the user experience by offering 

personalized song suggestions. Emotion detection in song lyrics has also emerged as an 

important area within this domain, aiming to add emotional context to recommendation 

systems. This literature review explores the evolving landscape of emotion detection in music, 

exploring its significance in personalized song recommendations for Spotify users. This project 

intersects with various key areas mentioned in different studies, highlighting its relevance and 

contribution to the existing body of knowledge in music recommendation systems, emotion 

detection, and personalized song suggestions. 

Emotion Detection in Music 

Understanding and detecting emotions conveyed through music is crucial for effective music 

recommendation systems. Research in this area often analyzes both audio features and lyrical 

content. (Laar, 2006) discusses various techniques for analyzing acoustical features, 

highlighting their varying effectiveness in context. Psychological theories proposed by (Cowie, 

2000) and (Francisco and Gervás, 2013) represent emotions using emotional categories or 

dimensions, laying the foundation for emotion detection models. Ekman's basic emotion model 

(Ekman, 2000) and Plutchik's extended model (Plutchik, 1980) describe basic emotions and 

bipolar emotional sets, respectively, forming bases for emotional categorization in music. 

Integration of Lyrics and Audio in Emotion Detection 

Rachman, Sarno and Fatichah, (2020) highlight how mixing both sound features and song 

lyrics can improve the detection of emotions in music. They propose that combining audio 

signals and text data makes it easier to identify music's emotional content. Yet, opposing views 

exist. For example, (Canales et al., 2015) defend that song lyrics alone are sometimes more 

reliable than audio clues for predicting mood. This goes against the previous focus on the 

importance of sound. Their research, building on multi-modal mood classification, focuses on 

analyzing feature types that enhance distinct mood categories, demonstrating significant 

improvements in seven out of 18 mood categories. 
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Advancements in Emotion Recognition Techniques 

The latest improvements in machine learning and the way we process language have brought 

new ways of recognizing emotions. Agrawal, Shanker and Alluri, (2021) brought in 

transformer-type models like XLNet, which are better at detecting emotions from song lyrics 

than previous methods. Revathy, Pillai and Daneshfar, (2022) used the Music4All set of data 

and applied machine learning and psychometric models driven by semantics to find common 

human emotions. They achieved impressive accuracy improvements with the BERT model. 

Kim et al., (2010) provides an overview of automated recognition of emotions in music, 

highlighting the complexity of categorizing music based on emotional content due to varying 

factors like harmony, timbre, and lyrics. Musical mood identification, although in its early 

stages compared to genre identification, has gained traction, with a focus on contextual text 

information, content-based approaches, and multi-feature systems. 

Agrawal, Shanker and Alluri, (2021) concentrates on Music Emotion Recognition (MER) using 

transformer-based models, specifically the XLNet architecture, for emotion detection in music 

via lyrics. Their model exhibits superior performance compared to existing methods, showing 

promise for music recommendation systems and emotion-based playlist generation. 

Meanwhile, (Revathy, Pillai and Daneshfar, 2022) utilize the Music4All dataset to evaluate 

lyrical features identifying core human emotions. They employ various machine learning 

algorithms and transfer learning, achieving a significant accuracy boost by integrating the 

BERT model. Additionally, their study illustrates practical applications by creating a basic 

lyrics recommender system using the Sentence Transformer model. 

Context-Based Music Recommendation Systems 

Besides detecting emotions, suggestions based on context are becoming popular. Anderson et 

al., (2020) propose that users engage more with suggestions that are aware of context, including 

emotional changes due to music. Models based on LSTM (Ye, Xie and Chen, 2019), along 

with approaches like collaborative filtering (Pérez-Marcos and López Batista, 2017), seem to 

bring promising results. They provide personalized song suggestions, considering users' tastes 

and past music choices. 

Innovative Approaches in Music Recommendation 
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Kannimoola Ulleri et al., (2021) introduced an innovative music recommendation system that 

aligns song selections with a user's emotional state, employing machine learning algorithms 

for emotional classification and leveraging lyric similarity assessment. Their rigorous testing 

validates the system's accuracy in enhancing the user experience. The literature review 

showcases innovative approaches, such as leveraging user emotions for song selection and 

pairing music with emotional content from web documents (Kannimoola Ulleri et al., 2021; 

Cai et al., 2007). This project, focusing on emotion detection in song lyrics and personalized 

song recommendations, resonates with these innovative ideas by exploring how emotional 

content extracted from lyrics can be utilized to enhance user satisfaction and engagement on 

music streaming platforms like Spotify. 

Relevance to Context-based Music Recommendation Systems:  

The literature review highlights the significance of context-based music recommendation 

systems, emphasizing the integration of multidisciplinary aspects like feature extraction, 

emotion prediction, and ontology development (Han et al., 2010). This project aligns with this 

by exploring emotion detection in song lyrics to enhance the recommendation process. By 

identifying emotions conveyed through lyrics, their work enhances the contextual 

understanding necessary for personalized song suggestions on Spotify. The Emotion State 

Transition Model (ESTM) proposed in the reviewed research aims to link music features to 

user emotions and situations, thereby recommending music for specific emotional outcomes 

(Han et al., 2010). Similarly, this thesis, focusing on emotion detection in song lyrics, 

contributes to the identification of emotional content, aiding in the creation of a 

recommendation system aligned with user emotions. Additionally, the context-based Music 

Recommendation (COMUS) ontology introduced in the literature review models user 

preferences and context, a concept resonating with your thesis's goal of personalizing song 

recommendations based on emotional content. 

Innovations in Emotion-Aware Recommendation Systems:  

Music recommendation systems have evolved to enhance user engagement and satisfaction by 

incorporating diverse song selections and elements of surprise. Anderson et al., (2020) 

emphasize the significance of music diversity in user engagement metrics, indicating a strong 

correlation between diversified music consumption and user conversion and retention rates 

across various online platforms. 
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Recent research is placing importance on feelings within recommendation systems. 

Kannimoola Ulleri et al., (2021) uses emotions adopting techniques such as Random Forest 

and XGBoost, to match music to our mood. This system sorts emotional content into songs. 

Similarly, MusicSense, developed by (Cai et al., 2007), takes into account emotions found in 

web content when recommending songs. This method proves adept at understanding the 

emotional context essential for music recommendations.  

In the age of streaming services, recommender systems like Spotify's Discover Weekly 

highlight the demand for effective music recommendation approaches. Pérez-Marcos and 

López Batista, (2017) proposed a methodology based on collaborative filtering techniques to 

recommend music to Spotify users. In addition to this, (Tzanetakis and Cook, 2002) explored 

content-based filtering, emphasizing the attributes of music compositions rather than solely 

relying on user preferences. This method constructs user profiles and suggests similar songs by 

considering elements derived from various musical aspects, including audio features, metadata, 

and lyrics. 

State-of-the-art models like LSTM Networks have demonstrated success in online music 

recommendations Ye, Xie and Chen, (2019) present an LSTM-based recommendation 

architecture, outperforming popular baselines in current music recommendation systems. 

Additionally, leveraging randomness or diversity in playlist generation can further enhance the 

user experience by balancing familiar and novel song suggestions (Pengfei et al., 2015). This 

project correlates with studies using various machine learning models and techniques for 

recommendation systems. The application of LSTM Networks, collaborative filtering, and 

hierarchical representation models (HRM) for prediction and recommendation aligns with the 

approaches discussed in the literature review (Ye, Xie and Chen, 2019; Pengfei et al., 2015).  

Collaborative filtering techniques are commonly employed for playlist continuation or music 

recommendations based on a user's listening habits (Anderson et al., 2020). This approach 

recommends music by analyzing the user's most played songs and similarities in listening 

habits with other users. Moreover, hierarchical representation models (HRM) have been 

proposed to predict users' future purchases in market basket analysis (Wan et al., 2015). The 

HRM captures both sequential purchasing patterns and user preferences, surpassing leading 

models in performance metrics. Incorporating these techniques into this work can enhance the 

accuracy and effectiveness of personalized song suggestions on Spotify. 
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Furthermore, LSTM-based deep learning architectures tailored for session-based 

recommendation show promise in improving music recommendations (Ye, Xie and Chen, 

2019). This architecture, comprising modules for music data modeling, next song prediction, 

music library building, and personalized recommendations, notably improves ranking metrics 

compared to existing session-based algorithms. 

Additionally, research by Germain and Chakareski (2013) introduces a novel playlist 

generation method for Spotify users, utilizing Facebook artist likes and listening history to 

create playlists featuring songs from related high-scoring artists. This approach significantly 

outperforms Spotify's Radio feature in metrics like the WTF score and novelty factor. 

Research introducing novel playlist generation methods and collaborative filtering techniques 

for platforms like Spotify emphasizes the demand for effective recommendation systems 

(Pérez-Marcos, J., et al., 2018; Germain and Chakareski, 2013). This project aims to contribute 

to this demand by incorporating emotional content from song lyrics into Spotify's 

recommendation algorithm, potentially improving the algorithm's accuracy and user 

satisfaction. 

The comprehensive literature review has played a pivotal role in shaping the direction and 

methodologies of this project. It has provided a robust foundation by offering insights into 

existing research, methodologies, and challenges within the domains of music recommendation 

systems and emotion detection in songs. By thoroughly understanding the advancements and 

limitations in these fields, this thesis leverages such knowledge to propose innovative solutions 

and methodologies. Specifically, it explores the utilization of emotional content from song 

lyrics to enhance personalized song recommendations on Spotify. 

Challenges and the Road Ahead 

Despite significant progress, emotion detection in songs faces intricate challenges that call for 

innovative solutions: 

• Subjectivity and individual differences: Music evokes a kaleidoscope of emotions, 

often unique to each listener. Cultural background, personal experiences, and even 

situational factors influence how we perceive emotions in music (Ekman, 2000). 

Developing models that capture this inherent subjectivity remains a key challenge. 
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• Cultural and linguistic nuances: Emotions expressed through music and lyrics vary 

across cultures and languages. Training models on diverse datasets and incorporating 

cultural context analysis can help overcome this hurdle (Wu et al., 2019). 

• Data limitations and biases: Large, diverse datasets of labeled music and emotions 

are crucial for training robust models. However, existing datasets can often be biased 

towards specific genres, cultures, or emotional categories, hindering model 

generalizability (Yang et al., 2020). Addressing data bias and collecting more diverse 

datasets is essential for fairer and more accurate emotion detection. 

• Explainability and transparency: Understanding how models arrive at their 

emotional predictions is crucial for building trust and improving user engagement. 

Research efforts on explainable AI techniques hold promise in making emotion 

detection models more transparent (Doshi-Velez & Kim, 2017). 

• Building ethical and responsible models: It is crucial to develop emotion detection 

models that are fair, unbiased, and consider the potential ethical implications of using 

such technology. Research on mitigating data bias, ensuring user privacy, and 

promoting transparency in model development is essential for responsible music 

technology (Friedman & Nissenbaum, 2019). 

This project demonstrates a strong alignment with the research presented in the literature 

review. By capitalizing on existing knowledge and methodologies, it contributes to the field by 

venturing into the previously uncharted territory of emotion detection in song lyrics for the 

purpose of personalized song recommendations on Spotify. This alignment and incorporation 

of diverse approaches and methodologies position this work to make a significant contribution 

to the evolution of music recommendation systems, particularly those based on emotional 

content analysis. 
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Chapter 3 

Methodology 

The methodology of the project involves several key stages. It begins with data collection 

encompassing song titles, artist details, and audio features. Subsequent steps involve 

comprehensive data cleaning, followed by Exploratory Data Analysis (EDA) using statistical 

analysis and data visualization to reveal patterns and relationships. Machine learning and deep 

learning models are then trained on the pre-processed data, employing diverse algorithms to 

predict emotions. The goal is to create a hybrid recommendation system that combines case-

based k-NN and content-based approaches. This integrated system leverages emotions, user-

specific preferences, and intrinsic song characteristics to enhance the precision and relevance 

of song recommendations, providing a tailored and engaging user experience. The flowchart 

diagram in fig.1 represents the proposed framework for emotion detection and building a 

hybrid recommender system. 

 

Fig 1: Methodology of hybrid recommender system 

The above steps have been discussed in detail below: 
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Data collection 

The research required a comprehensive dataset that included not only metadata about songs, 

but also corresponding lyrics. To address this need, a dataset publicly available from Hugging 

Face was employed. This dataset, consisting of song titles, lyrics, and associated emotions, is 

detailed and expansive, encompassing 12,123 entries across 5 distinct columns. 

Additionally, supplementary metadata were gathered from Spotify's API, renowned as one of 

the most extensive music streaming platforms worldwide, with a vast library of about 80 

million songs. Spotify's diverse APIs offer access to a wide range of information, including 

artist profiles, track details, and album data. It is important to note, however, that Spotify's APIs 

do not provide lyrics data. It is worth noting that, the Spotify API has rate limits, and this was 

a big challenge in this research. 

The main goal was to merge the lyrical content from the Hugging Face dataset with the rich 

song metadata obtained from Spotify. By combining these datasets, a more comprehensive and 

insightful resource was created. This integration allows for an in-depth analysis of the interplay 

between various song metadata elements, such as album and artist information, and the lyrical 

themes and emotional tones of the songs. The resulting enriched dataset now forms a solid base 

for further data analysis and machine learning endeavours, which aim to decipher and forecast 

trends in the music industry. 

Our dataset comprises four emotion categories: Happy, Sad, Anger, and Calm. Our algorithm 

is designed to classify these emotions based on song lyrics, contributing to a deeper 

understanding of the emotional nuances within the music. 

Data Preprocessing 

To prepare the dataset for analysis and modelling, a comprehensive text cleaning procedure 

was implemented and dropped irrelevant columns from the DataFrame.        

Several data cleaning steps, particularly on the 'lyrics' column were conducted. Here are the 

details about the steps performed: 

1. Data Type Adjustment: Initially, we noticed that the 'lyrics' column was of type 

'object'. Hence, converted it to string format. 
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2. Text Cleaning using Regex:  A function clean_lyrics(text) was implemented to clean 

the text within the 'lyrics' column. This function performs multiple cleaning tasks using 

regular expressions: 

● Removing specific annotations such as 'Lyrics[Verse \d+]\n', 'Lyrics[Intro: 

All]\n', and the word 'lyrics'. 

● Removing concatenated 'Lyrics' word, square brackets content, and backslash 

characters. 

● Handling newline characters incorrectly represented as 'n'. 

● Removing 'Verse', 'Intro', 'Chapter', etc., and their numbers. 

● Removing standalone 'lyrics' word and similar repeated phrases or headers. 

● Removing or replacing special characters. 

● Ensuring uniform word separation and replacing multiple spaces with a single 

space. 

3. Lowercasing Text: The cleaned lyrics text was converted the to lowercase using to 

ensure uniformity. 

4. Removing Stopwords: Utilizing NLTK's stopwords and word_tokenize a function was 

defined called stop_rev(text) to remove stopwords (commonly occurring words like 

'the', 'is', 'and', etc.) and words less than three characters in length were removed). 

Overall, the data cleaning steps involve comprehensive text preprocessing techniques using 

regular expressions and NLTK library functionalities to remove noise, normalize text, and 

prepare the 'lyrics' column for further analysis or modelling. These steps aim to ensure that the 

text data is consistent, standardized, and devoid of unnecessary elements or patterns that might 

affect the analysis or modelling tasks downstream. 
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Exploratory Data Analysis 

To derive significant and meaningful insights from data, the data undergoes visualization and 

analysis processes. 

1. Mood Distribution 

In our analysis, the results reveal a relatively even distribution among the various mood 

categories. Specifically, there are 3034 instances each for the happy and sad categories, 3033 

instances for the calm category, and 3022 instances for the anger category. This balanced 

distribution is observed across all mood categories in the dataset. 

 

Fig 2: Mood distribution 

2. A comparative analysis of how different emotions may influence audio features. 

Danceability gauges a track's appropriateness for dancing, encompassing musical elements 

like tempo, rhythm stability, beat strength, and overall regularity. The plot presents a 

comparative analysis, illustrating how various emotions might impact the danceability of 

music. The dispersion and outliers in the plot emphasize the diversity within each emotional 

category, shedding light on the nuanced relationship between emotions and the danceability of 

the music. 
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Fig 3: Danceability across different moods 

Acousticness, within the realm of music and audio, refers to the extent to which a sound or 

musical composition incorporates acoustic or non-electronic elements. It is quantified by a 

confidence measure ranging from 0.0 to 1.0, where a higher value signifies a greater likelihood 

that the track is acoustic. In this context, the calm category demonstrates the highest 

acousticness, approaching a confidence score of 1.0, indicating a strong inclination towards 

acoustic elements. Conversely, the anger category exhibits the lowest acousticness, suggesting 

a lesser reliance on acoustic components in the composition. 

 

Fig 4: Acousticness across different moods 
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Valence refers in the context of music pertains to the musical element that communicates the 

perceived positivity or negativity within a piece of music. It serves as an indicator of the mood 

or emotional tone conveyed by the music. Valence is measured on a scale from 0.0 to 1.0, 

describing the musical positiveness expressed by a track. Tracks with a high valence value 

sound more positive, exemplified by emotions like happiness, while those with a low valence 

sound more negative, evoking emotions such as sadness, depression, or anger. 

In this analysis, the distribution of valence is uniform among the four categories of emotions, 

indicating an equal representation across the spectrum of emotional tones. This balance 

suggests a diverse range of emotional expressions within each category, contributing to a well-

rounded representation of musical positiveness or negativity in the dataset. 

 

Fig:5 Mood vs Valence 

Energy, on a scale from 0.0 to 1.0 in the context of music, serves as a perceptual measure of 

intensity and activity within a track. Generally, more energetic tracks are characterized by a 

sense of speed, loudness, and noise. In this analysis, the anger category is observed to have a 

higher level of energy compared to other emotional categories. This suggests that, perceptually, 

tracks within the anger category tend to exhibit greater intensity, activity, and characteristics 

associated with higher energy levels, contributing to a more dynamic and forceful listening 

experience. 
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Fig 6: Mood Vs Energy 

3.  Correlation Heatmap 

A correlation coefficient, ranging from -1 to 1, signifies the strength and direction of a 

relationship between two variables. A value of 1 indicates a perfect positive correlation, where 

an increase in one variable is accompanied by an increase in the other. Conversely, a value of 

-1 indicates a perfect negative correlation, signifying that as one variable increases, the other 

decreases. A value of 0 indicates no correlation between the two variables. 

The heatmap visually represents the correlations among different audio features. Notably, 

'Energy' and 'Loudness' exhibit a high positive correlation, suggesting that tracks with more 

energy tend to have higher loudness levels. On the other hand, 'Acousticness' shows a strong 

negative correlation with both 'Energy' and 'Loudness,' indicating that more acoustic tracks 

tend to be quieter and possess less energy. 

Furthermore, features like 'Danceability' and 'Valence' demonstrate a moderate positive 

correlation, suggesting that tracks perceived as more danceable are often associated with a more 

positive mood. Conversely, attributes such as 'Key' and 'Mode' exhibit weak correlations with 

other features, indicating a more independent relationship. 
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Fig 7: Correlation heat map 

The correlation matrix displays the correlation coefficients between audio features and 

danceability. Notable positive correlations with danceability include: 

• Energy: High-energy music is generally considered more danceable. 

• Valence: Positivity in music is often associated with increased danceability. 

• Loudness: Louder music tends to be more conducive to dancing. 

Notable negative correlations with danceability include: 

• Acousticness: Acoustic music is generally less danceable than electronic or pop music. 

• Speechiness: Music with more spoken word is less danceable than music with singing 

or instrumentation. 

• Liveness: Live recordings, with more variability in tempo, can be less danceable. 

It's crucial to emphasise that correlations do not imply causation. For instance, while high-

energy music often correlates with danceability, not all high-energy music is inherently 

danceable. Other factors like tempo, rhythm, and melody also influence danceability. The 

correlation matrix serves as a valuable tool for understanding relationships between audio 

features and danceability, providing insights for informed decisions in music creation. 
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4. Word Cloud 

A word cloud, also known as a tag cloud or text cloud, is a visual representation of words used 

in a specific context. The most common words for the lyrics are like, embed, default, and might. 

 

Fig 8: Overall word cloud 

The words "time" and "love" appear most prominently in the image, suggesting they are the 

most frequent or important words in the happy category. It further indicates a strong association 

between them in the context of the text. 

 

Fig 9: word cloud- happy category 
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5. Sentiment Analysis 

 

Fig 10: Sentiment Analysis 

The above graph represents the Sentiment Distribution of lyrics, insights drawn from this graph 

are as follows: 

● Distribution Shape: The histogram reveals a skewed distribution, with a peak around a 

sentiment score of 0.00. This suggests that the majority of lyrics in the dataset have a 

slightly neutral sentiment. 

● Positive Lyrics: The right side of the histogram (scores above 0) indicates a substantial 

number of songs with positive sentiment, suggesting themes of happiness, love, or 

optimism. 

● Neutral Lyrics: The concentration of scores around 0 reflects a notable presence of 

lyrics with neutral sentiment, potentially conveying more descriptive or narrative 

content. 

● Negative Lyrics: The left side of the histogram (scores below 0) represents a smaller 

proportion of songs with negative sentiment, likely exploring themes of 

sadness, anger, or loss. 
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Data Preprocessing  

In our data preprocessing, we first tokenized the text, breaking it down into individual words 

or phrases. We then applied lemmatization to these tokens to distil words down to their root 

forms, ensuring that variations of a word were analysed as a single item. The data was then 

converted into numerical vectors, making it suitable for machine learning algorithms to analyse 

and identify patterns, resulting in a matrix (X) where rows represent entries and columns 

represent unique words or features. We then split the dataset into train and test set in the ratio 

80: 20 

For Music recommender system, it initiates by cleaning steps to handle missing values in 

certain audio feature columns. We dropped missing values as we did not want to fill them to 

ensure the accuracy of the models. The system's core components include the selection and 

normalization of audio features like danceability, energy, key, loudness, mode, and others, 

alongside the incorporation of mood categories. After normalizing the audio attributes using 

standard scaling, these normalized features are combined with mood categories to generate a 

combined features dataset.    
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Chapter 4 

Modelling 

In this project, three machine learning models, one deep learning model, and one Natural 

Language Processing (NLP) algorithm were implemented. 

Logistic Regression: 

Logistic Regression is a statistical model used for binary classification. It predicts the 

probability that a given input belongs to a certain category. However, it can be extended to handle 

multiple classes, making it suitable for tasks like predicting emotions based on text or lyrics with more 

than two classes. In the context of predicting emotions from song lyrics with four classes, logistic 

regression would be a multi-class logistic regression or softmax regression.  

 

Fig 11: Logistic regression architecture 

Decision Trees: 

Decision Trees are tree-structured models used for both classification and regression. In a 

decision tree, each internal node represents a decision on an attribute of the data, each branch 

represents the outcome of that decision, and each leaf node represents a class label (in 

classification) or a continuous value (in regression). The decisions at each node are made to 

maximize the separation of the different classes based on the feature values. In the context of 
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predicting emotions based on text or lyrics with four classes, a Decision Tree can be employed 

as a classifier. 

 

Fig 12: Decision Tree architecture 

Random Forest: 

Random Forest is an ensemble learning method that constructs a multitude of decision trees at 

training time and outputs the class that is the mode of the classes (classification) or mean 

prediction (regression) of the individual trees. Random forests correct for decision trees' habit 

of overfitting to their training set by introducing randomness. They select random samples of 

the dataset to build individual trees and consider a random subset of features for splitting nodes 

(Hastie, 2009). 

 

Fig 13: Random Forest architecture 
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Support Vector Machines (SVM): 

SVMs are powerful and versatile models capable of performing linear, non-linear, and outlier 

detection tasks. They work by finding the hyperplane that best separates the classes in the 

feature space. In the case of non-linearly separable data, SVM uses kernel tricks to transform 

the data into a higher-dimensional space where a hyperplane can be used for separation. SVMs 

are particularly useful in high-dimensional spaces.  

 

 

Fig 14: SVM architecture 

Bidirectional LSTM (BiLSTM): 

Bidirectional Long Short-Term Memory (BiLSTM) is a type of recurrent neural network 

(RNN) that expands upon traditional LSTMs. It runs the inputs in two directions, with one 

layer processing the data in a forward direction and the other in a backward direction. This 

architecture allows the network to have both backward and forward information about the 

sequence at every point in time. BiLSTMs are effective in natural language processing tasks, 

capturing context from both directions, crucial for applications like text generation, language 

modelling, and sentiment analysis. 
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Fig 15: BiLSTM architecture 

DistilBERT: 

DistilBERT is a streamlined version of BERT (Bidirectional Encoder Representations from 

Transformers), a successful model for various NLP tasks. DistilBERT retains most of BERT's 

performance but is smaller and faster. It is based on the transformer architecture, which uses 

attention mechanisms to understand the context of a word in relation to all other words in a 

sentence. DistilBERT is essentially a distilled version of BERT, trained to replicate BERT's 

behaviour more efficiently by retaining transformer blocks with fewer layers. It is used for 

tasks such as text classification, entity recognition, and question-answering, striking a balance 

between performance and resource efficiency (Sanh, 2019). 

 

 

Fig 16: DistilBERT Architecture 
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Recommendation System 

K-Nearest Neighbours (KNN) in Recommender Systems 

The K-Nearest Neighbours (KNN) algorithm, a versatile technique in machine learning for 

classification and regression, finds valuable application in recommender systems. Specifically, 

KNN operates on the principle of feature similarity, identifying 'k' items most similar to a user's 

preferences or historical interactions. In the context of recommender systems, KNN is often 

employed in case-based scenarios, recommending items based on predefined criteria such as 

user ratings, browsing history, or purchase patterns. The underlying assumption is that users 

who enjoyed certain items in the past are likely to appreciate similar ones. 

It's worth noting that in this recommender system scenario, 'neighbors' refer to items rather 

than users. The similarity between items is measured using metrics like cosine similarity, 

Euclidean distance, or Pearson correlation. By leveraging these item-to-item similarity 

measures, KNN contributes to providing personalized recommendations, enhancing user 

experiences by suggesting items akin to their preferences or historical interactions. 

 

Fig 17: KNN Architecture 

Content based recommender system. 

Content-based recommender systems function by suggesting items to users based on both the 

intrinsic characteristics of the items and the user's preferences or past behaviours. This 

methodology involves creating a profile for each item (e.g., movies, books, or products), 
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utilizing attributes like genre, author, or specifications. Concurrently, a user profile is 

constructed based on the attributes of items they have previously liked, highly rated, or 

interacted with. The system then gauges the similarity between the user's profile and the 

features of items, typically leveraging metrics like cosine similarity or TF-IDF (Term 

Frequency-Inverse Document Frequency) for text-based items. Recommendations are 

subsequently generated by selecting items with the highest similarity scores to the user's 

profile. This personalized approach enhances recommendation accuracy by aligning item 

features with user preferences. 

 

Fig 17: Content based filtering Architecture. 

Hybrid Recommender System 

Our hybrid model combines case-based k-Nearest Neighbours (KNN) and content-based 

filtering in recommender systems, leveraging the strengths of both approaches to deliver more 

accurate and diverse recommendations. In this model, content-based filtering analyzes the 

inherent characteristics of items (such as genre, actors, or themes in a movie recommendation 

system) to identify items like those a user has expressed interest in. On the other hand, the case 

based KNN approach considers the user's historical behavior and preferences, identifying items 

that are similar based on interactions like ratings or viewing history. 

By seamlessly integrating these two methodologies, the hybrid system can provide 

recommendations that not only closely align with the user's specific interests, as discerned by 

the content-based approach, but also reflect patterns and preferences derived from their past 

behavior, as identified by the KNN approach. This synergy allows the hybrid model to 

effectively address the limitations of each individual method. For instance, it can offer more 
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personalized recommendations than pure content-based systems while mitigating the issue of 

limited user data faced by KNN in isolation. 

 

Fig 17: Hybrid Recommender System Architecture. 

 

 

 

 

 

 

 

 

 

 

 

 



33 | P a g e  
 

Chapter 5 

Implementation 

Emotion Detection 

In our project, we implemented a comprehensive set of machine learning models to analyze 

and classify emotional content in textual data. The results revealed significant variations in 

model performance. Logistic Regression exhibited a moderate accuracy of 64%, while Support 

Vector Classification (SVC) and Random Forest models demonstrated commendable 

accuracies of 70% each. Additionally, the exploration of deep learning models showed that 

Bidirectional Long Short-Term Memory (BiLSTM) outperformed others with an impressive 

accuracy of 92%. On the other hand, the DistilBERT model, based on transformer architecture, 

achieved a moderate accuracy of 40%. 

For the BiLSTM model, we conducted hyperparameter tuning and identified the following 

parameters as optimal for classifying emotions: 'dropout_rate': 0.2, 'learning_rate': 0.01, 

'lstm_units': 64. These parameters contributed to achieving the highest accuracy in emotion 

classification for the BiLSTM model. 

 

Fig 17: Accuracies of the models 
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Song recommendation 

Content based recommendation system. 

We implemented a content-based recommender system designed to offer song 

recommendations that account for both emotional analysis and audio features. Our approach 

utilized a cosine similarity metric to quantify the similarity between songs, taking into 

consideration both their emotional content and audio characteristics. To gauge emotional 

content, sentiment analysis was applied to song lyrics, extracting mood-related information. 

Simultaneously, audio features, including tempo, pitch, and rhythm, were considered. The 

cosine similarity metric facilitated the measurement of alignment between emotional and audio 

profiles of different songs, ensuring that recommended songs not only shared similar audio 

characteristics but also resonated with a comparable emotional mood. The recommendations 

were anchored on the first song in the dataset, indexed at 0, showcasing the system's ability to 

extend its suggestions from a user-specified starting point. 

Case-based KNN Recommender System 

We implemented a case-based k-Nearest Neighbours (KNN) recommender system tailored for 

song recommendations, integrating both emotional analysis and audio features to enhance the 

precision of our suggestions. The system operated on the principle of identifying the 'k' most 

similar songs in the dataset based on a combination of emotional content and audio features. 

Emotional analysis involved sentiment extraction from song lyrics to capture the conveyed 

mood, while audio features encompassed parameters such as tempo, key, and acoustic 

characteristics. The KNN algorithm then computed the similarity between songs using these 

multi-dimensional vectors, recommending songs with the most similar mood and audio 

features. In this approach, the Euclidean distance metric was employed to quantify the 

similarity between songs, ensuring that the recommended songs not only shared comparable 

audio characteristics but also resonated emotionally with the user's preferences. The 

implementation showcased the efficacy of case based KNN in leveraging the combined power 

of emotional and audio features, providing users with personalized song recommendations that 

align with both their mood and musical preferences. 
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Hybrid Model 

We designed a hybrid recommender system that seamlessly combined the strengths of both 

case-based k-Nearest Neighbours (KNN) and content-based recommendation approaches. The 

integration aimed to leverage the complementary nature of these models to provide more 

accurate and diverse song recommendations. The case-based KNN component focused on 

identifying songs with similar emotional and audio features to the one currently being listened 

to, using the k-Nearest Neighbours algorithm. Simultaneously, the content-based model 

considered the mood and audio characteristics of songs in the dataset. 

Our key finding was a significant overlap in recommendations between the two models, 

indicating a shared ability to identify songs with similar attributes. However, the hybrid model 

introduced an additional layer of diversity by incorporating some novel recommendations and 

songs with different predicted moods. Notably, the prediction of the next song was based on 

the features of the initial song in the dataset, specifically at index 0. 

This hybrid approach showcased the potential to enhance the recommendation process by 

capitalizing on the unique strengths of both models. The integration not only reaffirmed the 

reliability of certain recommendations but also introduced novel and potentially mood-diverse 

suggestions. This nuanced understanding of song relationships, incorporating both case-based 

and content-based perspectives, contributes to a more comprehensive and personalised music 

recommendation experience for users. 

Evaluation 

Emotion Detection 

The evaluation of emotion detection models in our project involved a comprehensive analysis, 

incorporating precision, recall, and validation accuracy metrics. Figure 17 above presents a 

comparison of accuracy metrics for all implemented models. In terms of accuracy, the 

Bidirectional LSTM model outperformed others with an accuracy of 92%, followed by the 

Random Forest classifier at 82%. The Decision Tree and SVC models achieved 70% accuracy, 

Logistic Regression at 64%, and DistillBERT with 40% accuracy. Notably, the Bidirectional 

LSTM model exhibited a smaller difference between training and validation accuracy 

compared to other models. 
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Precision Score, representing the ratio of true positive predictions to the total number of 

positive predictions made by the model, was assessed for machine learning models, including 

SVC, Random Forest, Decision Tree, and Logistic Regression. The precision score exhibited 

variance across different classes for these models. In contrast, the Bidirectional LSTM model 

demonstrated better consistency, with a narrower variance in precision scores. 

Recall, measuring the ratio of true positive predictions to the total number of actual positive 

instances in the dataset, was also considered. The recall values varied across different classes 

for the machine learning models, emphasizing the models' ability to capture positive instances. 

The Bidirectional LSTM model demonstrated superiority, exhibiting a more consistent recall 

across classes with a reduced variance compared to other models. 

Discussion 

The Bidirectional Long Short-Term Memory (BiLSTM) model stands out as the most effective 

choice for emotion detection in song lyrics, primarily due to its inherent capability to capture 

intricate temporal dependencies and contextual nuances. Unlike unidirectional LSTMs, 

BiLSTMs process information in both forward and backward directions, facilitating a more 

comprehensive understanding of sequential data. 

In the realm of song lyrics, emotions are often conveyed through complex linguistic patterns 

and diverse sentence structures. The bidirectional nature of BiLSTM proves advantageous in 

this context, enabling it to grasp the complete context and subtle emotional shifts present within 

the lyrics. This bidirectional processing aligns well with the dynamic nature of emotional 

expression in musical content. 

The impressive accuracy of 92% achieved by the BiLSTM model underscores its superiority 

in extracting nuanced emotional information from lyrical content. This high level of accuracy 

positions BiLSTM as a robust and reliable choice for emotion detection tasks within the 

musical domain, showcasing its potential for enhancing the understanding of emotional 

nuances embedded in song lyrics. 

Music Recommender System 

1. Accuracy Metrics: 
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Cosine Similarity Scores: For both the case-based k-Nearest Neighbours (KNN) and the 

content-based recommender system, cosine similarity scores can be calculated between the 

recommended songs and the ground truth, representing the user's actual preferences. Higher 

cosine similarity indicates better alignment between recommendations and user preferences. 

2. User Feedback: 

Surveys and User Ratings: Collecting direct feedback from users through surveys or ratings 

can provide valuable insights into the subjective satisfaction of users with the recommended 

songs. This qualitative data can complement quantitative metrics. 

3. Diversity Metrics: 

Novelty and Diversity: Assessing the novelty and diversity of the recommendations helps 

ensure that the system is not overly biased towards a specific subset of songs. Metrics such as 

intra-list diversity and novelty scores can be calculated to measure how varied and new the 

recommended songs are. 

Deployment 

In the deployment phase of our research, we implemented a bidirectional LSTM (Long Short-

Term Memory) model to predict emotions from song lyrics. This model serves as the 

foundational component for our next song recommendation system. After predicting emotions, 

we seamlessly integrate audio features of the songs to enhance the recommendation 

capabilities. 

The recommendation system is designed as a hybrid model, combining a Case-Based KNN (k-

Nearest Neighbours) recommendation system with a Content-Based recommender. This hybrid 

approach leverages both user-specific preferences and intrinsic song characteristics for a more 

robust recommendation strategy. 

To make our system accessible and user-friendly, we deployed it on Hugging Face using 

Streamlit. Hugging Face provides a platform for hosting and sharing machine learning models, 

and Streamlit offers an intuitive interface for users to interact with the recommendation system. 

This deployment ensures widespread accessibility, allowing users to experience personalised 

song recommendations based on emotional context and audio features. 
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Our deployment aligns with the goal of providing an efficient and seamless user experience, 

showcasing the practical applicability of our research in real-world scenarios. The integration 

of diverse components, from emotion prediction to hybrid recommendation models, 

demonstrates the versatility and effectiveness of our approach in enhancing the music listening 

experience. 

Interactive user-based web interface  

https://huggingface.co/spaces/brendabor/Hybrid_music_rec_system 

 

 

Fig 19: Deployment 

 

https://huggingface.co/spaces/brendabor/Hybrid_music_rec_system
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Ethical considerations 

In the realm of music recommendation systems, ethical considerations are paramount, given 

the potential impact on user experiences, privacy, and the promotion of diverse content. The 

ethical considerations in implemented project can be addressed through various key aspects: 

1. User Privacy: 

Music recommendation systems often rely on user data to provide personalised suggestions. It 

is crucial to respect user privacy and ensure that sensitive information is handled responsibly. 

In our research, we leveraged anonymized data sourced from Hugging Face and supplemented 

it with audio features obtained from the Spotify API. The process of collecting, processing, and 

storing user data adheres to strict privacy measures.  

To ensure confidentiality, anonymization techniques were implemented meticulously, 

dissociating any personal information from the recommendation process. Emphasizing the 

paramount importance of user consent, our project explicitly outlines transparent opt-in/opt-

out mechanisms, empowering users to make informed decisions regarding their data 

participation in the study. Our commitment to privacy and ethical data handling underscores 

the ethical foundation of our research, aligning with best practices in safeguarding user 

information throughout the entire data lifecycle. 

2. Bias and Fairness: 

Bias in recommendation systems can lead to unfair or discriminatory outcomes, influencing 

users' exposure to content based on demographic or cultural factors. During model training, 

evaluate and mitigate biases by ensuring diverse and representative datasets. Regularly assess 

the system's performance across different user groups to identify and address any disparities. 

In this project, we recognized the critical issue of bias in recommendation systems and 

implemented several measures to address and mitigate potential biases. Firstly, during the 

model training phase, we meticulously curated diverse and representative datasets, ensuring 

that the training data encompassed a wide range of demographics and cultural factors. This 

proactive approach aimed to reduce the likelihood of the model learning and perpetuating 

biases present in the training data. 

3. Transparency and Explainability: 

Users may be concerned about how recommendations are generated and why certain songs are 

suggested over others. Lack of transparency can erode trust. Implement transparency in 

recommendation system by providing explanations for why certain recommendations are 
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made. This project documentation explicitly outlines the functionality of the recommendation 

system, detailing the algorithms, data sources, and decision-making processes. By offering 

users insights into how recommendations are generated, we aim to foster trust and empower 

users with a comprehensive understanding of the system's operations, reinforcing our 

commitment to transparency and ethical use of recommendation algorithms. 

4. Avoiding Manipulation: 

Recommendation systems should avoid manipulative practices that exploit user behaviours or 

emotions for commercial gain. 

We explicitly outline the primary objective of our recommendation system, emphasizing its 

commitment to enhancing user experience rather than engaging in manipulative practices for 

commercial gain. The core purpose of our system is to provide users with personalized 

recommendations that genuinely cater to their preferences and interests. We adamantly avoid 

any practices that exploit user behaviours or emotions for commercial purposes, prioritizing 

user well-being and trust. 

5. Cultural Sensitivity: 

Music preferences can be deeply tied to cultural contexts. It's essential to avoid 

recommendations that may be culturally insensitive or offensive. During the development 

phase, the model's sensitivity to cultural nuances should be evaluated, and ensure that this 

avoids promoting content that could be offensive or inappropriate. The steps taken to enhance 

cultural sensitivity should be documented.  
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Chapter 6 

Conclusion 

Music, as a universal language, resonates with individuals on profound emotional levels, 

shaping and reflecting their life experiences. The rapid advancement of technology, particularly 

in machine learning and natural language processing, opens new avenues for leveraging these 

emotional connections. This study delved deeply into the development and evaluation of 

diverse models and systems for emotion detection and music recommendation, showcasing the 

potential of technology to enhance our musical experiences. 

The exploration of emotion detection from song lyrics revealed the nuanced performances of 

various machine learning models. Logistic Regression, Support Vector Classification (SVC), 

and Random Forest models demonstrated moderate accuracies, while the Bidirectional Long 

Short-Term Memory (BiLSTM) model emerged as the standout performer, achieving an 

impressive accuracy of 92%. The BiLSTM's capability to comprehend complex time 

relationships and contextual nuances within song lyrics contributed to its superior performance, 

making it a formidable tool for emotion detection in the realm of music. 

Simultaneously, efforts to construct advanced music recommendation systems incorporated 

emotional analysis from lyrics and audio features. The content-based recommender and the 

case-based k-Nearest Neighbours (KNN) model independently utilized emotional and audio 

attributes to suggest personalized songs. Notably, these systems exhibited agreement in their 

song recommendations, suggesting that individuals often share similar music preferences. This 

observation underscores the potential of models that integrate diverse approaches to provide a 

broader spectrum of enjoyable songs. 

The introduction of a hybrid recommender system, merging the case-based KNN approach 

with content-based strategies, marked an enhancement in the recommendation process. This 

hybrid model capitalized on the complementarity of distinct systems, offering not only reliable 

recommendations but also unveiling novel song suggestions with diverse emotional tones. 

Comparisons between recommendations from the hybrid model, KNN, and content-based 

systems highlighted the importance of combining various recommendation methods to enrich 

the diversity and interest in music consumption. 
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Future work 

In the realm of music recommendations, there are several exciting avenues for future work and 

exploration. Some potential directions for advancing research and development in this field 

include: 

1. Incorporating User Feedback 

Explore methods to actively collect and incorporate user feedback to continuously improve the 

recommendation system. This could involve user ratings, explicit feedback, or implicit 

feedback such as user engagement metrics. 

2. Personalization Techniques 

Investigate advanced personalization techniques, including deep learning models that can 

capture intricate patterns in user preferences over time. Consider the incorporation of 

contextual information, such as user location, time of day, or social context. 

3. Interpretable Models 

Develop recommendation models that are more interpretable and transparent, allowing users 

to understand why certain recommendations are made. This could increase user trust and 

acceptance of the recommendations. 

4. Cross-Domain Recommendations 

Extend recommendations beyond music to other related domains, such as recommending 

concerts, merchandise, or even suggesting connections with like-minded music enthusiasts. 

5. Dynamic and Adaptive Systems 

Create recommendation systems that dynamically adapt to changes in user preferences and 

trends. This could involve real-time learning from user interactions and adjusting the model 

accordingly. 
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Limitations of the study 

1. Cold Start Problem 

The cold start problem occurs when the system encounters new users or items that have 

limited or no interaction history. In our case, when a new user joins the platform or a 

new song is introduced, the recommender systems may struggle to provide accurate 

suggestions as they rely on historical data for recommendations. For instance, the kNN 

model may find it challenging to identify similar users or items with limited data, and 

the content-based model may lack sufficient information to make accurate predictions. 

2. Scalability 

Our dataset contains 12000 rows, the scalability of the models becomes crucial as the 

data increases. The kNN model may face challenges in computation and efficiency as 

the number of users or items increases. Ensuring that the models can handle a growing 

dataset is essential for maintaining system performance. 

3. Integration of Emotion Features 

Incorporating emotion as a feature introduces its own set of challenges. Emotion is 

subjective and can vary across cultures and individuals. Ensuring that the emotion-

based features are accurately captured and interpreted by the models is crucial for 

providing relevant recommendations. 
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